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Abstract
The emergence of new wearable devices such as action cameras and smart-glasses during
the recent years has led to an important chain effect between researchers, computer
scientists, and high-tech companies. The 90’s futuristic dream of a wearable device that
is always ready to be used in front of our eyes is nowadays technically possible. In
turn, this has increased the interest of researchers and computer scientists to develop
methods to process the recorded data. Among the available sensors, by far the most
explored one is the video camera, which, on one hand, has enjoyed the benefits of a
privileged location to record exactly what the user is seeing, but on the other hand has
raised strong criticism concerning privacy and battery life issues. The videos recorded
from this perspective are commonly called First-Person Vision (FPV) or Egocentric
videos, and are used interchangeably in this thesis and in the existing literature.
FPV videos offer important benefits to computer vision scientists; however, they also
bring along many challenges. The main benefit is that, for the first time, wearable
devices are recording exactly what the users have in front of them. However, the mobile
and wearable nature also brings along highly variable environments with different
illumination and without any kind of static reference system. In FPV, unlike in the static
cameras video processing, both the background and the foreground are in constant
motion. The FPV camera’s location brings along the fact that the user’s hands are
visible for the majority of the recording time. As a result, there is a large number
of studies related to detecting hand gestures and trajectories. The hand presence is
particularly important for the field because, for the first time, hand gestures (conscious
or unconscious) can be used as an intuitive way of interacting with devices.
Studies about human hand movements are not restricted to wearable cameras and
computer vision. In fact, the fields of biology and neuroscience both deeply explore
hand usage in daily activities. There is a significant number of studies and theories
that revolve around explaining the hand dominance in humans and its consequences
with respect to upper limb motion skills. It is estimated that 9 out of 10 individuals are
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right-handed, and as a consequence their upper limb skills are asymmetric concerning
speed, control, and strength. These findings are consistent across different geographical
locations and cultures.
Current FPV hand-based literature mostly focused on analysing hand movements as a
simple background/foreground segmentation problem, where skin-like pixels formed
the foreground while the remaining pixels represented the background. While this
approach resulted in a wide range of diverse algorithmic methods and evaluation
strategies based on machine learning and computer vision; it often failed to encompass
the biological perspective, ignoring hand-dominance aspects and interactions that are
direct results of asymmetric motor skills.
This thesis proposes a hierarchical framework to develop hand-based methods for
wearable cameras. My approach extends the functionality and robustness of the classic background/foreground approach by studying how hand-dominance impacts the
asymmetric motor skills. The research in this thesis is based on the notion of a wearable system that treats the hands of the user as two interacting entities cooperating to
achieve a particular goal. The applications of our approach are broad, with one field
of particular interest being the medical therapy of upper limb motor problems such as
Upper Limb Stroke and Cerebral Palsy.
This thesis is built on top of several peer-reviewed conference and journal papers
published during my PhD studies. Each chapter is designed to be self-contained, but
following a unified structure and vision. The thesis is divided in 5 parts:
Part 1 - Introduction: This part summarizes the evolution of the state of the art in
First Person Vision video analysis between 1997 and 2014 highlighting, among
others, most commonly used features, methods, challenges and opportunities
within the field. This part is based on the following paper:
Betancourt, A., Morerio, P., Regazzoni, C. S., & Rauterberg, M. (2015). The Evolution
of First Person Vision Methods: A Survey. IEEE Transactions on Circuits and Systems
for Video Technology, 25(5), 744–760.
Part 2 - Motivation: This part introduces a general perspective of the hand-based
methods in First-Person Vision. The motivation starts with a general understanding of hand-gestures as a transmitter-receiver system and highlights the
advantages of using wearable receivers to measure and understand the motion
patterns of the user. This part highlights the novelties of our approach and main
contributions to the state of the art in the field.

ABSTRACT
Part 3 - A Unified Framework: This part introduces a Unified Hierarchical Structure to develop Hand-Based methods in First Person Vision. It is divided into 5
chapters:
Chapter 3, A Unified Framework for Hand-Based Methods in First-PersonVision: Introduces the Unified Structure and motivates the required mechanisms to optimize computational resources and improve the reliability of
the obtained variables. This chapter is based on the following paper:
Betancourt, A., Morerio, P., Marcenaro, L., Barakova, E., Rauterberg, M., &
Regazzoni, C. S. (2015). Towards a Unified Framework for Hand-based Methods
in First Person Vision. In IEEE International Conference on Multimedia and
Expo (Workshops). Turin: IEEE.
Chapter 4, Hand-Detection: This part proposes a method to detect whether
the hands are being recorded by camera in a particular frame. It is a summary
of the following papers:
Betancourt, A., Morerio, P., Barakova, E. I., Marcenaro, L., Rauterberg, M., &
Regazzoni, C. S. (2015). A dynamic approach and a new dataset for handdetection in first person vision. Lecture Notes in Computer Science.
Betancourt, A., Morerio, P., Marcenaro, L., Rauterberg, M., & Regazzoni, C.
S. (2015). Filtering SVM frame-by-frame binary classification in a detection
framework. In International Conference on Image Processing. Quebec, Canada:
IEEE.
Betancourt, A., Lopez, M., Regazzoni, C. ., & Rauterberg, M. (2014). A Sequential Classifier for Hand Detection in the Framework of Egocentric Vision. In
Conference on Computer Vision and Pattern Recognition (Vol. 1, pp. 600–605).
Columbus, Ohio: IEEE.
Chapter 5 and Chapter 7, Hand-Detection and Identification These chapters extend the traditional background-foreground hand segmentation method
by following a multi-model approach and including hand-identification step
(left-right) based on a Maxwell distribution of the angle and position of the
hands. The proposed method uses temporal superpixels to disambiguate
hand-to-hand occlusions. These chapters are based on the following paper:
Betancourt, A., Morerio, P., Marcenaro, L., Barakova, E., Rauterberg, M., &
Regazzoni, C. S. (2015). Left/Right Hand Segmentation in Egocentric Videos.
Computer Vision and Image Undestanding
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Chapter 7, Hand-Tracking: Tracks the hands of the user by following a Joint
Probabilistic Data Association filter. The method proposed makes it possible
to extract variables such as the hand speed and constitutes a first step to
understanding hand interactions when recorded by wearable cameras. This
chapter is based on preliminary results and is a first draft of the paper to be
submitted for publication.
Part 4 - Challenges: This part of the thesis alleviates 3 important challenges when
developing hand-based methods in the First Person Vision. Each challenge is divided in a self-contained chapter including the proposed method, the experimental
results, and the conclusions.
Chapter 8, Challenges Posed by Changing Illumination Conditions: This
chapter proposes an unsupervised strategy based on global features and
manifold learning to endow wearable cameras with contextual information
regarding the light conditions and the location recorded. Results show
that non-linear manifold methods can capture contextual patterns from
global features without compromising large computational resources. As an
application case, the proposed unsupervised strategy is used as a switching
mechanism to improve the hand-detection problem in First-Person videos
under a multi-model approach. This chapter is based on the following paper
which is currently in publication process:
Betancourt, A., Morerio, P., Marcenaro, L., Barakova, E., Rauterberg, M., &
Regazzoni, C. S. (2015). Understanding Illumination and Location Changes in
Egocentric Videos. Paper under review.
Chapter 9, GPU Accelerated Left/Right Hand-Segmenters: This chapter
proposes a GPU-accelerated implementation of a left-right hand segmentation algorithm. The GPU implementation exploits the nature of the pixelby-pixel classification strategy. The left-right identification is carried out
by following a competitive likelihood test based on the position and the
angle of the segmented pixels. The experimental results show that using
the GPU accelerated hand-segmenter makes it possible to obtain a reliable
segmentation in real time. This chapter is based on the following paper:
Betancourt, A., Marcenaro, L., Barakova, E., Rauterberg, M., & Regazzoni, C.
(2016). GPU Accelerated Left/Right Hand-segmentation in First Person Vision.
In European Conference on Computer Vision.

ABSTRACT
Chapter 10, Hand-Pose Estimation: This chapter proposes a graph-based
representation of the hands when recorded with a wearable camera. The
proposed representation is obtained via the shape-fitting capability of a
modified Instantaneous Topological Map (ITM). Spectral analysis of the
graph Laplacian allows to arrange eigenvalues in vectors of features, which
prove to be discriminative in classifying different hand poses. The results of
this chapter are preliminary - the current focus is on extending the number
of gestures.
Part 5 - Conclussions: This part of the thesis concludes and discusses future research
lines, promising applications and the limitations of the proposed system.
The novelties of our approach are threefold: first, a hierarchical structure for hand-based
methods is proposed. Second, each of the levels in the structure is deeply explored and
developed from a computer science perspective by using the state of the art methods
in Artificial Intelligence and Computer Vision. The results show that our approach
considerably improves the state of the art of each particular level and provides additional
information about the user. Third, it reduces the gap between the biological perspective
and the computer vision approach, opening the door to the use of wearable cameras in
real-life applications such as upper limb medical therapy and user machine interaction.
In addition to the aforementioned published papers, there is an important research
carried on during my PhD in the field of Cognitive Radios[59,60]. Looking for simplicity
of this thesis, these papers are not included in the main body of this work; however,
they are publicly available and are listed as follows:
Dabcevic, K., Betancourt, A., Marcenaro, L., & Regazzoni, C. S. (2014). A Fictitious Playbased Game-theoretical Approach to Alleviating Jamming Attacks for Cognitive Radios.
In International Conference on Acoustics, Speech and Signal Processing (ICASSP) (pp.
8158–8162). IEEE Signal Processing. [59]
Dabcevic, K., Betancourt, A., Marcenaro, L., & Regazzoni, C. S. (2014). Intelligent cognitive
radio jamming-a game-theoretical approach. EURASIP Journal on Advances in Signal
Processing, 2014(171).[60]
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PREFACE

Preface
This thesis was conducted under the framework of the Erasmus Mundus Doctorate
Programme in Interactive and Cognitive Environments. The research presented here is
the result of a broad collaboration between the University of Genoa (Italy) and the Eindhoven University of Technology (The Netherlands). The body of this thesis is the result
of an active academic cooperation between the resarch groups ISIP40 (in Genoa) and
the Design Intelligence Group (in Eindhoven) 1 . The chapters about hand-detection and
hand-segmentation are the result of active collaboration with Pietro Morerio (University
of Genoa). The Machine Learning and Artificial Intelligence concepts in this work are
the product of the supervision of Carlo Regazzoni and Lucio Marcenaro (University
of Genoa). The applied concepts and the user-centered approach are inspired by the
guidance of Matthias Rauterberg and Emilia Barakova (TU/e).
This thesis proposes a unified hierarchical framework to develop hand-based methods
in egocentric videos. Each of the chapters explores one level of the framework. For
the sake of simplicity and replicability, each chapter is self-contained, including its
method, experiment description, results and conclusions. The first page of each chapter
gives reference to the published work supporting it. The order of the authors in the
publications reflects the importance of their respective contributions to the work.2
Eindhoven, Netherlands
Tuesday 6th December, 2016

1 For

Alejandro Betancourt

this reason, I mostly write using the first person plural ("we"), since much of the work presented
in this thesis is the result of academic cooperation and coauthorship
2 The Image of the front matter is a work by Matt Lawrence.
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PREFACE

Part
Introduc�on
Portable head-mounted cameras, able to record high-quality ﬁrst-person videos, have become popular
during the last decade. ese devices represent the ﬁrst commercial attempts to record experiences
from a ﬁrst-person or EgoCentric perspective. is technological trend is a follow-up of the academic
results obtained in the late 1990s, combined with the growing interest of the people to record their
daily activities. is chapter provides a broad review of First Person Vision Methods, Commercial
Approaches and Existent Datasets. As will be clear while reading the chapter the futuristic idea
described in the 90's by Steve Mann with the following words is nowadays technically possible and the
potential applications are ready to be explored.

"Let's imagine a new approach to compu�ng in which the apparatus is
always ready for use because it is worn like clothing. The computer
screen, which also serves as a viewﬁnder, is visible at all �mes and
performs mul�-modal compu�ng''.
Steve Mann, 1990

1

3

Chapter

1

The evolution of First-Person-Vision
methods

Portable head-mounted cameras, able to record dynamic high quality first-person
videos, have become a common item among sportsmen over the last five years. These
devices represent the first commercial attempts to record experiences from a first-person
perspective. This technological trend is a follow-up of the academic results obtained in
the late 1990s, combined with the growing interest of the people to record their daily
activities. Up to now, no consensus has yet been reached in literature with respect to
naming this video perspective. First Person Vision (FPV) is arguably the most commonly
used, but other names, like Egocentric Vision or Ego-vision have also recently grown
in popularity. The idea of recording and analyzing videos from this perspective is
not new in fact, several such devices have been developed for research purposes over
the last 15 years [153,164,162,103,38]. Figure 1.1 shows the growth in the number of
articles related to FPV video analysis between 1997 and 2014. Quite remarkable is the
seminal work carried out by the Media lab (MIT) in the late 1990s and early 2000s
This chapter is based on the published paper:
• Betancourt, A., Morerio, P., Regazzoni, C. S., & Rauterberg, M. (2015). The Evolution of First
Person Vision Methods: A Survey. IEEE Transactions on Circuits and Systems for Video
Technology, 25(5), 744–760. http://doi.org/10.1109/TCSVT.2015.2409731
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Figure 1.1: Number of articles per year directly related to FPV video analysis. This
plot contains the articles published until 2014, to the best of our knowledge
[218,219,206,67,217,10], and the multiple devices proposed by Steve Mann who, back in
1997 [152], described the field with these words :
“Let’s imagine a new approach to computing in which the apparatus is
always ready for use because it is worn like clothing. The computer screen,
which also serves as a viewfinder, is visible at all times and performs multimodal computing (text and images)”.
Recently, in the awakening of this technological trend, several companies have been
showing interest in this kind of devices (mainly smart-glasses), and multiple patents
have been presented. Figure 1.2 shows the devices patented in 2012 by Google and
Microsoft. Together with its patent, Google also announced Project Glass, as a strategy
to test its device among a exploratory group of people. The project was introduced by
showing short previews of the Glasses’ FPV recording capabilities, and its ability to
show relevant information to the user through the head-up display.
Remarkably, the impact of the Glass Project (wich the most significant attempt to
commercialize wearable technology up to date) is to be ascribed not only to its hardware,
but also to the appeal of its underlying operating system. The latter continues to bring
a large group of skilled developers, thus in turn making a significant boost in the
number of prospective applications for smart-glasses, a phenomenon that has happened
with smartphones several years ago. On one hand, the range of application fields that
could benefit from smart-glasses is wide and applications are expected in areas like
military strategy, enterprise applications, tourist services [209], massive surveillance
[157], medicine [120], driving assistance [145], among others. On the other hand, what
was until now considered as a consolidated research field, needs to be re-evaluated and
restated under the light of this technological trend: wearable technology and the first
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(a) Google glasses (U.S. Patent D659,741 - May
15, 2012)

(b) Microsoft augmented reality glasses (U.S.
Patent Application 20120293548 - Nov 22,
2012).

Figure 1.2: Examples of the commercial smart patents. (a) Google patent of the smartglasses; (b) Microsoft patent of an augmented reality wearable device.

person perspective rise important issues, such as privacy and battery life, in addition to
new algorithmic challenges [179].
This chapter summarizes the state of the art in FPV video analysis and its temporal
evolution between 1997 and 2014, analyzing the challenges and opportunities of this
video perspective. It reviews the main characteristics of previous studies using tables of
references, and the main events and relevant works using timelines. As an example,
Figure 1.3 presents some of the most important papers and commercial announcements
in the general evolution of FPV. We direct interested readers to the must read papers
presented in this timeline. In the following sections, more detailed timelines are presented according to the objective addressed in the summarized papers. The categories
and conceptual groups presented in this survey reflects our schematic perception of the
field coming from a detailed study of the existent literature. We are confident that the
proposed categories are wide enough to conceptualize existent methods, however due
to the growing speed of the field they could require future updates. As will be shown in
the coming sections, the strategies used during the last 20 years are very heterogeneous.
Therefore, rather than provide a comparative structure between existing methods and
features, the objective of this chapter is to highlight common points of interest and
relevant future lines of research. The bibliography presented in this chapter is mainly
in FPV. However, some particular works in classic video analysis are also mentioned to
support the analysis. The latter are cited using italic font as a visual cue.
To the best of our knowledge, the only paper summarizing the general ideas of the
FPV is [117], which presents a wearable device and several possible applications. Other
related reviews include the following: [99] reviews the activity recognition methods with
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multiple sensors; [72] analyzes the use of wearable cameras for medical applications;
[162] presents some challenges of an active wearable device.
[152] Steve Mann presents some
experiments with wearable devices.

[103] Microsoft Research releases
the SenseCam.

[164] Explores the advantages of
active wearable cameras

[155] Brief summary of the devices
proposed by Seteve Mann.

GoPro Hero release

I x I x I
I x I x I
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I
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I x I
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1997 1998 1999 2000 2001 2002 2003 2004 2005 2006 2007 2008 2009 2010 2011 2012 2013 2014
[218] Media Lab (MIT) illustrates
the potential of FPV playing
“Patrol”(a real space-time game)

[138] Shows the strong
relationship between gaze and FPV.

Google releases the Glass Project
to a limited number of people

Figure 1.3: Some of the more important works and commercial announcements in FPV.
In the remainder of this chapter, we summarize existent methods in FPV, according
to a hierarchical structure we propose, highlighting the more relevant works and the
temporal evolution of the field. Section 1.1 introduces general characteristics of FPV
and the hierarchical structure, which is later used to summarize the current methods
according to their final objective, the subtasks performed and the features used. In
Section 1.2 we briefly present the publicly-available FPV datasets. Finally, section 1.3
discusses some future challenges and research opportunities in this field.

1.1. First Person Vision (FPV) video analysis
During the late 1990s and early 2000s, the advances in FPV analysis were mainly performed using highly elaborated devices, typically proprietarily developed by different
research groups. The list of devices proposed is wide, where each device was usually
presented in conjunction with their potential applications and a large array of sensors
which only envy from modern devices in their design, size and commercial capabilities. The column “Hardware” in Table 1.2 summarizes these devices. The remaining
columns of this table are explained in Section 1.1.1. Nowadays, current devices could be
considered as the embodiment of the futuristic perspective of the already mentioned
pioneering studies. Table 1.1 shows the currently available commercial projects and
their embedded sensors. Such devices are grouped in three categories:
• Smart-glasses: Smart-glasses have multiple sensors, processing capabilities
and a head-up display, making them ideal to develop real time methods and to
improve the interaction between the user and its device. Besides, smart-glasses

THE EVOLUTION OF FIRST-PERSON-VISION METHODS
are nowadays seen as the starting point of an augmented reality system. However,
they cannot be considered a mature product until major challenges, such as
battery life, price and target market, are solved. The future of these devices is
promising, but it is still not clear if they will be adopted by the users on a daily
basis like smartphones, or whether they will become specialized task-oriented
devices like industrial glasses, smart-helmets, sport devices, etc.
• Action cameras: commonly used by sportsmen and lifeloggers. However, the
research community has been using them as a tool to develop methods and
algorithms while anticipating the commercial availability of the smart-glasses
during the coming years. Action cameras are becoming cheaper, and are starting
to exhibit (albeit still somewhat limited) processing capabilities.
• Eye trackers: have been successfully applied to analyze consumer behaviors in
commercial environments. Prototypes are available mainly for research purposes,
where multiple applications have been proposed in conjunction with FPV. Despite
the potential of these devices, their popularity is highly affected by the price
of their components and the obtrusiveness of the eye tracker sensors, which is
commonly carried out using an eye pointing camera.
FPV video analysis gives some methodological and practical advantages, but also inherently brings a set of challenges that need to be addressed [117]. On one hand, FPV
solves some problems of the classical video analysis and offers extra information:
• Videos of the main part of the scene: Wearable devices allow the user to (even
unknowingly) record the most relevant parts of the scene for the analysis, thus
reducing the necessity for complex controlled multi-camera systems [81].
• Variability of the datasets: Due to the increasing commercial interest of the technology companies, a large number of FPV videos is expected in the future, making
it possible for the researchers to obtain large datasets that differ among themselves
significantly, as discussed in Section 1.2.
• Illumination and scene configuration: Changes in the illumination and global scene
characteristics could be used as an important feature to detect the scene in which
the user is involved, e.g. detecting changes in the place where the activity is
taking place, as in [149].
• Internal state inference: According to [244], eye and head movements are directly
influenced by the person’s emotional state. As already done with smartphones
[37], this fact can be exploited to infer the user’s emotional state, and provide
services accordingly.
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Table 1.1: Commercial approaches to wearable devices with FPV video recording
capabilities
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Other projects such as Orcam, Nissan, Telepathy, Olympus MEG4.0, Oculon and Atheer have been officially announced by their producers but no technical specifications have been already presented.
According to unofficial online sources, other companies like Apple, Samsung, Sony, Oakley could be
working on their own versions of similar devices, however no information has been officially announced up to date. Microsoft recently announced the Hololens but not technical specifications have
been officially presented.
This data is created on January 2015.
In [117] one multi-sensor device is presented for research purposes.

• Object positions: Because users tend to see the objects while interacting with them,
it is possible to take advantage of the prior knowledge of the hands’ and objects’
positions, e.g. active objects tend to be closer to the center, whereas hands tend
to appear in the bottom left and bottom right part of the frames [197,28].
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On the other hand, FPV itself also presents multiple challenges, which particularly
affect the choice of the features to be extracted by low level processing modules (feature
selection is discussed in details in Section 1.1.3):
• Non static cameras: One of the main characteristics of FPV videos is that cameras
are always in movement. This fact makes it difficult to differentiate between the
background and the foreground [246]. Camera calibration is not possible and
often scale, rotation and/or translation-invariant features are required in higher
level modules.
• Illumination conditions: The locations of the videos are highly variable and uncontrollable (e.g. visiting a touristic place during a sunny day, driving a car at
night, brewing coffee in the kitchen). This makes it necessary to deploy robust
methods for dealing with the variability in illumination. Here shape descriptors
may be preferred to color-based features [28].
• Real time requirements: One of the motivations for FPV video analysis is its
potential of being used for real time activities. This implies the need for the real
time processing capabilities [170].
• Video processing: Due to the embedded processing capabilities (for smart-glasses),
it is important to define efficient computational strategies to optimize battery
life, processing power and communication limits among the processing units.
At this point, cloud computing could be seen as the most promising candidate
tool to turn the FPV video analysis into an applicable framework for daily use.
However, a real time cloud processing strategy requires further development in
video compressing methods and communication protocols between the device
and the cloud processing units.
The rest of this chapter summarizes FPV video analysis methods according to a hierarchical structure, as shown in Figure 1.4, starting from the raw video sequence (bottom)
to the desired objectives (top). Section 1.1.1 summarizes the existent approaches according to 6 general objectives (Level 1). Section 1.1.2 divides these objectives in 15
weakly dependent subtasks (Level 2). Section briefly introduces the most commonly
used image features, presenting their advantages and disadvantages, and relating them
with objectives. Finally, Section 1.1.4 summarizes the quantitative and computational
tools used to process data, moving from one level to the other. In our literature review, we found that existing methods are commonly presented as combinations of the
aforementioned levels. However, no standard structure is presented, making it difficult
for other researchers to replicate existing methods or improve the state of the art. We
propose this hierarchical structure as an attempt to cope with this issue.
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Level 1. Objectives
1. Object Recognition and Tracking, 2.
Activity Recognition, 3. User-Machine
Interaction, 4. Video Sumarization and
Retrieval, 5. Environment Mapping, 6.
Interaction Detection

Level 2 - Subtasks
1. Background Substraction, 2. Object
Identiﬁcation, 3. Hand Detection, 4. People
Detection, 5. Object Tracking, 6. Gesture
Classiﬁcation, 7. Activity Identiﬁcation,
8. Activity as Sequence Analysis, 9. User
Posture Detection, 10. Global Scene
Identiﬁcation, 11. 2D-3D Scene Mapping,
12. User Personal Interests, 13. Head
Movement,
14. Gaze Estimation,
15. Feedback Location

Methods and Algorithms
Pyramid search
Classiﬁers
Clustering
Regression
Temporal alignament
Tracking
Feature Encoding
SLAM
Graphic Probabilistic Models
Optimization
Common Sense

Level 3 - Features

1 Feature Point Descriptor, 2. Texture, 3.
Image Motion, 4. Saliency, 5. Image
Segmentation,
6.
Global
Scene
Descriptors, 7. Contours 8. Colors, 9.
Shape, 10. Orientantion

Figure 1.4: Hierarchical structure to explain the state of the art in FPV video analysis.
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1.1.1. Objectives
Table 1.2 summarizes a total of 117 articles. The articles are divided in six objectives
according to the main goal addressed in each of them. The left side of the table contains
the six objectives described in this section, and on the right side, extra groups related to
hardware, software, related surveys and conceptual articles, are given. The category
named ”Particular Subtasks“ is used for articles focused on one of the subtasks presented
in Section 1.1.2. The last column shows the positive trend in the number of articles per
year, and is plotted in Figure 1.1.
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[185]
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[243,41]
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Conceptual Academic Articles
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Table 1.2: Summary of the articles reviewed in FPV video analysis according to the main objective
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Note from the table that the most commonly explored objective is Object Recognition
and Tracking. We identify it as the base of more advanced objectives such as Activity
Recognition, Video Summarization and Retrieval and Environment Mapping. Another
often studied objective is User-Machine Interaction because of its potential in Augmented
Reality. Finally, a recent research line denoted as Interaction Detection allows the devices
to infer situations in which the user is involved. Along with this section, we present some
details of how existent methods have addressed each of these 6 objectives. One important
aspect is that some methods use multiple sensors within a data-fusion framework.
For each objective, several examples of data-fusion and multi-sensor approaches are
mentioned.

Object recognition and tracking
Object recognition and tracking is the most explored objective in FPV, and its results are
commonly used as a starting point for more advanced tasks, such as activity recognition.
Figure 1.5 summarizes some of the most important papers that focused on this objective.
In addition to the general opportunities and challenges of the FPV perspective, this
objective introduces important aspects to be considered: i) Because of the uncontrolled
characteristics of the videos, the number of objects, as well as their type, scale and
point of view, are unknown [197,191]. ii) Active objects, as well as user’s hands, are
frequently occluded. iii) Because of the mobile nature of the wearable cameras, it is
not easy to create background-foreground models. iv) The camera location makes it
possible to build a priori information about the objects’ position [197,28].
[114] developes a pixel by pixel
classifier to locate human skin in
videos.

[163] proposes the first dataset for
object recognition in FPV.

[84] uses Multiple Instance
Learning to reduce the labeling
requirements in object recognition.
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[79] presents the “Augmented
Memory”, following the ideas
presented in [67], as a killer
application in the field of FPV

[197] proposes a challenging
dataset of 42 daily use objects
recorded at different scales and
perspectives.

[142] train a pool of models to deal
with changes in illumination.

Figure 1.5: Some of the more important works in object recognition and tracking.
Hands are among the most common objects in the user’s field of view, and a proper
detection, localization, and tracking could be a main input for other objectives. The
authors in [28] highlight the difference between hand-detection and hand-segmentation,
particularly in the framework of wearable devices where the number of deployed
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computational resources, directly influences the battery life of the devices. In general,
due to the hardware availability and price, hand-detection and tracking is usually carried
out using RGB videos. However, [200,201] uses a chest-mounted RGB-D camera to
improve the hand-detection and tracking performance in realistic scenarios. According
to [163], hand detection could be divided into model-driven and data-driven methods.
Model-driven methods search for the best matching configuration of a computational
hand model (2D or 3D) to recreate the image that is being shown in the video [207,208,
195,221,200,201]. These methods are able to infer detailed information of the hands, such
as the posture, but in exchange large computational resources and highly controlled
environments are required.
Data-driven methods use image features to detect and segment users’ hands. The most
commonly used features for this purpose are the color histograms looking to exploit the
particular chromaticism of human skin, especially in suitable color spaces like HSV and
YCbCr [170,209,142,143]. Color-based methods can be considered as the evolution of the
pixel-by-pixel skin classifiers proposed in [114], in which color histograms are used to
decide whether a pixel represents human skin. Despite their advantages, the color-based
methods are far from being an optimal solution. Two of their more important restrictions
are: i) The computational cost, because in each frame they have to solve the O (n2 )
problem implied by the pixel-by-pixel classification. ii) Their results highly influenced
by significant changes in illumination, for example indoor and outdoor videos[28]. To
reduce the computational cost, some authors suggest the use of superpixels [209,170,143],
however, an exhaustive comparison of the computational times of both approaches
is still pending, and computationally efficient superpixel methods applied to video
(especially FPV video) are still at an early stage [169]. Regarding the noisy results, the
authors in [142,209] train a pool of models and automatically select the most appropriate
depending on the current environmental conditions.
In addition to hands, there is an uncountable number of objects that could appear in front
of the user, whose proper identification could lead to development of some of the most
promising applications of FPV. An example is “The Virtual Augmented Memory(VAM)”
proposed by [79], where the device is able to identify objects, and to subsequently relate
them to previous information, experiences or common knowledge available online. An
interesting extension of the VAM is presented in [35], where the user is spatially located
using his video, and is shown relevant information about the place or a particular event.
In the same line of research, recent approaches have been trying to fuse information
from multiple wearable cameras to recognize when the users are being recorded by a
third person without permission. This is accomplished in [192,105] using the motion
of the wearable camera as the identity signature, which is subsequently matched in
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the third person videos without disclosing private information such as the face or the
identity of the user.
The augmented memory is not the only application of object recognition. The authors
in [191] develop an activity recognition method which is based only a list of the used
objects in the recorded video . Despite the importance of these applications, the problem
of recognition is far from being solved due to the large amount of objects to be identified
as well as the multiple positions and scales from which they could be observed. It is here
that machine learning starts playing a key role in the field, offering tools to reduce the
required knowledge about the objects [84] or exploiting web services (such as Amazon
Turk) and automatic mining for training purposes [213,246,26,240].
Once the objects are detected, it is possible to track their movements. In the case of the
hands, some authors use the coordinates of center as the reference point [170], while
others go a step further and use dynamic models [132,131]. Dynamic models are widely
studied and are successfully used to track hands, external objects [65,49,65,50,176], or
faces of other people [42].

Activity recognition
An intuitive step in the hierarchy of objectives is Activity Recognition, aimed at identifying what the user is doing in a particular video sequence. Figure 1.6 presents some of
the most relevant papers on this topic. A common approach in activity recognition is
to consider an activity as a sequence of events that can be modeled as Markov Chains
or as Dynamic Bayesian Networks (DBNs) [218,206,55,38,222]. Despite the promising
results of this approach, the main challenge to be solved is the scalability to multiple
user and multiple strategies to solve a similar task.
[218] uses markov models to
detect the user action in the game
“patrol”.

[103] presents the “SenseCam” a
multi-sensor device subsequently
used for activity recognition.

[222] models activities as
sequences of events using only
FPV videos
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[247] shows the advantages of
eye-trackers for activity
recognition.

[191] summarizes the importance
of object detection in activity
recognition, dealing with different
perspectives and scales.

Figure 1.6: Some of the more important works in activity recognition.
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Recently, two major methodological approaches for activity recognition are becoming
popular: object based and motion based recognition. Object based methods aim to infer
the activity using the objects appearing in video sequence [222,80,191], assuming of
course that the activities can be described by the required group of objects( e.g. prepare
a cup of coffee requires coffee, water and a spoon). This approach opens the door to
highly scalable strategies based on web mining to know the objects usually required
for different activities. However, after all, this approach depends on a proper Object
Recognition step and on its own challenges (Section 1.1.1). Following an alternative path,
during the last 3 years, some authors have been using the fact that different kind of
activities create different body motions and as consequence different motion patterns
in the video, for example: walking, running, jumping, skiing, reading, watching movies,
among others [124,181,193]. The discriminative power of motion features for this kind
of activities and the robustness to deal with the illumination and color skin changes are
remarkable.
Activity recognition is one of the fields that has drawn most benefits from the use of
multiple sensors. This strategy started growing in popularity with the seminal work
of Clarkson et al. [55,56] where basic activities are identified using FPV video jointly
with audio signals. An intuitive realization of the multi-sensor strategy allows to
reduce the dependency between Activity Recognition and Object Recognition, by using
Radio-Frequency Identification (RFID) tags in the objects [240,135,186,190]. However,
the use of RFIDs reduces the applicability to environments previously tagged. The
list of multiple sensors does not end with audio and RFIDs, it also contains Inertial
Measurement Units [215], multiple sensors of the “SenseCam1 ” [71,45], GPS [246], and
eye-trackers [245,82,243,242,144].

User-machine interaction
As already mentioned, smart-glasses open the door to new ways for interaction between
the user and his device. The device, being able to give feedback to the user, allows to close
the interaction loop originated by the visual information captured and interpreted by the
camera. Due to the scope of this chapter, only approaches related to FPV video analysis
are presented (we omit other sensors, such as audio and touch panels), categorizing
them based on two approaches: i) the user sends information to the device, and ii) the
device uses the information of the video to show the feedback to the user. Figure 1.7
shows some of the most important works concerning User-machine interaction.
1 Wearable

device developed by Microsoft Research in Cambridge with accelerometers, thermometer,
infrared and light sensor

THE EVOLUTION OF FIRST-PERSON-VISION METHODS

[1994] [195] proposes a model
based approach to use the hands
as a virtual mouse

[134] Uses a static and a
head-mounted camera to create a
virtual environment in the head-up
display.

[209] Gesture recognition using
FPV videos.
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[219] recognize American signal
language using head-mounted
cameras

[68] shows the importance of a
well designed feedback system in
order to improve the performance
of the user.

[228] Analyzes how to locate
virtual labels in top of real objects
using the head-up display.

Figure 1.7: Some of the more important works in User Machine Interaction.
In general, the interaction between the user and his device starts with intentional or
unintentional command. An intentional command is a signal sent by the user using
his hands through his camera. This kind of interaction is not a recent idea and several
approaches have been proposed, particularly using static cameras [199,93], which, as
mentioned in Section 1.1.1, can not be straightforwardly applied to FPV due to the
mobile nature of wearable cameras. A traditional approach is to emulate the mouse of
computers with the hands [195,136,137], allowing the user to point and click at virtual
objects created in the head-up display. Other approaches look for more intuitive and
technology focused ways of interaction. For example, the authors in [209] develop a
gesture recognition algorithm to be used in an interactive museum using 5 different
gestures: “point out”, “like”, “dislike”, “OK” and “victory”. In [250], the head movements
of the user are used to assist a robot in the task of finding a hidden object in a controlled environment. Under this perspective some authors combine static and wearable
cameras[134,219]. Quite remarkable are the results of Starner in 1998, being able to
recognize American sign language with an efficiency of 98% with a static camera and
head mounted camera. As is evident, hand-tracking methods can give important cues
in this objective [172,216,210,132], and make it possible to use features such as position,
speed or acceleration of the users’ hands.
Unintentional commands are triggers activated by the device using information about
the user without his conscious intervention, for example: i) the user is cooking by
following a particular recipe (Activity Recognition), and the device could monitor the
time of different steps without the user previously asking for it. ii) The user is looking
at a particular item [Object Recognition] in a store [GPS or Scene Recognition] then the
device could show price comparisons and reviews. Unintentional commands could be
detected using the results of other FPV objectives, the measurements of its sensors, or
behavioural routines learned from the user while previously using his device, among
others. From our point of view, these kinds of commands could be the next step of
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user-machine interaction for smart-glasses, and a main enabler to reduce the required
time to interact with the device [231].
Regarding the second part of the interaction loop, it is important to properly design the
feedback system to know when, where, how, and which information should be shown
to the user. In order to accomplish this, several issues must be considered in order
to avoid misbehaviour of the system that could work against the user’s performance
in addressing relevant tasks [68]. In this line, multiple studies develop methods to
optimally locate virtual labels in the user’s visual field, without occluding the important
parts of the scene [150,228,98].

Video summarization and retrieval
The main task of Video summarization and retrieval is to create tools to explore and
visualize the most important parts of large FPV video sequences [149]. The objective
and main issue is perfectly summarized in [5] with the following sentence: “We want to
record our entire life by video. However, the problem is how to handle such a huge data”.
In general, existing methods define importance functions to select the more relevant
subsequences or frames of the video, and later cut or accelerate the less important ones
[182]. Recent studies define the importance function using the objects appearing in
the video [246], their temporal relationships and causalities [149], or as a similarity
function, in terms of its composition, between them and intentional pictures taken with
a traditional cameras [241]. A remarkable result is achieved in [124,193] using motion
features to segment videos according to the activity performed by the user. This work
is a good example of how to take advantage of the camera movements in FPV, usually
considered as a challenge, to achieve good classification rates.
The use of multiple sensors is common within this objective, and remarkable fusions
have been made using brain measurements in [5,178], gyroscopes, accelerometers, GPS,
weather information and skin temperature in [203,104,225], and online available pictures
in [241]. An alternative approach to video summarization is presented in [185] and [11],
where multiple FPV videos of the same scene are unified using the collective attention
of the wearable cameras as an importance function. In order to define whether the two
videos recorded from different cameras are pointing at the same scene, the authors in
[24] use superpixels and motion features to propose a similarity measurement. Finally, it
is significant to mention that “Video summarization and retrieval” has led to important
improvements in the design of the databases and visualization methods to store and
explore the recorded videos [94,95]. In particular, this kind of developments can be
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considered an important tool for reducing computational requirements in the devices,
as well as alleviate privacy issues related with the place where videos are stored.

Environment Mapping

Environment Mapping aims at the construction of a 2D or 3D virtual representation of
the environment surrounding the user. In general, the of variables to be mapped can be
divided in two categories: physical variables, such as walls and object locations, and
intangible variables, such as attention points. Physical mapping is the more explored of
the two groups. It started to grow in popularity with [65], which showed how, by using
multiple sensors, Kalman Filters and monoSLAM, it is possible to elaborate a virtual
map of the environment. Subsequently, this method was improved by adding object
identification and location as a preliminary stage [49,176]. Physical mapping is one
of the more complex tasks in FPV, particularly when 3D maps are required due to the
calibration restrictions. This problem can be partially alleviated by using a multi-camera
approach to infer the depth [50,117]. Research on intangible variables, can be considered
an emerging field in FPV. Existent approaches define attention points and attraction
fields, mapping them in rooms with multiple people interacting [11].

Interaction detection

The objectives described above are mainly focused on the user of the device as the
only person that matters in the scene. However, they hardly take into account the
general situation in which the user is involved. We label the group of methods aiming to
recognize the types of interaction that the user is having with other people as Interaction
Detection. One of the main purposes in this objective is social interaction detection, as
proposed by [81]. In their paper, the authors inferred the gaze of the other people
and used it to recognize human interactions as monologues, discussions or dialogues.
Another approach in this field was proposed by [202], which detected different behaviors
of the people surrounding the user (e.g. hugging, punching, throwing objects, among
others). Despite not being widely explored yet, this objective can be considered one of
the most promising and innovative ones a in FPV due to the mobility and personalization
capabilities of the coming devices.
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1.1.2. Subtasks

As explained before, the proposed structure is based on objectives which are highly
co-dependent. Moreover, it is common to find that the output of one objective is
subsequently used as the input for the other (e.g. activity recognition usually depends
on object recognition). For this reason, a common practice is to first address small
subtasks, and later merge them to accomplish main objectives. Based on the literature
review, we propose a total of 15 subtasks. Table 1.3 shows the number of articles
analyzed in this survey that use a subtask (columns) in order to address a particular
objective (rows). It is important to highlight the many-to-many relationship among
objectives and subtasks, which means that a subtask could be used to address different
objectives, and one objective could require multiple subtasks. To mention some: i) hand
detection, as a subtask, could be the objective itself in object recognition, [170], but
could also give important cues in activity recognition [82]; moreover, it could be the
main input in the user-machine interaction [209]. ii) The authors in [191] performed
object recognition to subsequently infer the performed activity. As we reckon that
their names are self-explanatory, we omit separate explanation of each of the subtasks,
with the possible exceptions of the following: i) Activity as a Sequence analyzes an
activity as a set of ordered steps; ii) 2D-3D Scene Mapping builds a 2D or 3D virtual
representation of the scene recorded; iii) User Personal Interests identifies the parts in
the video sequence potentially interesting for the user using physiological signals such
as brainwaves[178]; iv) Feedback location identifies the optimal place in the head-up
display to locate the virtual feedback without interfering with the user’s visual field.

As can be deduced from Table 1.3, Hand detection plays an important role as the base
for advanced objectives such as Object Recognition and User-Machine interaction. Global
scene identification, as well as Object Identification, stand out as two important subtasks
for activity recognition. More in detail, the tight bound between the Activity Recognition
and the Object Recognition supports the idea of [191], which states that Activity Recognition is “all about objects”. Moreover, the use of gaze estimation in multiple objectives
confirms the advantages of the recent trend of using eye-trackers in conjunction with
FPV videos. Finally, it can be noted that Background Subtraction has lost some of its
reputation if compared with fixed camera scenarios, due to the highly unstable nature
of the backgrounds when observed from the First-person perspective.
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3

1

Video Summarization
Environment Mapping

6
1

4

1

4

3

Interaction Detection

13
3

5
1

1

8

1

1

6

6

1

4
2

2

2

1

1

4

1

2

5
2

1

Feedback Location

8

Gaze Estimation

3

2

Head Movement

Activity Recognition
User-Machine Interaction

User Personal Interests

10

2D-3D Scene Mapping

3

Global Scene Identification

Object Tracking

13

User Posture Detection

People Detection

15

Activity as Sequence Analysis

Hand Detection and Segmentation

4

Activity Identification

Object Identification

Object Recognition and Tracking

Gesture Identification

Objective

Background Subtraction

Table 1.3: Number of times that a subtask is performed to accomplish a specific objective

3
1
1

2

2

1.1.3. Video and image features
As mentioned before, FPV implies highly dynamic changes in the attributes and characteristics of the scene. Due to these changes, an appropriate selection of the features
becomes critical in order to alleviate the challenges and exploit the advantages presented in Section 1.1. As is well known, feature selection is not a trivial task, and usually
implies an exhaustive search in the literature and extensive testing to identify which
method leads to optimal results.
The process of feature extraction is carried out at different levels, starting from the pixel
level, with color channels of the image, and subsequently extracting more elaborated
indicators at the frame level, such as saliency, texture, superpixels, gradients, etc. As
expected, these features can be used to address some of the subtasks, such as object
recognition or scene identification. However, they do not include any kind of dynamic
information. To add dynamic information in the analysis, different approaches can be
followed, for example analyzing the geometrical transformation between two frames to
obtain image Motion features such as optical flow, or aggregating frame level features in
temporal windows. Usually, dynamic features tend to be computationally expensive,
and are therefore usually applied to objectives in which the video is processed once
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the activities have finished. Particularly interesting is the method presented in [169],
which uses the information of the superpixels of the previous frame to initialize and
compute the current frame superpixels, thus reducing the computational complexity of
the algorithm by 60%.
Table 1.4 shows the most commonly used features in FPV to address a particular subtask.
The features are listed in the rows and the subtasks in the columns. Note that color
histograms are by far the most commonly used feature for almost all the subtasks, despite
being highly criticized due to their dependence on illumination changes. Another group
of features frequently used for several subtasks is Image Motion. Some of its most
remarkable results are for Activity Recognition in [124,193], for Video Summarization in
[182], and recently as the input of a Convolutional Neural Network (CNN) to create a
biometric sensor that is able to identify the user recording the video in [105]. The use of
Feature Point Descriptors (FPD) is also worth noting. As expected, they are popular for
object identification, but it is also remarkable their application to identify relevant places
such as touristic hotspots [3,120,75]. Note from the table that the “dynamic objectives”
like Activity Recognition and Video Summarization are the ones which take the most
advantage of the Motion features, while Object Recognition is mainly based on frame
features such as FPD and Color histograms.
From our previous studies in Hand-detection and Hand-segmentation using multiple
features and superpixels, we want to point out that Color features are a good approach,
particularly if a suitable color space is exploited [170]. We found that low level features such as Color Histograms could help to reduce the computational complexity of
the methods and get close to real time applications. On the other side, under large
illumination changes, in [28] we highlight how Color-based hand-segmentators could
introduce and disseminate in the system noise created by hands missdetections. To
alleviate this problem, we used shape features, such as HOG, in order to pre-filter wrong
measurements and improve the classification rate of the overall system.
The two empty columns in Table 1.4 can be explained as follows: Activity as a sequence
is usually chained with the output of a short activity identification [10,245,3], whereas
identification of the User Posture is accomplished in [38] without employing visual
features, but using GPS and accelerometers.

1.1.4. Methods and algorithms
Once that features are selected and estimated, the next step is to use them as inputs
to reach the objective (outputs). At this point, quantitative methods start playing the
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Table 1.4: Number of times that each feature is used in to solve an objective or subtask

1
6

Texture

Saliency

Glob. Scene

Img. Segment.

1

1

1

1
1

1

1

1

1

1

1

4

1

1

1

1
5

1

2

5

Motion Vectors

1

1

3

Temporal Templates

1

CRFH

Feedback Location

Gaze estimation

Head Movement

User Personal Interests

1
1

1

14

1

5

1

2

2

6

1

1

2

Superpixels

2

2

Blobs

2

1

1

3

Histograms

21

20

HOG

6

4

1

4

5

3

1

1
1
1

2

11

10
3
1

1

2

1

3
1

OWT-UCM

1

1

1

GIST

Gabor

2

1

Color

Orientation

2

1

Contour

Shapes

1

1

MSSS

Motion

1

1

Other

Optical Flow

1

1

Other
GBVS

2

1

Edge Histogram
Wavlets

1
1

2

Wiccest
Laplacian Transform

1
1

1

STIP

2

1

Diff. of Gaussians
ORB

2D-3D mapping

2

Global Scene Identification

SURF

1

User Posture Detection

1

1

Activity as Sequence Analysis

2

FAST

14

Gesture Clasification

BRIEF

2

Activity Identification

3

People detection

4

Object Tracking

1

1

Hand Detection and segementation

Environment Mapping

5

1

Object Identification

Video Summarization and Retrieval

9

GFTT

Background Substraction

User Machine interaction

SIFT

Interaction Detection

Activity Recognition

FPD

Subtasks

Object Recognition and Tracking

Objectives

1

2

2

3

8

20

4

4

2

5

1

1

1

5

7

3

1

1

2
1

1

main role, and as expected, an appropriate selection directly influences the quality of
the results, ultimately showing whether the advantages of the FPV perspective are
being exploited, or whether the FPV-related challenges are impacting the objectives
negatively. Table 1.5 shows the number of occurrences of each method (rows) being
used to accomplish a particular objective or a subtask (columns).
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Table 1.5: Mathematical and computational methods used in objective or each subtask

Feature Encoding

8
1

4

Optimization
PGM

6

17

Pyramid Search

4

4

Regresions

1

1

3

2

6

1
1

1

3

1

3

3

1

3

3
1
1

3

2

3

2

1
3

1
2

2

11

1
1

6

1

7

1

1

1

1

2

2

1

1

1
4

1

Feedback Location

8

Gaze estimation

3

Head Movement

6

5

3
1

Temporal Alignament
Tracking

3

4

2

6
1

1

15

User Personal Interests

3

3

2

4

2D-3D Secene Mapping

Comon sense

2

Global Scene Identification

5

2

User Posture Detection

3

15

Activity as Sequence Analysis

8

17

Activity Identification

4

3

Gesture Clasification

Clustering

2

Object Tracking

1

Hand Detection and segementation

9

People detection

3

Object Identification

29

Interaction Detection

Environment Mapping

1

21

Background Substraction

Video Summarization and Retrieval

3

Classifiers

Activity Recognition

3D Mapping

DPMM

PGM

Subtasks

User Machine interaction

Objective
Object Recognition and Tracking

24

1
5

7

Probabilistic Graphical Models.
Dirichlet Process Mixture Models.

DPMM

The table highlights classifiers as the most popular tool in FPV, which is commonly used
to assign a category to an array of characteristics (see [148] for a more detailed survey
on classifiers). The use of classifiers is wide and varies from general applications, such
as scene recognition [84], to more specific, such as activity recognition given a set of
objects [82]. Particularly, we found that the most used are the Support Vector Machines
(SVM) due to their capability to deal with non-separable non-linear multi-label problems
using low computational resources. On the other hand, SVMs require large labeled
training sets which restricts the range of potential applications.
In our previous works we performed a comparison of the performance of multiple
features (HOG, GIST, Color) and classifiers (SVM, Random Forest, Random Threes)
to solve the hand-detection problem [28]. Our conclusion was that HOG-SVM was
the best performing combination, achieving a classification rate of 90% and 93% of
true positives and true negatives respectively. Another group of methods commonly
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used are clustering algorithms due to its simplicity, computational cost, and small
requirements in the training datasets. Despite their advantages, clustering algorithms
could require post-processing analysis of the results in order to endow them with human
interpretation.
Another promising group of tools are the Probabilistic Graphical Models (PGMs), which
can be interpreted as a framework to combine multiple sensors and chain results from
different methods in a unique probabilistic hierarchical structure (e.g. to recognize the
object and subsequently use it to infer the activity). Dynamic Bayesian Networks (DBNs)
are a particular type of PGMs which include time in their structure, in turn making
them suitable for application in video analysis [52]. As an example, DBNs are frequently
used to represent activities as sequences of events [218,206,55,38,222]. It is common to
find that particular methods, such as Dirichlet Process Mixture Models (DPMM), are
presented in their PGM notation, however given the promising recent results achieved
in Activity Recognition and Video Segmentation, we decided to group them separately.
As stated in Section 1.1.3, there is a large number of features that can be extracted for FPV
applications. A common practice is to mix or chain multiple features before using them
as input of a particular algorithm (Table 1.5). This practice usually results in extremely
large vectors of features that can lead to computationally expensive algorithms. In
this context, the role of Feature Encoding methods, such as Bag-of-Words, is crucial to
control the size of the inputs. We highlight the importance that some authors are giving
to this tool, which, despite not being an automatic strategy like Linear Discriminant
Analysis (LDA) and Principal Components Analysis (PCA), can nevertheless help to
include human intuition in the analysis. As an example, the authors in [161] use BoW
in Activity Recognition taking into account the presence, level of attention, and the role
of the objects in the video.
The use of machine learning methods (e.g. classifiers, clustering, regressors) introduces
an important question to the analysis: how to train the algorithms on realistic data
without restricting their applicability? This question is widely studied in the field of
Artificial Intelligence, and two different approaches are commonly followed, namely
unsupervised and supervised learning [48]. Unsupervised learning requires less human
interaction in training steps, but requires human interpretation of the results. Additionally, unsupervised methods have the advantage of being easily adaptable to changes
in the video (e.g. new objects in the scene or uncontrolled environments [215]). The
most commonly used unsupervised method in FPV are the clustering algorithms, such
as k-means. In fact, the best performing superpixels are the result of an unsupervised
clustering procedure applied over a raw image[2]. In [169] we proposed an optimization
of the SLIC superpixels, and latter in [171] we introduced a new superpixel method
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based on Neural Networks. The proposed algorithm is a self-growing map that adapts its
topology to the frame structure taking advantage of the dynamic information available
in the previous frames.
Regarding the supervised methods, their results are easily interpretable but commonly
imply higher requirements in the training stage. As an example, at the beginning of
this section we highlighted some of the applications of SVMs. Supervised methods
use a set of inputs, previously labeled, to parametrize the models. Once the method is
trained, it can be used on new instances without any additional human supervision.
In general, supervised methods are more dependent on the training data, fact which
could work against their performance when used on newly-introduced cases [191,149,
215,81,240,246,141]. In order to reduce the training requirements, and take advantage
of the useful information available on Internet, some authors create their datasets using
services like Amazon Mechanical Turk [213,246], automatic web mining [26,240], or
image repositories [241]. We named this practice in table 1.5 as Common Sense.
Weakly supervised learning is another commonly used strategy, considered as a middle
point between supervised and unsupervised learning. This strategy is used to improve
the supervised methods in two aspects: i) extending the capability of the method to
deal with unexpected data; and ii) reducing the necessity for large training datasets.
Following this trend, the authors of [75,120] used Bag of Features (BoF) to monitor the
activity of people with dementia. Later, [84,80] used Multiple Instance Learning (MIL)
to recognize objects using general categories. Afterwards, [3] used BoF and Vector
of Locally Aggregated Descriptors (VLAD) to temporally align a sequence of videos.
Eventually, let us mention Deep learning, a relatively recent approach which combines
supervised and unsupervised learning techniques in a unified framework, where low
level significant features are learned in an unsupervised fashion [126].

1.2. Public datasets
In order to support their results and create benchmarks in FPV video analysis, some
authors have provided their datasets for public use to the academic community. The
first publicly available FPV dataset is released by [163]. It consists of a video containing
600 frames recorded in a controlled office environment using a camera on the left
shoulder, while the user interacts with five different objects. Later, [197] proposed a
larger dataset with two people interacting with 42 object instances. The latter one is
commonly considered as the first challenging FPV dataset because it guaranteed the
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requirements identified by [67]: i) Scale and texture variations, ii) Frame resolution, iii)
Motion blur, and iv) Occlusion by hand.
Table 1.6: Current datasets and sensors data availability

3

O2

3

Going to the work

O2

3

2011

Park

O2

3

29

1

2012

Daily activities

O2

3

18

20

GTEA11

[80]

2011

Kitchen Recipes

VINST

[3]

2011

UEC Dataset

[124]

ADL

[191]

Year

Kitchen Recipes

3

3

3

3

18

7

4
1

Head

3

2009

Chest

Shoulder

O2

[215]

Objects

Num. of people

3

3

Kitchen.

Activities

3

2

Multiple locations

Eye Tracking

1

42

Desktop

2009

eWatch

5

3

2005

[197]

IMUs

3

O1

[163]

Intel

Body Media

O1

Mayol05

Depth-Sensor

3

Location

Video

Cam. Location

Objective

# Objects

Controlled Conditions

Sensors

3
3
3
3
3

UTE

[246]

2012

Daily activities

O4

3

4

3

Disney

[81]

2012

Thematic Park

O6

3

8

3

GTEA gaze

[82]

2012

Kitchen Recipes

O2

3

10

3

EDSH

[143]

2013

Multiple locations

O1

3

-

-

3

JPL

[202]

2013

Office Building

O6

3

7

1

3

EGO-HSGR

[209]

2013

Library Exhibition

O3

3

5

1

3

BEOID

[63]

2014

Multiple locations

O2

3

6

5

3

EGO-GROUP

[8]

2014

Multiple locations

O6

3

19

3

EGO-HPE

[7]

2014

Multiple locations

O1

3

4

3

EgoSeg

[193]

2014

Multiple locations

O2

3

Egocentric Intel/Creative

[200]

2014

Multiple locations

O1

3

3

3

3

7
-

7
3

3

2
2

3

*

Objectives: [O1] Object Recognition and Tracking. [O2] Activity Recognition. [O3] User-Machine Interaction. [O4] Video
Summarization. [O5] Phisical Scene Reconstruction. [O6] Interaction Detection.
** The table summarizes the characteristic described in the technical reports or the papers proposing the datasets.

Implicitly, previous sections explain some of the main characteristics of FPV videos.
In [224], these characteristics are compared for several FPV and Third Person Vision
(TPV) datasets and their classification capabilities are evaluated. The authors reach a
classification accuracy of 80.9% using blur, illumination changes, and optical flow as
input features. In their study they also found a considerable difference in the classification rate explained by the camera position. The authors concluded that the more
stable the camera, the less blur and motion and then the less discriminative power of
these features. We highlight this difference as an important finding because it opens
the door to an interesting discussion concerning which kind of videos, based on quantitative measurements, should be considered as FPV. Extra evidence about the role of the
non-wearable cameras, such as hand-held devices when they are used to record from a
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first person perspective, is still pending. Our intuition points that, despite having some
of the challenging characteristics of wearable cameras like mobile backgrounds and
unstable motion patterns, hand-held videos would drastically differ in terms of features
compared in [224].
Table 1.6 presents a list of the publicly-available datasets, along with their characteristics.
Of particular interest are the changes in the camera location, which have evolved from
shoulder-based to the head-based. These changes are clearly explained by the trend of
the smart-glasses and action cameras (see Table 1.1). Also noticeable are the changes
in the objectives of the datasets, moving from low level, such as object recognition, to
more complex objectives, such as social interaction and user-machine interaction. It
should also be noted that less controlled environments have recently been proposed
to improve the robustness of the methods in realistic situations. In order to highlight
the robustness of their methods, several authors evaluated them on Youtube sequences
recorded using goPro cameras [124].
Another aspect to highlight from the table is the availability of multiple sensors in some
of the datasets. For instance, the Kitchen dataset [215] includes four sensors, the GTEA
approach [82] includes eye tracking measurements, and the Egocentric Intel/Creative
[200] was recorded with a RGBD camera.

1.3. Conclusion and future research
Wearable devices such as smart-glasses will presumably constitute a significant share
of the technology market during the coming years, bringing new challenges and opportunities in video analysis. The interest in the academic world has been growing in
order to satisfy the methodological requirements of this emerging technology. This
survey provides a summary of the state of the art from the academic and commercial
point of view, and summarizes the hierarchical structure of the existent methods. This
chapter shows the large number of developments in the field during the last 20 years,
highlighting main achievements and some of the up-coming lines of study.
From the commercial and regulatory point of view, important issues must be faced
before the proper commercialization of this new technology can take place. Nowadays,
the privacy of the recorded people is one of the most discussed ones, as these kinds
of devices are commonly perceived as intruders [179]. Other important aspects are
the legal regulations depending on the country, and the intention of the user to avoid
recording private places or activities[226]. Another hot topic is the real applicability of
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smart-glasses as a massive consumer device or as a task-oriented tool to be worn only
in particular scenarios. In this field, the technological companies are designing their
strategies in order to reach out to specific markets. As an illustration, recent turn of
events has seen Google move out of the glass project (originally intended to end with a
massively commercialized product), in order to target the enterprise market. Microsoft,
on the other hand, recently announced its task-oriented holographic device “HoloLens”
embodied with a larger array of sensors.
From the academic point of view, the research opportunities in FPV are still wide. Under
the light of this bibliographic review and our personal experience, we identify 4 main
hot topics:
• Existing methods are proposed and executed in previously recorded videos. However, none of them seems to be able to work in a closed-loop fashion, by continuously learning from users’ experiences and adapt to the highly variable and
uncontrollable surrounding environment. From our previous studies [170], we
believe that a cognitive perspective could give important cues to this aspect and
could aid the development of the self-adaptive devices.
• The personalization capabilities of smart-glasses open the door to new learning
strategies. Incoming methods should be able to receive personalized training
from the owner of the device. We have found out, for instance, that this kind of
approach can help alleviate problems, such as changes in the color skin models
from different users [170] in a hand detection application. Indeed, color features,
as stressed in Table 1.4, have proven to be extremely suitable to be exploited in
this field.
• This survey focuses on methods for addressing tasks accomplished mainly by one
user coupled with a single wearable device. However, cooperative devices would
be useful to increase the number of applications in areas such as environment
mapping, military applications, cooperative games, sports, etc.
• Finally, regarding the real time requirements, important developments should be
made in order to optimally compute FPV methods without draining the battery.
This must be accomplished both from the hardware and the software side. On
the one hand, progress still needs to be made on the processing units of the
devices. On the other, lighter, faster and better optimized methods are yet to be
designed and tested. Our personal experience leads us to explore fast machine
learning methods [28] for hand detection, in the trend highlighted by Table 1.5,
and to discard standard features such as optic flow [170] because of computational
restrictions. Promising methods in standard computer vision research, such as
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superpixel methods, were built from scratch in [171] in order to make them
faster and better suited for video analysis [169]. Eventually, important cues to
the problem of computational power optimization may also be found in cloud
computing and high performance computing.
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2

Part
Mo�va�on

e hands are the most natural human interaction and communication (aer the voice) tool. Humans
learn to use the hands when they are babies randomly exploring their surroundings. Dynamic Systems
theory point to this process as reinforcement learning by exploration, and shows that despite having
diﬀerent personality two babies can learn similar motion patterns but personalised dynamic models for
each of their hands. Interestingly, the diﬀerences in the acquired models and motion patterns are
commonly related with brain laterality and cerebral disorders.
is part of the thesis introduces the role of hand-gestures on human communication and interaction,
and motivates the importance of a uniﬁed framework to understand hand movements systematically as
a transmitter-receiver system. e proposed approach is designed under a hierarchical structure and
developed from a Machine Learning and Artiﬁcial Intelligence perspective. e input of the system is a
video stream captured by wearable cameras. e proposed structure sequentially extracts hand-signals
by optimising computational resources, reusing the existing features, and more important by
understanding the hands as two dynamic entities centrally coordinated to achieve a particular goal.
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Motivation

2

Hand movements are one of the most natural human interaction tools. We learn
to use them during the first years of existence by a process of random exploration
and understanding, and a proper understanding of their usage could reveal important
aspects of our development process and brain functionality, particularly on people with
motion disorders. On the other side, there is a quickly growing trend to introduce
technology to our daily life, and a new family of devices known as wearable cameras
is becoming popular. One of the most attractive features of wearable cameras is their
capability to record the hand-motions from an advantageous perspective. However,
being an emergent technology current methods are restricted to specific objectives with
academic purposes such as hand-detection or hand-segmentation.
This chapter broadly introduces the use of wearable cameras to systematically understand the hands of the user in a hierarchical structure. The motivation is carried from
a global user-machine gesture recognition on which a human is producing conscious
and unconscious gestures that can be recorded and understood by an external device.
The use of wearable devices in particular wearable cameras is motivated from medical
This chapter is based on the published paper:
• Betancourt, A., Morerio, P., Marcenaro, L., Barakova, E., Rauterberg, M., & Regazzoni,
C. S. (2015). Towards a Unified Framework for Hand-based Methods in First Person Vision. In IEEE International Conference on Multimedia and Expo (Workshops). Turin: IEEE.
http://doi.org/10.1109/ICMEW.2015.7169784
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therapy example and the necessity of a systematic structure to extract hand signals is
introduced.
Gestures: On its broadest definition, a gesture is a physical movement with the intent
to convey information or interact with the environment [168]. The primary goal of
gesturing is to enhance the communication and interaction capabilities of the performer.
In this way, a gesture is determined by the capability of the observer/environment to
interpret the gesture and react accordingly. In the case of communication gestures, the
observer must be able to decode the gesture and understand the message. For interaction
gestures, the environment (physical or digital) must be able to modify its configuration
as the response to the gesture.
In general, a gesture is not restricted to a particular body part (e.g. hand, fingers, arms,
etc), but interestingly hand-gestures have captured the attention of researchers due the
role of the hands in non-verbal communication and their natural role as interaction
instrument [119]. Researchers point to hand-gestures as the most intuitive way to
interact or enhance the communication. According to Karam 2016, the 66% of the gesture
recognition literature for Human-Computer-Interaction is based on hand-gestures (e.g.
hands, fingers, arms).
Hand gestures can be categorised according to factors such as the type of gesture
(static/dynamic) and the intentionality of the gesture (conscious/unconscious). Figure
2.1 shows a general hand-gesture taxonomy as proposed in the bibliographic review
developed by Rautaray, 2012. In the proposed taxonomy a static gesture is a posture
performed by a person to convey a particular message, such as thumbs up, or take a
picture gesture[21]. A dynamic gesture is a particular combination of pose and motion
with informative value, for example waving one hand to say hello, or waving both
hands to ask for help. Additionally, hand-gestures intentionally performed are called
conscious while hand-gestures performed as an instinctive body movement are denoted
as unconscious. To illustrate our understanding of conscious and unconscious gestures
let’s imagine a person preparing a meal, the process of taking an ingredient from the
table is conscious and performed intentionally, while the quality of its motion patterns
(e.g. speed, hand usage, smoothness, coordination, etc.) are unconscious.
Transmiter-Receiver System: The taxonomy proposed in Figure 2.1 defines the
nature of the gesture from the transmitter point of view, but, what is the role of
the receiver/observer in the whole system? Figure 2.2 summarises the problem as
a Transmitter-Receiver System[211]. In general, the function of the receiver is twofold:
i) The observer must be able to decode the conscious/unconscious information contained
in the gesture. For this purpose, the observer, like the transmitter, must have the cultural
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Figure 2.1: Rautaray Gesture taxonomy [194].

or technical knowledge about the gestures (Gesture Vocabulary). The differences between the transmitter and receiver gesture vocabulary could lead to communication or
interaction problems, for example, thumbs up is a positive gesture in western countries
but a negative meaning for other cultures like Persian. Regarding interactive gestures,
a difference in the Gesture Vocabulary restricts the final applicability and usability of
the interface.
In this line of troughs, there are two scenarios to consider in the Transmitter-Receiver
system: i) if the receiver is a human the gesture vocabulary is the result of cultural
immersion and gesture replication. New vocabularies can be studied and modified
depending on the purpose. Human to human gestures are known as social gestures
and constitute an important research field in communication sciences. ii) if the receiver
is a machine then the vocabulary has to be defined via automatic training or interpretation rules. Non-human receivers are usually divided into contact based receivers
(e.g. kinematic sensors, gloves, etc.) and vision based systems (e.g. wearable cameras,
Kinect systems, etc.). Figure 2.3 summarizes the type of non-human receivers mentioned
before. Regarding the receiver-channel (dotted line) it is the mechanism used by the
receiver to provide feedback or send information to the transmitter. The optimal use of
the receiver channel could define the acceptance and the user experience of a system
[150,228,98]. Finally, robots constitute a particular case of non-human receivers and are
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Figure 2.2: Transmitter-Receiver systems for gesture recognition.

commonly treated as transmitter and receiver at the same time to enhance human-robot
or robot-robot communication.
In a broad way, non-human receivers can be divided as external [194], wearable [34]
or mixed [144], and the selected approach must be a consequence of the problem to
solve and the advantages of a particular sensor. For example, external devices capture
a wider perspective of the transmitter but restricts the applicability to a particular
room or place. Regarding wearable approaches they are closer to the user, capture
multiple environments, and for some applications are allowed to obtain an advantageous
perspective of the gestures. Wearable receivers must face critical challenges like a
dynamic reference system, a restricted field of view, changing light conditions, reduced
processing capabilities, among others. Wearable cameras can be further divided between
RGB cameras, RGB-D cameras, and low frequency (lifelogging) cameras.
Hand-Dominance and Human Development: As pointed before, the hands can be
understood as the most natural human interaction and communication (after the voice)
tool. The use of the hands starts from an early age when babies start to understand their
surroundings and interaction capabilities. In Dynamic Systems this learning process is
known as reinforcement learning by exploration and shows that despite the intrinsic
differences between two babies (active or passive) they end up learning similar motion
patterns but personalized dynamic models by random exploration of the environment
and the rewards [229].
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Figure 2.3: Examples of vision based, contact based and wearable devices.

Developmentalists have long been intrigued by the relation between brain laterality
and hand-dominance, which following the Dynamic System Theory can be explained
as the tendency of a baby to learn different models for each of the hands. In fact, during
the adult phase hand-dominance is more evident and the typical behaviour is to divide
the manual tasks by assigning the most active steps to the dominant hand [113]. The
studies of Mcmanus 2009 points that nine out of ten individuals, are right-handed and
as a consequence, their upper limb skills are asymmetric concerning speed, control, and
strength. Interestingly, these findings are similar across different geographic locations
and cultures [165].
Hand-dominance is not only a consequence of an early age decision, and several studies
have found strong relations between hand dominance and cerebral disorders [78]. A
detailed observation of the upper limb motion patterns is used to extract valuable
information about the dynamic differences between hands, the activity that a person
is performing, or even to track his progress after a being affected by an upper limb
motor disease. We hypothesise that by exploiting an optimal receiver, it is possible
systematically to understand the dynamic differences in the hand movements of a
transmitter. It is important to highlight that, those dynamic differences between the
left/right-hand models are stronger on people with their motor skills affected by central
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nervous system disorders. Two interesting examples can be found in Cerebral Palsy
and Upper Limb Stroke Patients. The former restricts the proper learning of the motion
models, while the latter suddenly affects the control mechanism of one the hands.
Applied Example of an First-Person Receiver: Recent works about Medical therapy for upper limb motor problems quickly confirms our idea of monitoring patients by
continuous observation and feedback[214]. In fact, a standard approach to help patients
affected by upper limb motor problems is to recover their skills gradually by practising
key gestures and functional strategies [74]. The main idea is to improve or partially
relearn the affected dynamic model by repeating difficult movements and by keeping
track of the patient progress by constant observation of a therapist.
In a recent work the Speth et.al proposes the Observational Skills Assessment Score
(OSAS) to evaluate unilateral cerebral palsy[214]. The idea behind the OSAS test is to
video record the patient while performing bimanual tasks and follow a human based
post-recording analysis of the amount and quality of the gestures performed by the
patients. Following our previously introduced concepts, the receiver in the OSAS test is
composed of two external static cameras (one on top and one in front), and the gesture
vocabulary is provided by the knowledge of the therapist. One of the main restrictions of
the proposed receiver is the recorded perspective of the hands (external), the restrictive
mobility of the system (static), and the time-consuming labelling required to complete
the assessment (non-automatic).
If analysed carefully this is a perfect scenario to use a wearable receiver to increase
the mobility of the system and obtain a more reliable information of the gestures
performed by the user. Additionally, it would be a considerable improvement to train a
machine learning system to extract and evaluate automatically the signals captured by
the receiver (The Gesture Vocabulary).
Hand-based methods in First-Person Video (State of the art): Hand-based methods are traditionally divided into two broad groups, namely model-based and data-based
methods [163]. The former aims to find the best configuration of a computational hand
model to match the image in the video, while the latter is lead by video features such as
colour histograms, shape, texture, orientation, among others. Figure 2.4 reviews some
of the most relevant hand-based papers in FPV.
The classic taxonomy of hand-based methods is too broad, and several authors have
suggested further extensions according to the features used, the task addressed, and
the required sensors[34]. In practice, it is common to find a well-trained pixel-by-pixel
hand-segmenter taking control of the whole system. The segmenter is thus responsible
for understanding whether hands are present (after exhaustive negative classification of
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Figure 2.4: Some of the more relevant papers about hand-based methods in FPV

every pixel in a frame) and define the shape of the hand like pixels ( the task for which
it is trained). This approach achieves good results, particularly in finding hand-like
pixels; however it raises several issues:
• Even if this approach provides a broad range of algorithmic methods and evaluation criteria based on machine learning and computer vision, it oversimplifies
the human perspective, ignoring hand-dominance and limiting the capabilities of
wearable cameras to understand hand interactions and asymmetric upper limb
motor skills.
• It exhaustively uses computational resources even when the hands are not present,
which is the common case in daily activities.
• It disseminates noisy measurements in the system produced by false-positives.
False positives are frequent in particular for videos recorded on changing light
conditions
• Being pixel and frame-based the current approaches ignore the dynamic patterns
in the motion of the hands.
A Unified Framework to Develop Hand-Based Methods in Egocentric Videos:
Under these lines of thoughts, this thesis proposes a systematic approach to extract handsignals by exploiting the advantageous location of a wearable RGB camera (The receiver).
The proposed strategy is designed under a hierarchical structure and developed from
a Machine Learning and Artificial Intelligence perspective. On one side, the input of
the system is a video stream recorded by an RGB wearable camera located in the chest
or the head of the user. On the other side, the proposed structure sequentially extracts
hand-signals by optimising computational resources, reusing the existing features, and
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more importantly by keeping in mind the human-based perspective of understanding
hand motion as two entities centrally coordinated to achieve a particular goal.
Despite being inspired by the medical applications mentioned before the proposed
strategy is developed as a general framework to be used for multiple purposes and it is
not restricted to medical therapy. In the following parts of this thesis each level of the
proposed structure is explained and evaluated.
Contribution and Structure: To the best of our knowledge this is the first work
proposing a Unified Structure to develop hand-based methods in First Person Vision.
By following the proposed structure is possible to optimise computational resources,
infer additional variables of the hands and increase the robustness of the system to
noise and changing light conditions. Chapter 3 introduces the Unified Structure and
summarises the role of each abstraction level. In addition to the global contribution, this
thesis proposes different algorithms to face the most challenging levels of the proposed
structure. As is shown in Part 3 the proposed algorithms considerably improve the stateof-the-art methods for Hand-Detection (Chapter 4), Hand-Segmentation (Chapter 5),
and make possible to obtain additional information such as the hand-identity (Chapter
7) or the trajectories of the hands (Chapter 7).
While developing the methods presented in this thesis, multiple challenges were found.
Literature commonly points some of these challenges as severe conditions to face when
developing hand-based methods for wearable cameras (i.e. Changing light conditions,
real time processing). Other of the challenges were pointed out by the medical partner
as a significant milestone in the process of using these devices for medical purposes
(e.g. Hand-Pose estimation). Part 4 of this thesis proposes three methods to deal with
these challenges. In particular, Chapter 8 explores an unsupervised strategy to face
changing light conditions and recorded locations. Chapter 9 proposes a GPU accelerated
implementation of a Left/Right-hand segmenter. Finally, Chapter 10 proposes a method
to infer the hand pose by exploiting a graph representation of the hands.
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Part
A Uniﬁed Framework

Existing First-Person-Vision methods have reported remarkable results for tasks like detecting the
hands presence in front of the user, segmenting the silhouette, recognising basic gestures, inferring
hand posture, and identifying whether a hand belongs to the user or a third person. In general, existing
literature develop and evaluates each of these components independently; However, in the seek of an
ideal smart wearable camera, these independent modules must be optimally connected to share
information and exchange results in a consistent way. is chapter provides a uniﬁed hierarchical
structure that can be used to build standard hand-based methods in First-Person-Vision.

In chapter 3 the hierarchical structure is introduced by brieﬂy motivating each of its levels,
standardising the inputs and outputs and identifying the points in common. e remaining chapters
deeply explain, develop, and evaluate each of the levels of the proposed framework. In particular,
Chapter 4 assesses the hand-detection problem, Chapter 5 the hand-segmentation, and Chapter 6 and 7
the identiﬁcation and tracking level. Each of the chapters is designed to be self-contained by including
its theoretical formulation, results, and conclusions. e proposed methods are based on already
published papers and work in progress. e references of the published papers is provided in the ﬁrst
page of each chapter.
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3

A Unified Framework for Hand-Based
Methods in First-Person-Vision

As already mentioned, one of the main challenges in FPV video analysis is to understand
user’s hand movements in uncontrolled activities. A proper interpretation of hands
(e.g. trajectories, gestures, interactions) opens the door to advanced tasks such as
activity recognition and user machine interaction, but more importantly it could be the
cornerstone to move the wearable devices from experimental state to useful technology.
Given the camera location and the user proximity, a system that is able to capture hand
gestures could allow smart glasses to do things that other devices like smart-phones
cannot. Incidentally, this technology could help to alleviate everyday difficulties of
people with visual [156], speaking [219], or motor issues [66]
Current methods have reported remarkable results for tasks like detecting hands presence in front of the user [28], segmenting the silhouette [100,142,143,170], recognizing
basic gestures [209,238], inferring hand posture [200,201], and identifying whether a
hand belongs to the user or to a third person [140]. In general, these subtasks could be
This chapter is based on the published paper:
• Betancourt, A., Morerio, P., Marcenaro, L., Barakova, E., Rauterberg, M., & Regazzoni,
C. S. (2015). Towards a Unified Framework for Hand-based Methods in First Person Vision. In IEEE International Conference on Multimedia and Expo (Workshops). Turin: IEEE.
http://doi.org/10.1109/ICMEW.2015.7169784
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considered partially solved, but for an ideal smart wearable camera they are supplied as
independent pieces of software resting over different sets of assumptions. Two examples
of this are: i) the already mentioned case of the pixel-by-pixel classifier, which despite
of being developed to solve the hand-segmentation problem is used to detect, segment
and track the hands on its own, at a high computational cost, ii) the hand-detector that,
once it is sure about the hands presence, keeps working in parallel to detect if the hands
leave, instead of using the detailed results of the hand-segmenter.
To design a unifying system for hand-based methods in FPV it is important to identify
some of the more important components, standardize its inputs/outputs and define
their role in the overall system. Our approach stands over the task division proposed
in [28,34] and is summarized in the hierarchical structure proposed in Figure 3.1. The
figure shows the most important steps in hand-based methods. Some of them could be
non necessary for some applications (e.g. not every application needs to identify the left
and right hand) or extra levels could be included (e.g. pose recognition). In the bottom
part of the diagram are the raw frames, while in the upper part lie the higher inference
methods that search for patterns in the hand movements and trajectories. The diagram
shows a feature extractor that can be re-used by all the levels: a system that is able to
use the same features in multiple levels can save valuable computational resources and
processing time.
The diagram makes evident the importance of a system that is able to optimally decide
which is the minimum number of methods running in parallel for each time instance.
This switching behaviour is crucial in the bottom levels (hand-detection and handsegmentation), as well as in the identification and tracking levels to model each hand
separately. In the first case, an optimized version of the sequential classifier proposed in
[28] is used. The optimized version of this method switches from the hand-detection to
the hand-segmentation level whenever the decision moves from “no hands” to “hands”;
and from the hand-segmentation to the hand-detection level if there are no more positive
pixels in the frame. In the second case, the switching models literature [53,187] suggests
useful strategies to decide which hand models need is to be used at that time. The
hand-id (left-right) of the segmented hands emerges as a good switching variable. The
hand-id can be estimated using the angles and the positions of the segmented shapes.
The next section briefly summarizes each of each of the hierarchical levels, and states
some of our findings and preliminary results.
The diagram shows a bottom-up design starting from the features and arriving to
simplified trajectories to be used by different applications. However, it is worth to
mention that a top-down analysis focused on the application field can remove some of
the assumptions in different levels and lead to considerable improvements to the overall
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performance. As example, the authors in [140] take advantage of psychological experiments among kids and adults to relax the illumination assumption of their proposed
method.

3.1. Hierarchical Understanding of the Hands
This section briefly describes each hierarchical level and suggests some approaches
to face the problems that can be encountered. The proposed levels are extended and
evaluated in the following chapters of this thesis.

Hand-detection: This level answers the yes-or-no question of the hands’ presence
in the frame. This problem is addressed in [28] as a frame by frame classification
problem. In their experiments the authors report that the best result is achieved with
the combination of Histogram of Oriented Gradients (HOG) features with a Support
Vector Machine (SVM). One of the main problems of this frame-by-frame approach
is its sensibility to small changes between frames, which makes unstable in time the
decisions taken by the classifier. In recent experiments this issue is alleviated using a
Dynamic Bayesian Network (DBN) that filters a real valued representation of the SVM
classifier. In the framework of the unified system, the hand-detector must be optimized
to detect as fast as possible the frames on which the hands enter the scene.

Hand-segmentation: It is probably the more explored problem in FPV. The main task
is to delineate the silhouette of the hands at a pixel level. The more promising results
are reported in [32,143,142,170]. The main challenge in the pixel-by-pixel approach
is the computational complexity of the task, involving the decision for each pixel in
each frame. For instance, the camera of the Google glasses has a resolution of 720p and
records 30 frames per second, implying 928.800 pixel classifications per frame and a
total of 27.864.000 per second of video.

Hand-identification: Existent First Person Vision methods handle hand segmentation as a background-foreground problem, ignoring two important facts: i) hands are
not a single "skin-like" moving element, but a pair of interacting cooperative entities, ii)
close hand interactions may lead to hand-to-hand occlusions and, as a consequence,
create a single hand-like segment. These facts complicate a proper understanding
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of hand movements and interactions. Our approach extends traditional backgroundforeground strategies, by including a hand-identification step (left-right) based on a
Maxwell distribution of angle and position. Hand-to-hand occlusions are addressed
by exploiting temporal superpixels. The experimental results show that, in addition
to a reliable left/right hand-segmentation, our approach considerably improves the
traditional background-foreground hand-segmentation.

Tracking and trajectories: For a wearable camera it is important to record, track
and denoise hands trajectories. An intuitive and straightforward approach is to keep
history of the hands centroid as done in [170]. However, the use of dynamic filters
could help to increase the accuracy of the trajectories, reduce the sampling rate (the
lower the sampling rate the closer to real time performance), and manage the switching
process between the hand-detection and the hand-segmentation level. Regarding the
initial conditions (e.g. initial coordinates of the tracked hand) the best choice is to use
dynamic filters like the H-infinity filter, which only requires the empirical distribution
of the initial coordinates [36]. Regarding the dynamic model, our current experiments
suggest that a simple linear model can achieve promising results for high frequency
sampling.

Hands Interactions: Once hands are located and their trajectories are inferred, a
possible next step is to understand the interactions between them. For instance, if each
hand is performing an independent task (e.g. moving an object, making a gesture) or
if both hands are cooperating to accomplish a particular objective (e.g. making tea,
spreading butter, driving, etc.). At this level important features can be found in the
center of mass, the location of the handled objects, the distance between the hands and
the relationship between the left and right trajectory. One of the most important works
about hand-interaction is [80], where the spatial relation of the hands as well as the
handled objects is used to infer some cooking task like (e.g. Pour, stir, spread, etc.).

Hand-based higher inference: in the upper level of the structure are the methods
on which the results are built using the information of the hands, some examples are
activity-recognition [80] and user-machine interaction [80]. At this point we highlight
the relevance of a deep discussion about the real applicability of hand-based methods
in FPV and which are the benefits of using single wearable RGB cameras over other
systems, like stereoscopic cameras, the Kinect or the Leap-Motion.
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On the one side, the miniaturization of RGB cameras makes them the most promising
candidate to be worn. On the other side, in exchange of extra battery consumption
and an increase in the size of the device, the use of other sensors can bring important
improvements to hand-based methods. For example, the depth component can reduce
the complexity of the hand-segmentation level and extra information like the pose of
the hands can be straightforwardly inferred. Figure 3.2 shows an example of a RGB
and a stereoscopic wearable device. Regarding external devices, like the Kinect or the
Leap-Motion, they can, under certain conditions, acquire a wider perspective of the body
and, as a result, provide a better understanding of hand movements. As a counterpart,
the wearability of these external devices is highly restricted. In summary, external
devices can represent a default choice for applications based on static locations without
battery restrictions. However, if the application field includes a user moving around
with restricted battery availability then a wearable RGB cameras is the most promising
option.

(a) Google glass device (RGB(b) Meta glass (Stereoscopic dedevice)
vice)

Figure 3.2: RGB and RGB-D wearable devices.

3.2. Conclusion and discussion
This chapter highlights the importance of a systemic hierarchical approach to develop
hand-based methods. The proposed hierarchical switching structure for hand-based
methods in FPV can reduce the computational requirements and under further analysis
of the sampling rates could help to reach real time performances. The latter would
expand the application areas of FPV video analysis, which by now has been mainly
focused on offline processing applications. Each level of the proposed structure address
a well defined and scoped tasks, allowing us to strategically design each of our methods
for a unique purpose e.g. hand-detection, hand-segmentation, hand-tracking, etc.
Based on the development process and the feedback of our previous work we point
out the convenience of an application-based analysis of the field in order to better
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understand its real scope and the advantages of a particular sensor choice. We highlight
the mobility and the battery cost as the main advantage of RGB cameras. However,
if battery restrictions are removed, stereoscopic cameras could lead to more reliable
results. From our point of view this discussion must lead the coming developments to
be focused on tasks only achievable by wearable cameras and not by other devices like
smart-phones, smart watches or static systems (e.g. Kinect, Leap-Motion).
We consider this as a good moment to analyze the lessons learned by the Glass Project
and the current approaches of other companies like Microsoft with the Holo-Lens device.
A brief analysis of the media reports about the glass project ending reveals two valuable
lessons: i) People would be willing to use these devices only if they are able to do
things that existing technologies cannot do ii) There are big opportunities for the task
oriented approaches, such as medical and industrial applications, on which privacy
issues are minimum and the scenarios faced by the user can be partially restricted. On
the other hand, the available information of the Holo-Lens project, sketches a device
with an exhaustive use of hand-gestures as way of interaction. From this perspective
hand-based methods would clearly play an important role in the future of this device.
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Hand Detection

4

Classification-for-detection is a widely studied area in computer science. Its main
objective is to decide whether a particular object O is present in the environment. The
variety of objects to detect is broad and multiple applications were investigated, such
as pedestrian detection [235,61,73,236,92], hand detection [28], face detection [122],
intrusion detection [174], among others. In computer vision, a common approach to
detect O in an image (or in a video sequence) is to exploit a classifier under a supervised
framework, using a balanced training dataset with O and non-O sample images. In
This chapter is based on the published paper:
• Betancourt, A., Morerio, P., Barakova, E. I., Marcenaro, L., Rauterberg, M., & Regazzoni,
C. S. (2015). A dynamic approach and a new dataset for hand-detection in first person
vision. Lecture Notes in Computer Science (including subseries Lecture Notes in Artificial
Intelligence and Lecture Notes in Bioinformatics) (Vol. 9256).
• Betancourt, A., Morerio, P., Marcenaro, L., Rauterberg, M., & Regazzoni, C. S. (2015). Filtering SVM frame-by-frame binary classification in a detection framework. In International
Conference on Image Processing. Quebec, Canada: IEEE.
• Betancourt, A., Lopez, M., Regazzoni, C. ., & Rauterberg, M. (2014). A Sequential Classifier for Hand Detection in the Framework of Egocentric Vision. In Conference on Computer Vision and Pattern Recognition (Vol. 1, pp. 600–605). Columbus, Ohio: IEEE.
http://doi.org/10.1109/CVPRW.2014.92
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particular, samples (especially non-O) should be sufficiently heterogeneous in order to
allow a good discrimination of the two classes.
The problem of detection is often related to the localization of an object in a frame
(equivalently, the problem can be formulated as the detection of an object in a localized
sub-part of the frame). This task is frequently faced in an iterative way, classifying
images framed by a sliding window of different sizes moving across the image. All
these approaches are derived from the seminal work by Viola and Jones [234], in turn
inspired by [89]. Despite being computationally expensive, these strategies are widely
accepted as a powerful strategy for object detection and localization.
Instead of classifying raw images directly, it is usually preferable to classify extracted
features. Multiple alternatives have been previously evaluated depending of the detection goal. An extensive literature is available: some of the more popular image features
are color histograms [115,114] to detect parts of the human body, global features as GIST
[175] to detect general properties of the scene, rotation and scale invariant features
as SIFT [147] to detect and identify multiple objects at different scales and positions,
and shape features as Histogram Oriented Gradients (HOG) [61] to exploit particular
characteristic in the shape of objects. Recent approaches use mixtures of features at
different levels under the deep learning framework [121]. Regarding the classifiers,
multiple alternatives are available. However, a general consensus has been achieved
about the powerful combination between HOG and Support Vector Machines (SVM),
particularly for non separable datasets [61,28].
These approaches are developed and trained without using temporal information, therefore their application in video sequences is usually carried out as a naive frame by
frame classification [212], which is extremely sensitive to small frame-to-frame features’
variations. To alleviate this problem some researchers smooth the features to reduce
their spatial and temporal variations [108]. Temporal stability of the detections can be
considered as a common goal for many video processing applications, thus a dynamic
smoothing is typically more important than the spatial approach. For instance, this is
done for depth videos [189] and for RGB first-person videos [20] at pixel level.
Existing literature points out several promising applications of this video perspective.
Among them, hand-based methods stand as the most explored ones, aiming to exploit
the conscious or unconscious hands movements for performing higher inference about
the user [31] as in activity recognition [82,197] and user-machine interaction [209]. A
common practice in FPV is to assume that hands are always recorded by the camera and,
as a consequence, they can be located and tracked to infer more complex information.
As it can be concluded after a quick scan of uncontrolled datasets like Disney [81] or
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UTE [246], this assumption is not entirely true. In fact, the predominance of one or the
other type of frames (with/without hands) in a video sequence is not a consequence
of the advantageous camera location but also of the activity performed e.g. hands are
more frequent when the user is cooking than when he is walking in the street.
Despite the practical advantages of assuming full time hands presence, this fact introduces important issues when the proposed methods are applied on uncontrolled videos,
for example wasted computational resources or noisy signals in the hand-segmentation
stage, that could be propagated to other levels of the system. The authors in [28]
propose a characterization of the two distinct problems, namely hand-detection and
hand-segmentation, and combine them in a sequential structure to improve the overall
system performance. Following the definition of [28], the hand-detection level answers
the yes-or-no question of the hands’ presence in the frame using global features and
classifiers, while the hand-segmentation level locates and outlines the hands’ region in
a positive frame using low level features like color under an exhaustive pixel by pixel
classification framework [144,209,170].
Regarding data availability, there are several FPV datasets available for research purposes.
In general the technical characteristics of these datasets are similar and the videos are
carefully recorded to guarantee the basic requirements identified by Schiele in 1999
[67]: i) Scale and texture variations, ii) Frame resolution, iii) Motion blur and iv) Hand
occlusions. Undoubtedly, these requirements are important, but, under the light of the
recent technological trends, some extra characteristics must be taken into account. An
example is the necessity of balanced datasets in terms of hands presence as described
by [28] and [33], to face the hand-detection problem under a classification framework.
A balanced dataset is a realistic assumption for wearable devices and could lead to
important improvements in the battery life, as well to the performance of higher-level
methods like hand-based activity-recognition[80] and user-machine interaction [209].
It is worth to mentions that, as shown in Section 4.1, existing datasets do not guarantee
this condition, which makes them inappropriate to face the classification problem of
the hand-detection level.
This chapter focuses indeed on hand-detection, and its contributions are three-folded: i)
It presents the UNIGE-HANDS dataset for hand-detection, which guarantees a balanced
number of frames with and without hands in 5 realistic locations, as well as changes
in illumination, camera motion and hands occlusions. 1 ii) Multiple hand-detectors
(feature-classifier) are evaluated over the dataset, following [28], without considering
the temporal dimension of the data. iii) The best hand-detector (HOG-SVM) is extended
1 [Dataset:]

http://www.isip40.it/resources/UNIGEhands

53

54

CHAPTER 4
using a Dynamic Bayesian Network (DBN), which is tuned to smooth the decision
process. The presented method improves the performance of [28], taking advantage
of the temporal dimension of the video, and of [33], tuning the parameters through
an heuristic optimization. The computational complexity of the proposed approach is
taken into account by filtering the classification certainty of the SVM directly, instead
of a generic multidimensional array of features. Namely, we perform the filtering step
at a higher hierarchical level in the estimation process as depicted in Figure 4.1.
The remainder of this chapter is organized as follows: Section 4.1 summarizes the
evolution of hand-detection and segmentation methods and shows why the existent
datasets are not suitable to solve the hand-detection problem. Section 4.2, presents
the UNIGE-HANDS dataset and evaluates multiple frame by frame hand-detectors
(combinations of image features and classifiers). Later, Section 4.3 extends the state-ofthe-art method using a DBN and briefly describes each of its components. Section 4.4
tunes the DBN using a classic Genetic Algorithm (GA) and the Nelder-Mead simplex
(NM) algorithm in a cooperative fashion. Subsequently, the performance of the DBN
is evaluated, and under the light of the results, the challenges offered by the UNIGEHANDS dataset are presented. Finally, in Section 4.5 conclusions are drawn and some
lines for future research are proposed.

4.1. State of the art
In the recent years, thanks to the growing availability of FPV recording devices, the
number of methods to process related videos, as well as datasets, has increased quickly.
To the best of our knowledge a total of 16 datasets have been published between 2005
and 2014, each of them especially designed to face a particular objective, i.e. Object
recognition and tracking, activity recognition, computer machine interaction, video
summarization, physical scene reconstruction, and interaction detection. Table 4.1
summarizes the existent datasets and their basic characteristics. The table also highlights
the evolution of the camera location, moving from shoulder, to head-mounted. This
trend can be explained by the interest of technology companies to develop smart glasses
and action cameras.
Existing datasets can be divided in two main groups: datasets where hands are almost
always present, and datasets where hands barely appear. The first group has been used
for object recognition (Mayol05, Intel), activity recognition (Kitchen, GTEA11, GTEA12)
and user-machine interaction (Virtual-Museum). These datasets are usually recorded
in fixed locations, like a kitchen or the office, while the user performs different tasks.
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Table 4.1: Current datasets and sensors availability [34].

Shoulder

2005

O1

5

1

3

Intel

[197]

2009

O1

42

2

3

Kitchen.

[215]

2009

O2

3

18

3

GTEA11

[80]

2011

O2

7

4

3

VINST

[3]

2011

O2

UEC Dataset

[124]

2011

O2

29

1

ADL

[191]

2012

O2

18

20

UTE

[246]

2012

O4

Disney

[81]

2012

O6

GTEA gaze

[82]

2012

O2

7

EDSH

[143]

2013

O1

-

JPL

[202]

2013

O6

Virtual Museum

[209]

2013

BEOID

[63]

EGO-GROUP
EGO-HPE
*

1

Head

Num. of People

[163]

Chest

Objects

Mayol05

Activities

Objective

C. Location

Year

# Objects

3
3
3
3

4
8

3

10

3

-

3

7

1

3

O3

5

1

3

2014

O2

6

5

3

[8]

2014

O6

19

3

[7]

2014

O1

4

3

-

Objectives: [O1] Object Recognition and Tracking. [O2] Activity
Recognition. [O3] User-Machine Interaction. [O4] Video Summarization. [O5] Phisical Scene Reconstruction. [O6] Interaction
Detection.

Regarding the hand-detection problem, these datasets are not suitable because it is not
possible to extract a set of negative samples in the same location and light conditions as
the positive ones to train binary classifiers. The second group of datasets are frequently
used for activity recognition (VINST, UEC, ADL), video segmentation (UTE, BEOID),
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Interaction Detection (Disney, JPL, Bristol, EGO-GROUP, EGO-HPE). In general these
datasets are large and contain sequences of the user moving through several realistic
locations. The number of frames with hands is low compared with the length of the
videos, and the locations with frames with hands are sparse, which makes impossible
to extract a large enough balanced training set with similar locations. It is worth to
highlight the importance of having frames with and without hands in the same location.
This would lead the classifiers to learn patterns related with the hands presence and
not from the changes in the location.
In general, all of these datasets guarantee the basic requirements identified in [67]:
i) Scale and texture variations, ii) Frame resolution, iii) Motion blur and iv) Hand
occlusions. However, they are mainly formed by clips framing users’ hands, which is
not realistic and makes it infeasible to evaluate hand-detection methods. Recently, the
authors in [224] perform a comparative study about the characteristic of FVP and Third
Person Vision (TPV) datasets. The authors found that using blur, illumination changes
and optical flow as input features, it is possible to differentiate with 80.9% of accuracy
between FPV and TPV datasets.
According to [163], known for being the first public dataset in FPV for object recognition,
hand-detection/segmentation methods can be grouped in two: model-driven and datadriven. The former uses a computerized model of the hands to recreate the image of
the videos [221], while the latter exploit image features to infer about hand location,
shape and position [144,209,170].
Regarding hand-detection, a data-driven sequential classifier is proposed in [28], which
in a first stage detects hands, and in a second stage finds the hands silhouette at a pixel
level only for positive frames. In their experiments, the authors report the performance
of multiple classifiers and image features, to finally conclude that the best-performing
combination is HOG plus SVM achieving 90% of true-positives and 93% of true-negatives.
The authors in [248] follow a color-based approach in the same line of [144] which, as
is shown in [28], could introduce noise in the results under large illumination changes.
To conclude the overview, [140] proposes a probabilistic approach to detect if the hands
in the video belong to the user or to another person.

4.2. UNIGE-HANDS dataset
The UNIGE-HANDS dataset for hand detection is a set of FPV videos, carefully recorded
to guarantee a good balance between frames with hands and without hands, and offers
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Table 4.2: Examples of the dataset frames.
Office

Street

Bench

Kitchen

Coffe Bar

Hands
Training
No Hands

Hands
Testing
No Hands

challenging characteristics such as changes in illumination, camera motion and hand
occlusions. The UNIGE-HANDS dataset, videos and ground truth, is distributed for
public use. The dataset contains videos recorded in 5 uncontrolled locations (1. Office,
2. Coffee Bar, 3. Kitchen, 4. Bench, 5. Street). Each location in the dataset is in turn
divided in training and testing videos. Table 1 shows some examples of the frames in
each location.
To record the dataset we used a GoPro hero3+ head mounted camera with a resolution
of 1280 × 720 pixels and 50 fps. The whole dataset, including training and testing videos,
contains one-hour and thirty eight minutes of video. In total, the training videos have
37.21 and 37.63 minutes of positives and negative sequences, respectively. The training
videos for each location are formed by 2 positives and 2 negatives videos approximately
3.34 minute-long each (10020 frames). Regarding the testing videos, they comprise
12.6 minutes of positive and 12.7 minutes of negative segments. The testing video of
each location lasts approximately 4 minutes (12000 frames), changing from positive to
negative in intervals of about one minute.
Following the procedure described in [28], multiple combinations of classifiers and video
features are evaluated over the UNIGE-HANDS dataset. The classifiers are: Support
Vector Machine (SVM), Decision Tree (DT), and Random Forest (RF). The video features
are: Histogram of Oriented Gradients (HOG), the global scene descriptor GIST, three
color spaces (RGB, HSV, LAB) and its concatenation (RHL). The SVM uses a linear
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kernel with a regularization parameter C = 1. To compute the features, each frame is
compressed to 200 × 112 px. The HOG extractor uses a block size of 16px, a cell size
of 8px, and 9 directional bins, while color features are estimated over a grid of 25 × 14
cells (which are indeed 8 × 8px cells).
Table 4.3: Performance of the proposed hand-detectors.

Training

10-fold

True Positives

Testing

58

1

True Negatives

SVM

DT

RF

SVM

DT

RF

HOG

0.89

0.77

0.81

0.90

0.76

0.88

GIST

0.78

0.75

0.72

0.79

0.74

0.88

RGB

0.77

0.72

0.73

0.77

0.73

0.86

HSV

0.72

0.76

0.78

0.72

0.78

0.88

LAB

0.75

0.85

0.89

0.75

0.85

0.90

RHL1

0.78

0.85

0.86

0.77

0.85

0.91

HOG

0.93

0.80

0.83

0.91

0.80

0.91

GIST

0.83

0.81

0.80

0.82

0.80

0.91

RGB

0.82

0.76

0.78

0.82

0.78

0.90

HSV

0.77

0.80

0.83

0.78

0.82

0.92

LAB

0.80

0.88

0.92

0.79

0.88

0.93

RHL1

0.81

0.87

0.88

0.81

0.87

0.93

HOG

0.76

0.72

0.70

0.84

0.75

0.83

GIST

0.51

0.51

0.43

0.67

0.58

0.70

RGB

0.57

0.60

0.57

0.72

0.64

0.68

HSV

0.60

0.65

0.65

0.66

0.67

0.75

LAB

0.56

0.75

0.74

0.69

0.73

0.77

RHL1

0.57

0.74

0.71

0.68

0.71

0.78

RHL is the concatenation of RGB, HSV and LAB.

Table 4.3 reports the performance of each feature-classifier combination under three
different evaluation strategies: i) Cross-validation: 10-fold validation performed using
the training frames as described in [28]. This procedure requires to train each classifier
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10 times using 90% of the sampled frames for training and 10% for testing. The reported
performances are computed using as training data 2203 frames with hands and 2233
without hands. These frames are gathered by sampling the training videos once every
second. ii) Frame by frame in the training videos: The classifier is trained using the
sampled frames, and tested in the remaining frames of the training videos. This approach
only requires to train the classifiers once, which is particularly useful for the tuning
procedure explained in Section 4.3. iii) Frame by frame in the testing videos: The
classifier is trained in the sampled frames but tested in the testing videos. This approach
is the more realistic to test the classifier because, despite being recorded in the same
locations, the testing videos are completely independent of the training stage.

The first finding in the table is that the performance reported in the 10-fold is slightly
lower that the reported by the authors in the original paper. This reduction is explained
by the challenges intentionally introduced in the dataset, namely the illumination
changes and the number of locations. The 10-fold performance validates the conclusion
of [28], where HOG-SVM stands as the best performing combination, although here the
LAB-RF achieve a similar performance. In general the first (10-fold) and second group
(Training) of performances are similar, which validates the use of the second strategy
to tune the DBN in a computationally efficient way. To evaluate the performances in a
dynamic perspective (video sequences), each frame of the testing videos is classified
using the already trained hand-detectors. In general, these performances are lower than
the first and second group, showing the importance of the testing videos. The optimistic
performance reported by the cross-validation method is extensively explained in the
literature and is known as the bias in the cross validation procedure [25].

It is worth to note that HOG-SVM is the best performing combination in all the evaluation strategies, particularly in the third one (testing videos), where it achieves 76% of
true-positives and 84% of true-negatives. Noteworthy is also the performance of LAB-RF,
which despite of being lower than HOG-SVM in the testing case, could offer important
cues for to improve computational efficiency of the hand-detector. In addition to the
outstanding classification rate, the HOG-SVM combination shows an extra advantage,
given by its theoretical formulation, which naturally provides could provide a real
valued confidence measurement of hands presence. The latter is particularly important
in the dynamic approach as explained in the next section. The remainder of this chapter
is focused on the HOG-SVM detector and the dynamic strategy to improve its results.
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Decision

h1

State

x1

h2

P(x 2 |x 1 )

P(z1 |x 1 )

x2

h k-1

...

P(z2 |x 2 )

SVMM
signed
distance

z1

z2

Feature

F1

F2

Image

I1

I2

...

x k-1

hk

P(x K|x K-1 )

xk
P(zk |x k )

P(zk-1 |x k-1 )

zk-1

zk

Fk-1

Fk

Ik-1

Ik

Time

Figure 4.1: Dynamic Bayesian Network for smoothing the decision process.

4.3. Hand-detection DBN
In this section, a SVM-based detector is extended with dynamic information using the
DBN proposed in Figure 4.1. The figure sketches a multi-level Bayesian filter for state
estimation where the bottom level contains the raw images and the upper level the
filtered decision. In general, the measurement (zk ) is a real valued representation of the
SVM classifier applied to set of features Fk extracted from the k t h frame Ik . The state x k ∈
R 2 is the filtered SVM confidence enriched with its speed: x k = [f (Fk ), f˙ (Fk )]. Finally,
hk is the binary decision based on the filtered value of the state: hk = siдn(x k [0] + th ).
The latter allows th to take values different from 0, in order to capture the effects
of the dynamic filter to the decision threshold of the SVM. The dotted line of Figure
4.1 is drawn to illustrate the possible filtering at features level, as discussed at the
beginning of the chapter. However, in our case only the state of the system is filtered.
The remaining part of this section briefly introduces the SVM notation, the dynamic
filtering, and the heuristic tuning of the DBN parameters. See [33] for extra details
about the mathematical formulation of the SVM and the dynamic filter.
i) Support Vector Machine: Let’s assume a dataset composed by N pairs of training
data: (F 1 , y1 ), (F 2 , y2 ), . . . , (F N , y N ), with Fi ∈ Rp and yi ∈ {−1, 1}. Equation (4.1) defines
a classification hyperplane and equation (4.2) its induced classification rule, where β is
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a unit vector. Assuming that the classes are not separable then the values of β and β 0
are the solution of the optimization problem given by (4.3), where ξ = (ξ 1 , ξ 2 , . . . , ξ N )
are referred to as the slack variables, and K is constant.
{F : f (F ) = F T β + β 0 = 0}
T

(4.1)

G (F ) = siдn( f (F )) = siдn(F β + β 0 )

(4.2)

min ||β || subject to: yi (FiT β + β 0 ) ≥ 1 − ξ i , ∀i,
β, β 0
X
ξ i ≥ 0,
ξi ≤ K

(4.3)

For the hand-detection problem we use the signed distance to the classification hyperplane, f (Fk ), as the measurement (f (Fk ) is denoted as zk in the DBN diagram, using the
common notation for measurements in Bayesian filtering), where Fk is a global feature
extracted from the k-th frame. It is important to note that the signed distance to the
decision boundary f (F ) gives both a description of the result G (F ) of the classification
(i.e. siдn( f (F ))) as well as its level of certainty. In addition, augmenting the state with
the speed ( f˙ (F )) would allows us to control sudden variations of such confidence. In
some sense the DBN is thus self-aware of how good the classification is evolving, and
can introduce some feedback mechanism to compensate for poor classification.
ii) Kalman Filter: Once the certainty level from the SVM is extracted, we address
the problem of transferring and stabilizing that measurement from time to time. This
strategy aims to reduce the number of wrong decisions caused by little variations in
the features between frames. For this purpose we use a discrete linear Kalman filter. In
general notation, the process and measurement model is given by (4.4), where x k ∈ Rn
is the state and zk ∈ Rm is the measurement. The matrix An×n relates the state at
previous step, x k −1 , with the state at current step, x k . The matrix Hm×n relates the
state with the measurement. Finally, w and v are the process and measurement noise
respectively, which are assumed Gaussian with zero mean and covariances Q n×n and
Rm×m respectively. In our case n = 2 and m = 1, x k is then a two dimensional vector,
whose first component contains the decision certainty and the second its changing
speed. At this point the binary decision, hk , is calculated using siдn(x 0 + th ), which
as already mentioned, is equivalent to allow changes in the original SVM decision
threshold.
x k = Ax k−1 + w k ,

zk = Hx k + vk

(4.4)
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Based on these equations, the prediction stage is given by (4.5), which, using the current
values of x̂ k−1 and Pk −1 approximates their next values x̂ k− and Pk− . Pk is the error
covariance at time k and x̂ is an estimator of x.

x̂ k− = Ax̂ k −1 , and Pk− = APk −1AT + Q

(4.5)

Once a new measurement is available the values of x k and Pk are updated using (4.6),
where K is known as the Kalman gain.

Kk = Pk−H T (HPk−H T + R) −1
x̂ k = x̂ k− + Kk (zk − H x̂ k− )
Pk = (I

(4.6)

− Kk H )Pk−

At this point it is possible to use x̂ k and Pk for a new predicting stage. In the DBN, x̂ k is a
two dimensional vector, and is used to decide the value of hk by taking ĥk = siдn(x̂ k [0])
(as already mentioned, this is equivalent to have a decision threshold equal to 0).
Ultimately, extracted features which are really close to the decision boundary can
jump from one side to the other in consecutive frames, being their (signed) measured
distance zk slightly positive or slightly negative. Filtering such a distance together with
its variation significantly reduces binary classification hopping as shown in the next
section.
iii) Tuning the DBN: Within the general framework presented above, there are two sets
of parameters to be estimated. The first set are the parameters defining the classification
hyperplane of the SVM, namely β and β 0 . These parameters are estimated using the
training dataset and the SVM implementation of sklearn library [188] for python . The
second set are the Kalman filter parameters and the decision threshold, namely Q, R
and th . The tuning of the parameters of a dynamic filter is a widely explored field, and
different approaches are usually followed according to the requirements of the system,
restrictions in the measurements, and the ground truth availability.
Following the work of [1] the main idea behind the tuning procedure is to decompose
the joint distribution of the system p(z 0:T , x 0:T , h 0:T ), using the Bayesian notation, and,
given the data availability and characteristics of the marginal distributions, find the
optimal values of the parameters. In our case the more appropriated approach, taking
advantage of the ground truth, and given the non-differentiability the binary decision
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boundary, is to minimize the residual prediction error in an heuristic way. With this
in mind we look to minimize the squared error of the DBN decisions, defining the
optimization problem as (4.7).
In our case the more appropriated approach, taking advantage of the ground truth, and
given the non-differentiability of ht = siдn(x t ), is to minimize the residual prediction
error in an heuristic way. In our formulation we look to minize the squared error of
the DBN decisions, so the optimization problem could be stated as (4.7). A common
approach to solve this problem is to use a method like Nelder-Mead simplex (NM)
algorithm to find a solution close to an initial solution. NM is a numerical method
widely used to solve optimization problems when there is not knowledge about the
derivatives of the objective function. It has been proven to be a good approach finding
local optimals close to an initial point. Under the absence of intuition about the initial
point, the authors in [51] suggest to use an combination of a basic Genetic Algorithm
(GA), to find some initial points, and latter improve them using NM.

< Q, R, th >= arg min

T
X

Q, R,th k=0

(hk − ĥk ) 2

(4.7)

This optimization problem is usually faced using a method like the Nelder-Mead simplex
(NM) algorithm to find a optimal solution close to an initial solution. Under the absence
of intuition about the initial point, the authors in [51] suggest to use a combination
of a basic Genetic Algorithm (GA), to find some initial points, and later improve them
using NM. In our case we design a classical GA where each genome is an instance
of the parameters to be optimized, and each generation contains 100 genomes. The
algorithm starts with an initial population of 100 random genomes to select the best 4,
named parents. The subsequent generation is then composed by two parts. The first 64
genomes are crossovers: combinations of the parents, and the remaining 36 genomes
are mutations: random modifications of the parents. In the mutation stage, the parents
are selected randomly, and each element is modified with a probability of 0.5. Once the
algorithm achieved an acceptable decaying rate of the objective function, the 4 best
genomes among all the generations are used as initial points in NM. The best of the
NM results is selected as the optimal combination.
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4.4. Results
The results presented in this section are two-fold. First, we introduce two different
optimization cases for the proposed filter. Second, we show how the DBN approach
considerably improves the performance of the naive HOG-SVM detector (detailed results
are presented for the best optimization problem only).
The Kalman filter is formulated as a kinematic model of the “position” (distance to the
separation hyperplane) enriched with the speed, and a sampling rate ∆t . Equation (4.8)
shows the process and measurement model, where w k ∼ N (0, Q ) and vk ∼ N (0, r ).
There is not exact knowledge of the differential equation regulating the dynamic process,
thus it is not possible to precisely state the law that moves the decision back and forth
the decision boundary. Actually, it is not known if such differential equation exists
or can be solved in closed form. For this reason, we borrow from physics a constant
force model, which we think is a good starting point. This is equivalent to suppose
there is some constant (oscillating) force that keeps the features away from the decision
hyper-surface or make them cross it, with a constant acceleration a.

 
x k 
x˙k 




1 ∆t  x k−1 

=
+ w k , and zk
0 1  ẋ k−1 

 
x
= [1, 0]  k  + vk
x˙k 

(4.8)

More in detail, the first equation in (4.8) models an exact constant acceleration, where
a is the effect of a control input which generates exactly the time-dependent noise
term. On the other hand, employing a state augmented with the second derivative as
well, would allow small variations of a, accounted for in the noise term w k . In our
optimization framework, this is equivalent to parametrize each of the elements of Q.
In this case the genomes are given by instances of [Q 1,1 , Q 1,2 , Q 2,1 , Q 2,2 , r, th ], and the
elements of each crossover are selected randomly from one of the current parents. In the
second optimization case, we suppose instead that the acceleration is constant, and the
matrix Q is factorized isolating the sampling rate as in (4.9). In this case the genomes are
of the form [q, r , th ] and the crossovers are all the possible combinations of the current
parents. To keep control of the search space we bound the elements of Q as well as q
and r to move between 0 and 1000. The decision criteria th is bounded between −0.5
and 0.5. The number of iterations is set to 20. To evaluate the objective function for
each combination we merge the testing videos and calculate the overall accuracy under
the second strategy of Table 4.3. We point out that the second strategy is used because
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of computational advantages and to keep the training and tuning process independent
of the testing videos.
 ∆4t
Q = q ∗  ∆43
 t
2

∆3t 

2 

2
∆t 

(4.9)

From the tuning process of the two cases presented above we found that the best
accuracy is achieved for the genomes
[+1.15e −9 , +1.39e −7 , +8.72e −8 , +2.07e −5 , +60.78, −7.63e −2 ]
and
[+0.039, +32.54, −0.151]
for the general and factorized case respectively. The final number of frames misclassified
by each case are 3505 and 3391 over a total of 220610. As a comparison, the total of
misclassified frames using naive HOG-SVM is 18211. It is remarkable the fact that both
optimization scenarios reach a similar value in the objective function, validating the
use of the constant acceleration model to reduce the flickering in the decision. The
remaining of this section present more in detail the results achieved by the factorized
case over the testing videos. Figure 4.2 shows, in red line, the measurement zk and, in
blue line, the filtered state x k . The horizontal axis is the decision threshold. Taking
the value of 4, 5, 6 (-4, -5, -6) the figure shows the ground truth, the decision of the
HOG-SVM method and DBN, respectively. The HOG-SVM and the DBN take positive
values to classify a frame as containg the hands and negative otherwise. The noisy
movements of zk confirm the dependence of the measurement to little changes between
frames. As it is intended, the Kalman filter reduces the noise and preserve the trend of
zk .
It can be noted from the pointwise decisions of HOG-SVM (Dec. HOG-SVM) that it
is difficult to obtain continuous segments of the video with or without hands. This
effect is the consequence of the measurement noise changing frequently the sign of
zk . Once the noise is reduced using the DBN, the decisions stabilizes and continuous
segments appear. It is particularly remarkable the performance of the DBN in the Office
and the Bench sequences. However, because of the poor performance of the HOG-SVM,
the DBN misclassifies long segments in the Kitchen and the Coffee bar sequences. The
poor performance of the HOG-SVM in these sequences can be explained by the 3D
perspective created by the table, which creates lines in the same positions and directions
of those created by the hands.
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Figure 4.2: Performance of the DBN in each of the locations in the UNIGE-HANDS
dataset.

Table 4.4 summarizes the performance for each location of the dataset. In total the
DBN improves the number of true-positives by 5.6 percentage points, moving from
76.4% to 82.0%. The number of true-negatives is improved by 2.7 percentage points,
changing from 83.7% to 86.4%. The only performance which suffers a reduction is the
true-positives of the Kitchen. This reduction is explained by a long segment (Figure
4.2 between second 150 and 250) in which the measurements are switching between
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Table 4.4: Comparison of the performance of the HOG-SVM and the proposed DBN.
True positives

True negatives

HOG-SVM DBN HOG-SVM DBN
Office

0.893

0.965

0.929

0.952

Street

0.756

0.834

0.867

0.898

Bench

0.765

0.882

0.965

0.979

Kitchen

0.627

0.606

0.777

0.848

Coffee bar

0.817

0.874

0.653

0.660

Total

0.764

0.820

0.837

0.864

positive and negative values with no trend. An extra analysis of the corresponding
video validates the hypothesis of the 3D perspective created by the used table, and
points out an interesting research idea regarding the fusion of color and shape features
to deal with this kind of scenarios. A similar case is found in the last segment of the
Coffee Bar location, which despite showing an improvement of 0.7 percentage points
in the true-negatives, is one of the worst performing. In all the other scenarios the
improvement is remarkable. Particularly, the true-positives of the Bench location is the
one with the largest improvement (11.7 percentage points). The improvement in the
true-positives of the Office (7.2 percentage points) and the true-negatives of the Kitchen
(7.1 percentage points) are also noteworthy. Based on these improvements we validate
the Kitchen and Coffee Bar locations as the more challenging in the UNIGE-HANDS
dataset.

4.5. Conclusions and future research
This chapter presents the UNIGE-HANDS dataset for hand-detection and extends a stateof-the-art method proposed in [28] incorporating a dynamic perspective. The dataset
is recorded in 5 different locations and guarantees realistic conditions like, changes in
the illumination, occlusions and fast camera movements. Additionally, the dataset is
divided in training and testing videos to guarantee fair comparisons of coming methods.
To validate the consistence of the dataset with previous studies we evaluate the stateof-the-art method using cross validation, as suggested in [28,33], and using the testing
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videos of the dataset. Three conclusions arises from the results: i) The dataset is challenging enough, and the testing videos are a good approach to avoid the bias in the
cross validation results, ii) Little variations between frames highly affects the performance of the existing frame-by-frame hand-detectors, iii) The performances reported
validates the results of previous studies on which SVM-HOG is the best combination
for hand-detection.
The HOG-SVM frame by frame approach is extended using a Dynamic Bayesian Network
where the dynamic part is carried by a Kalman filter with a constant acceleration model.
The parameters of the KF, as well as the decision threshold, are tuned using a genetic
algorithms and the Nelder-Mead simplex algorithm. The DBN is evaluated in each of
the dataset locations and its performance is presented as the baseline to be used with
the UNIGE-HANDS dataset. We highlight the model selection as an interesting research
line that could lead to further improvements in the performance of the classifier.
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Hand Segmentation

5

It is probably the more explored problem in FPV. The main task is to delineate the
silhouette of the hands at a pixel level. The more promising results are reported in [143]
and [254] achieving F-scores around 90% under slightly stable illumination conditions.
The general idea behind these methods is to reduce the problem to a pixel binary
classification problem, and then construct the frame result as the composition of the
individual decision. As shown in the literature this pixel-by-pixel approach achieves
reliable results; However it has to deal with challenging aspects such as the illumination
changes and the significant number of operations required. For instance, the camera of
the Google glasses has a resolution of 720p and records 30 frames per second, implying
928.800 pixel classifications per frame and a total of 270864.000 per second of video.
Figure 5.1 shows the output of the pixel-by-pixel segmentation approach.
Regarding the illumination changes, this is partially alleviated by using depth sensors
or by combining multiple hand-segments, each of them trained to deal with particular
light conditions. The former is usually restricted by the use of bigger devices with extra
battery requirements; while the training data availability limits the latter[32]. About
This chapter is based on the published paper:
• Betancourt, A., Morerio, P., Marcenaro, L., Barakova, E., Rauterberg, M., & Regazzoni, C.
S. (2015). Left/Right Hand Segmentation in Egocentric Videos. Under Review In Computer
Vision and Image Undestanding
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(a) Asymmetry in the position
of the hands.

(b) Manipulating objects in the
borders of the frame.

(c) Hand-Segmentation with
hand-to-hand Occlusions.

Figure 5.1: Background/Foreground Segmentation.
the computational complexity, a promising strategy is to simplify the frames by using
SLIC superpixels [209]. On one side, the superpixel approach reduces the number of
classifications tasks per frame and includes the concept of an edge in the segmentation;
on the other side, it is necessary to run the SLIC algorithm frame by frame and the
classification errors are considerably larger.
This chapter introduces the hand-segmentation problem. Section 5.1 and 5.2 introduces
the single and multiple model approach respectively. Section 5.3 summarizes the postprocessing steps and finally Section 5.4 evaluate our approach and compares with the
state of the art.

5.1. Single-Model Hand-Segmenter
In the most basic form, it is possible to train a single hand-segmenter by using a set of
input frames and the ground truth masks with the pixels belonging to the hands. This
approach can be considered the evolution of the seminal work of Jones and Rehg 1999
[114], with some differences in the used colour space and the classification algorithm.
Recent works show that by using the Lab colour space is possible to alleviate the effect
of small illumination changes. Figure 5.2 illustrates the general procedure to build a
single hand-segmenter. In the first columns are the original frames, the training masks
and their matrix representation. In the second column the training and testing stage.
For illustrative purposes the training stage shows a decision tree; However, in practice,
this can be a different type of classifier.
The First-Person-Vision literature points to Random Forest (RF) as the most suitable
classifier for the hand-segmentation problem. They offer a fast classification, a reliable
skin detection and are less prone to overfitting. As shown in [143,32], under a proper
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Figure 5.2: Single-model hand-segmentation
training, the use of multiple random forests could provide a robust hand segmentations
even under changing light conditions.
On its general definition, a Random Forests is an ensemble method that fuses the result
of multiple Decision Trees, each of which is in turn on a subset of the training data
[102]. In this way, the main classification workload is carried out by its decision trees.
A Decision Tree, respectively, is an algorithmic strategy to divide the feature space in
such a way that the proposed division fit the output variable[160].
Without loosing generality lets assume a set of N observations, each of them containing
containing p features and a response: that is (x i , yi ) for i = 1, 2, . . . , N , with x i =
(x i1 , x i2 , . . . .x ip ). Lets define an arbitrary partition of the input space X p into M regions
as R 1 , R 2 , . . . , R M , and the response of the model in each region as the constant cm . In
this way, the goal of the decision tree is to find, by using the input data, an appropriate
partition and response constants to map the input space to the output space.
Given a space partition, the values of cm can be obtained by defining an error function
J (cm ) = J ( f (yi , x i , cm)|(x i , yi ) ∈ Rm ) and finding the constants that minimize it for
each region (9.6). Finding the best partition of the space is computationally expensive
for highly dimensional input spaces; However, it is possible to design recursive binary
partitions in an efficient way.
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ĉm = arg min J (cm )
cm

= arg min J ( f (yi , x i , cm )|(x i , yi ) ∈ Rm )
cm

∀m ∈ 1, . . . , M

(5.1)

∀m ∈ 1, . . . , M

(5.2)

Starting with all the inputs consider a splitting feature j and value s to divide the feature
space in two half-planes, namely R 1 and R 2 defined in (5.3). The best pair of (j, s) is the
one that minimize the overall error of R 1 and R 2 as shown in (5.4). The same splitting
procedure can be applied recursively on each half-plane until a stop criterion is reached.
Different stop criterion can be used to finish the procedure, such as the maximum tree
depth or the minimum error required to consider a valid partition. Other options include
the construction of large trees and then prune the unnecessary branches. The resulting
regions and the model responses are defined by the leafs of the tree and their model
responses respectively. The obtained tree can be applied to process new observations
by following the rules captured by the sequences of (j, s) and returning the constant
assigned to the final leaf.

R 1 (j, s) = {X |X j ≤ s}

and

R 2 (j, s) = {X |X j > s}

min j,s [J (ĉ 1 ) + J (ĉ 2 )] = min j,s [ J ( f (yi , x i , ĉ 1 )|(x i , yi ) ∈ R 1 (j, s)) +

(5.3)
(5.4)

J ( f (yi , x i , ĉ 2 )|(x i , yi ) ∈ R 2 (j, s))]
Once obtained the decision tree it can be represented by using 5 arrays: The decision
variables J , the splitting values S, the position of the left and right nodes L and R
respectively, and the response constants C. Each of these vectors has as many elements
as nodes in the trained decision tree. For a Random Forest, the arrays of all its Decision
Trees can be merged by keeping control of the position of the first node of each decision
tree. These positions can be stored in a sixth array F . Algorithm 5.1 shows the Random
Forest decision procedure. To initialize the procedure it is necesary to define the first
element of F as zero (F = [0]).
Existent hand-segmenters process each single pixel sequentially in the CPU of the
device. This approach highly restricts the number of pixels being process at every time
instance and creates long queues of pixels to be processed. Additionally, by analysing
Algorithm 5.1, it is clear that the traversing algorithm is the result of a sequential access
to the decision arrays (J , S, L, R) to compates the input features with (S) and return

HAND SEGMENTATION

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

Algorithm 5.1: Random forest decision algorithm.
procedure RandomForest(pixel)
binaryClass = 0
for i ∈ F do
node = F [i]
while L[node]! = −1 do
if pixel[J [node]] ≤ S[node] then
node = L[node] + F [i]
else
node = R[node] + F [i]
end if
end while
binaryClass+ = C[node]
end for
return binaryClass
end procedure

the average value (C). This description easily fits the single instruction multiple data
paradigm (SIMD) and point to promising speed improvements if processed by GPUs
[76]. This approach is evaluated in Chapter 9.

5.2. Multi-Model Binary Hand-Segmentation
At this level there is no difference between left and right hand. The objective is to
discriminate pixels of the frame with hand-like color. This level is based on a multimodel version of the pixel-by-pixel binary hand-segmenter proposed by [142]. Figure 5.3
summarizes the general idea of the multi-model approach. The grey blocks correspond
to the training while the white blocks to the testing.
The first column of the figure contains the manually labelled masks and their corresponding raw frames. The masks were extracted using the graph cut manual segmenter
provided by [142]. Let us denote N as the number of manual labels available in the
dataset, and n as the number of training pairs selected to build a multi-model binary
hand-segmenter. For each training pair i = 1 . . . n a trained binary random forest (RFi )
and its global feature (GFi ) are obtained and stored in a pool of illumination models
(second column of the figure). Each RFi is trained using as features the LAB values of
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Ψt = KRF(GFt| K)
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RF2t
S2t

Model Fusion

RFkt
Skt

Figure 5.3: Multi-model binary hand-segmenter

each pixel in the frame i and as class their corresponding values in the binary masks. As
global feature (GFi ) we use the flattened HSV histogram. The choice of the color spaces
is based on the results reported by [142] and [170]. Once the illumination models are
trained, a K-Closest-Neighbours structure, denoted as K RF , is estimated using as input
the global features GFi .
In the testing phase, the K RF is used as a recommender system which, given the global
features of a new frame, provides the indexes of the closest K illumination models (RF t ).
These models are subsequently used to obtain K possible segmentations (S t ), which
are finally fused to obtain the final binary hand-segmentation (HS t ). This procedure
is illustrated in the third column of Figure 5.3. Formally, lets denote the testing frame
as t and its HSV-histogram as GF t , the indexes of the closest K illumination models
ordered from closest to furthest based on the euclidean distance as equation (5.5), their
corresponding K random forest as equation (5.6), and their pixel-by-pixel segmentation
applied to t as equation (5.7).
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Ψt

= K RF (GF t |K )

(5.5)

=

{ψ 1t , . . . ,ψ Kt }

RF t

=

{RFψ1t , . . . , RFψ Kt }

(5.6)

St

=

{RFψ1t (t ), . . . , RFψ Kt (t )}

(5.7)

=

{S 1t , . . . , S Kt }

The binary hand-segmentation of the frame is the normalized weighted average of the
individual segmentations in S t , which is formally given by equation (5.8). Where λ is a
decaying weight factor, selected as 0.9 based on the results of [142]. The weights S t are
then set as {0.9, 0.92 , 0.93 · · · 0.9K } = {0.9, 0.81, 0.729 · · · 0.9K }. With this in mind the
hand-segmentation has 2 parameters to be defined, namely the number of illumination
models (n) and the number of closest random forest to average (K). These parameters
are defined in Section 5.4 following an exhaustive evaluation in the Kitchen dataset.

PK
HS t

=
=

j
t
j=1 λ · S j
PK j
j=1 λ
PK
j
t
j=1 0.9 · S j
PK
j
j=1 0.9

(5.8)

At this point, there is a set of hand-like segments, some of them matching the hands
of the user (true-positives) and some of them as the result of pixels in the image with
similar color to the user skin (false-positives). If a fixed camera location (e.g. head,
chest, shoulder) is known, then it is possible to define a set of post-processing rules to
remove some of the false-positives. The post-processing has 4 steps: i) Find the contours
(polygons) containing the hand-like pixels; ii) Remove those contours far of the left,
bottom or right margin; iii) Remove the contours smaller than 0.1 · w 2 , where w is the
width of the frame; iv) keep the largest 3 contours. We perform an extra filter after the
hand-identification step to keep only the best left and best right contour.
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5.3. Post-Processing
There are some intuitive decisions that can help to reduce the number of false positives
in the hand segmenter. The main idea behind these rules is to exploit the position of the
camera and the priori knowledge about the hands locations. As an example, if the user
is wearing the camera on his chest or head then it is expected that the hands will be
conected with the lower, left, or right border. In our experiments we apply the following
steps. The following image illustrates the postprocessing steps
• Blur the probability map to obtain a smoothed version and reduce the impact of
the sampling used by the hand-segmenter.
• Remove the contours that are far of the left, bottom and right border
• Remove small contours
• Keep the larger 3 contours of the valid contours
Sampled
Probabilities

Probability
Bluring

Thresholding

Border
Filtering

Area
Filtering

Largest
Contours

Figure 5.4: Example of the post-processing steps.

5.4. Evaluating The Hand-Segmenter
As presented in Figure 5.3 the proposed hand-segmenter is intended to alleviate the
illumination problems and as consequence improve the quality of the segmentation.
However, some important aspects of this approach must be defined first: i) How many
illumination models (n) must be considered ii) How many models (K) must be provided
by the KNN recommender component? iii) Which is the effect of these parameters to
the quality of the segmentation?.
In order to answer this question we design a computational experiment to tune n and K
and evaluate our multi-model approach with the state-of-the-art hand-segmentation
methods. For the experiment, we use the subject 1 of the kitchen dataset. We train a
multi-model hand segmenter using each video for training and the remaining ones for
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testing. As explained in Section 5.2 each illumination model is a random forest, which
introduces a random component to the hand-segmenter. To alleviate the randomness
in the evaluation, the training-testing is executed 5 times with different random seeds.
With this in mind, given (n) and (K), a total of 25 training and testing errors are obtained
(e.g. 5 per training video times 5 per random seed).
Figure 5.5 shows the average training (top plot) and testing (bottom plot) F 1 scores
while changing the number of illumination models (n). The colors of the lines refer
to the use of the K closest random forests. The image shows a quick improvement in
the performance when the number of illumination models increases. As reference, the
testing error changes from 75% to 92.8% when using 20 illumination models instead of a
single one. With this in mind we set, for the remaining part of this chapter, the number
of illumination models as 20.

Testing F1-score

Training F1-score
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Figure 5.5: Hand-segmenter F 1 when changing the number of illumination models (n)
and the number of closest models (K) of the KNN. The upper and lower plots are the
training and testing F 1 scores respectively.
Regarding the number of random forests K of the KNN, Figure 5.6 shows a transversal
cut of Figure 5.5 when 20 illumination models are used. In the horizontal axis is the
number of closest models (K) of the KNN, and in the vertical axis the F 1. The image
shows both, the training and testing F 1. From the figure is clear that the performance
starts increasing when averaging more models but stabilizes at K = 5. In total, the use
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Coffe

CofHoney

Hotdog

Tea

Paelate

Testing-F1

Training

Table 5.1: F1 Score when using different training videos.

Coffe

0.937 ±0.003

0.921 ±0.006

0.920 ±0.002

0.941 ±0.004

0.892 ±0.009

0.920 ±0.005

CofHoney

0.933 ±0.004

0.925 ±0.005

0.917 ±0.002

0.931 ±0.004

0.864 ±0.009

0.914 ±0.003

Hotdog

0.923 ±0.004

0.910 ±0.006

0.930 ±0.002

0.925 ±0.006

0.883 ±0.011

0.912 ±0.005

Tea

0.925 ±0.009

0.909 ±0.008

0.910 ±0.003

0.935 ±0.005

0.899 ±0.006

0.911 ±0.005

Pealate

0.918 ±0.008

0.906 ±0.009

0.902 ±0.011

0.922 ±0.008

0.904 ±0.005

0.913 ±0.007

of the 5 closest models increases in 2% the use of only the closest one. The remaining
part of our experiments use the five closest models in the KNN.
0.94
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Figure 5.6: Hand-segmenter F 1 score when changing K. For this image the number of
illumination models is defined as 20.
For what concerns the training video selection, Table 5.1 a detailed comparison when
training with different videos. The table shows the mean F 1 and its standard deviation.
The diagonal of the table is training F 1 while, and the remaining values are the testing
F 1 scores. In the final column is the overall testing F 1. The results allow us to conclude
that the choice of the testing video does not create a substantial effect on the overall
performance. The latter is true if the light conditions of the videos are similar. In

HAND SEGMENTATION
Table 5.2: Hand-Segmenter state of the art comparison.
Coffee

Tea

Peanut

1999 - Single pixel color [114]

0.83

0.80

0.73

2011 - stabilization + gPb + superpixel + CRF [84]

0.71

0.82

0.72

2013 - Li 1 × 1 window [143]

0.85

0.82

0.74

2013 - Li 9 × 9 window [143]

0.88

0.88

0.76

2014 - Shape Aware Forest (post-process) [254]

0.90

0.84

0.84

2016 - Ours (k=20, m=50)

0.88

0.87

0.77

2016 - Ours (k=20, m=50) + Hand-Id Post Process

0.94

0.94

0.88

the following part of the chapter, we use the “Coffee” video sequence as the training
sequence.
Finally, Table 5.2 compares the multi-model hand-segmenter with previous works.
Compared with a single pixel by pixel classifier of [143], our approach achieves improvements between 3 and 5 F 1 score points. After the post-processing, our method achieves
a total F 1 improvement of 9, 12 and 14 F 1 points on the Coffee, Tea and Peanut video
sequences respectively. In comparison to the shape aware hand-segmenter proposed by
[254], our implementation performs better in all the video sequences. In particular, the
“Tea” video sequence is improved by 10 F 1 points.

5.5. Conclusions
This chapter introduces the concept of hand-segmentation, presenting a single-model
and a multi-model approach. The result section shows that using multiple handsegmenter it is possible to obtain a reliable hand-segmentation even in presence of
slightly changing light conditions.
The proposed method has been exhaustively evaluated in a challenging dataset and
shows that by using an illumination pool of 20 models and fusing the best 5 models
it is possible to improve the state of the art by approximately 10 F1-score points. The
proposed hand-segmenter relies on multiple Random Forest, which makes it a perfect
candidate to be exploited under a GPU perspective.
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Left/Right Identification

6

Current FPV hand-based literature consistently approach inference over hands as
a simple background/foreground segmentation problem, where hand-like pixels are
defined as the foreground while the remaining pixels define the background [142,84].
On the one side, this approach provides a broad range of algorithmic approaches and
evaluation criteria based on machine learning and computer vision; on the other side, it
oversimplifies the biological perspective, ignoring hand-dominance and limiting the
capabilities of wearable cameras to understand hand interactions and asymmetric upper
limb motor skills. Figure 9.1 shows the difference between the traditional binary handsegmentation and a left/right(L/R) hand-segmenter as proposed in this work. The second
row shows an example on which both hands interact closely and create a hand-to-hand
occlusion. The binary hand-segmenter understands hand-to-hand occlusions as single
hand-like segment while the L/R hand-segmenter can detect and split these cases.
Concerning hand-identification, some authors have suggested a strong relation between
hand identity and the positions of hand-like segments [197]. Intuitively, segments
located on the left, or right side of the frame belong to the left or right hand respectively.
This chapter is based on the published paper:
• Betancourt, A., Morerio, P., Marcenaro, L., Barakova, E., Rauterberg, M., & Regazzoni, C.
S. (2015). Left/Right Hand Segmentation in Egocentric Videos. Under Review In Computer
Vision and Image Understanding.
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Hand-Segmentation
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Figure 6.1: The difference between hand-segmentation and hand-identification

Figure 6.2 shows some examples of frames where this approach does not work. In
summary, the location-based strategy performs well if the symmetry between the hands
is almost perfect and there are no hand-hand-occlusions.
From our experience, the capability of wearable cameras to differentiate both hands is
critical, particularly when it comes to understand bi-manual tasks [223,233], for example
in medical rehabilitation of upper-limb stroke [230] and cerebral palsy [214]. Another
field that can benefit from this independent understanding is neuroscience, where
hand-dominance is commonly associated with several neurological factors [96]. For
example, the authors of [125,57] found significant differences in the hand-dominance
level of children with Autism Spectrum Disorder (ASD). A wearable camera that is
able to differentiate between left and right hand is not only in line with biological and
neurosciences perspectives, but it also opens the doors to understanding the hands as
two interacting entities, centrally coordinated to achieve a particular goal.
To the best of our knowledge, this is the first work exploring in detail a L/R handsegmentation, considering realistic scenarios with hand-to-hand occlusions and asymmetric hand positions. The contribution of this chapter is three-fold: i) It proposes a
theoretical hand-identification model based on Maxwell distributions to decide whether
a hand-like segment corresponds to a left or a right hand ii) It faces the hand-to-hand oc-

LEFT/RIGHT IDENTIFICATION

(a) Asymmetry in the position
of the hands.

(b) Manipulating objects in the
borders of the frame.

(c) Hand-Segmentation with
Occlusion problem.

Figure 6.2: Hand-Segmentation examples.
clusions problem by exploiting temporal superpixels under a dynamic procedure. iii) It
significantly improves a state-of-the-art binary hand-segmenter by using a multi-model
classification strategy and assuming that at most one left and one right hand appear in
front of the user. The last assumption is valid, especially in the aforementioned medical
applications, where no human-to-human interaction is required [230].

6.1. Left/Right Identification Model
Given the not occluded, or split, hand-segments, the next step is to decide if they are left
or right hands. As explained before using only the horizontal position of the hands in
the frame is not always reliable. We hypothesize that extending the horizontal position
with the hand orientation is possible to face the difficult cases. To confirm this, we
perform an exhaustive analysis of the kitchen hand-masks extended with labels about
the hand-identity. These masks are subsequently used to define a probabilistic L/R
hand-identification model based on the best-fitting ellipses (Section 6.1.1). The ellipses
are fitted with the algorithm proposed by [86]. Finally, the proposed model is used
in likelihood ratio test exploiting the fact that a user has at most one left/right hand
(Section 6.1.2).

6.1.1. Building the L/R hand-identification model
A quick analysis of First-Person videos of daily activities easily points to the angle of the
hands with respect to the lower frame border (θ ), and the normalized horizontal distance
to the left border (x) as two discriminative variables to build our L/R hand-identification
model. Figure 6.3 illustrates these variables. For the remaining part of this section x is
the normalized value of d x with respect to the frame width w.
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Figure 6.3: Input variables for the L/R hand-identification model.
The upper half of Figure 6.4 shows the observed empirical distribution of the x and θ
for the left and the right hands of the kitchen dataset extended masks. In the horizontal
axis is the relative distance to the left border (x), for the left hand-like segments, and the
relative distance to the right border (1−x), for the right hand-like segments. The angular
dimension is the anti-clockwise angle with respect to the horizontal border of the frame
(θ ). Interestingly there is a small asymmetry between the left and right distributions,
meaning that one of the two hands is used for a wider variety of movements than
the other. We point this as an interesting finding that could lead to further device
personalization depending on the dominant hand of the user, or to analyze the hand
usage in daily activities.
Based on the empirical distributions, we propose a mathematical formulation to match
as similar as possible the observed distribution. Interestingly we found two independent
Maxwell distributions can easily fit the empirical distributions. The reasons behind
the choice of the Maxwell distribution are two: i) It is positive defined ii) It allows to
include an asymmetry factor in our formulation.
The mathematical formulation for the left hand (pl ) and the right hand (pr ) is given
by equation (6.1) and (6.2) respectively, where px is the Maxwell distribution with
parameters Θ = [d, a]. In general d controls the displacement of the distribution (with
respect to the origin) and a controls its amplitude.

pl (x, θ |Θlx , Θlθ )

= p(x |Θlx )p(θ |Θlθ )

pr (x, θ |Θrx , Θθr )

− x |Θrx )p(π

p(x |Θ) = p(x |d, a)

= p(1
r
2 (x + d ) 2 −
=
e
π
a3

(6.1)
− θ |Θθr )
(x + d ) 2

(6.2)

2a 2

(6.3)
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Figure 6.4: Empirical (Top) and theoretical (Bottom) hand distribution function given
the distance to relative distance to the sides of the image. For the left(right) the relative
distance to the left(right) side is used.
In total our formulation contains 8 parameters summarized in equation (6.4). As notation,
the subindex of Θ refers to the left (l) or right (r ) parameters, and the super-index refer
to the horizontal distance (x) or the anti-clockwise angle (θ ). The parameters of the
model are selected by fitting the empirical distribution and the final values are given by
equation (6.5). The second row of Figure 6.4 shows the theoretical distribution.
 x
Θl
Θrx


Θlθ 

Θθr 

=
=

 x
x
θ
θ
dl al dl al 
drx arx drθ aθr 


0.03 0.22 0.1 0.25
0.00 0.22 0.1 0.25

(6.4)
(6.5)
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6.1.2. Using the L/R hand-identification models
To compare the goodness of fit of the L/R hand-identification models given by equation
(6.1) and (6.2) we perform a Likelihood ratio test on the post-processed hand-like
segments. The Likelihood ratio test is given by equation (6.6).

Λ(x, θ ) =

Ll (Θlx , Θlθ |x, θ )
Lr (Θrx , Θθr |x, θ )

=

pl (x, θ |Θlx , Θlθ )
pr (x, θ |Θrx , Θθr )

,

(6.6)

Relying only on the likelihood ratio, could lead to cases where two hand-like segments
are assigned the same label (left or right). To avoid this cases, and given that a frame
cannot have two left nor two right hands, we follow a competitive rule in the following
way. Lets assume two hands-like segments in the frame described by z 1 = (x 1 , θ 1 ) and
z 2 = (x 2 , θ 2 ) as explained in Figure 6.3, and their respective likelihood ratios given by
Λ(x 1 , θ 1 ) and Λ(x 2 , θ 2 ). The competitive ids are assigned by equation (6.7).

idz1 , idz2

=



Λ(x 1 , θ 1 ) > Λ(x 2 , θ 2 ) → idz1








idz2












Λ(x 1 , θ 1 ) ≤ Λ(x 2 , θ 2 ) → idz1






idz2


=l
=r
(6.7)
=r
=l

6.1.3. Hand-to-hand Occlusions
The proposed L/R hand-identification model assumes that the hand-like segments are
not occluded or have been split before. If hand-to-hand occlusions were ignored the
L/R hand-identification model would process a larger hand-like segment and would
assign it completely as left or right. Additionally non-splitting the occlusions would
make the tracking of the hands considerably more complex due to frequent flickering
in the hand-identification. To avoid these cases we perform an occlusion detection step
(Section 6.1.3) followed by a segmentation split (Section 6.1.3). Figure 6.5 shows some
examples of occlusion (first column) and the split (second column). The third column
shows the result of the L/R hand-segmentation if occlusions are properly handled.

LEFT/RIGHT IDENTIFICATION
Hand-to-hand
Occlusions

Occlusion
Split

L/R
hand-Segmentation

Figure 6.5: Examples of Hand-to-hand occlusion split.

Hand-to-hand Occlusion Detection

The main goal of this step is to decide whether or not the hand-like segments of a
particular frame are the result of hand-to-hand occlusion. Given a small sampling rate,
it is possible to assume that a hand-to-hand occlusion requires the presence of both
hands in the previous. Let’s define then, the previously L/R hand-segments, as Lt −1 and
R t −1 respectively, and HSit as the largest binary hand-segment of the current frame. Two
important assumptions: i) There are no hand-to-hand occlusions in the first frame of
the video segments containing both hands, ii) The detection and split reliability is high.
The first assumption is particularly true for videos recording realistic hand interactions
like the kitchen dataset. The second assumption is evaluated in Section 6.2.1 and 6.2.2.
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In case of occlusion, and given a small sampling rate, HSit must intersect simultaneously
with Lt −1 and R t −1 . If this happens we could assume that the current position of the
hands are close enough, or connected by noisy pixels, to be considered a hand-to-hand
occlusion. Algorithm 6.2 formally defines the hand-to-hand occlusion detection. For
the sake of the compactness of notation, we use a bar over segments to refer to their
area (e.g. S¯t −1 refers to the area of segment S t −1 ). As can be seen in the pseudocode
HSit is defined as hand-to-hand occlusion if the area of its intersection with Lt −1 and
R t −1 is between 80% and 120% of the total area of the L/R hand-segments.
Algorithm 6.2: Hand-to-hand occlusion detection.
1: procedure IsOcclusion(H S it , L t −1, R t −1 )
2:
if L t −1 , ∅ AND R t −1 , ∅ then
3:
S t −1 ← L t −1 ∪ R t −1
4:
I ← H S it ∩ S t −1
5:
if 0.8 · S¯t −1 ≤ I¯ ≤ 1.2 · S¯t −1 then
6:
Occlusion ← T r ue
7:
else
8:
Occlusion ← F al se
9:
end if
10:
else
11:
Occlusion ← F al se
12:
end if
13: return Occlusion
14: end procedure

Occlusion splitting
In the case of occlusion, the next step is to split the occluded segment into two parts
using its inner edges and the previous L/R hand-segments. Following the notation
of Section 6.1.3, let’s define Φt = {ϕ 0t , ϕ 1t , . . . , ϕ kt } as a superpixel representation of
the frame t. Pseudocode 6.3 summarizes the steps to hand-to-hand occlusions split.
Our approach initially relies on the intersection with the previous L/R segments and
subsequently, if necessary, in the superpixels of the previous frame.
Intuitively, the intersection of current hand-segments with the previous L/R segments
provides reliable decisions for small sampling rates. However, due to the fast camera
and hand moves, not all the pixels inside the occluded hand-segment can be solved in
this way. For these pixels, we rely on the closest previous superpixels. The higher the
sampling rate the more relevant the superpixel criteria.
In practice, we use the original SLIC algorithm as the superpixel method with the metric
defined by (6.8). The same metric is used to find the closest previous superpixel in

LEFT/RIGHT IDENTIFICATION
Algorithm 6.3: Splitting occluded hand segments.
1: procedure SplitOcclusion(BiдH and Blob, L t −1, R t −1, Φt −1, Φt )
2:
seдment 1 ← ∅
3:
seдment 2 ← ∅
4:
for ϕit ∈ {Φt | ϕit ∈ BiдH and Blob } do
5:
if cent r oid (ϕit ) ∈ L t −1 then
6:
seдment 1 ← seдment 1 ∪ ϕit
7:
else if cent r oid (σit ) ∈ R t −1 then
8:
seдment 2 ← seдment 2 ∪ ϕit
9:
else
10:
tmp ← {ϕ ∈ Φt −1 | cent r oid (ϕi ) ∈ {L t −1 ∪ R t −1 } }
11:
closest ϕ ← arg minϕ ∈t mp kϕ − ϕit k 2
12:
if cent r oid (closest ϕ ) ∈ L t −1 then
13:
seдment 1 ← seдment 1 ∪ ϕit
14:
else
15:
seдment 2 ← seдment 2 ∪ ϕit
16:
end if
17:
end if
18:
end for
19: return seдment 1, seдment 2
20: end procedure

algorithm 6.3, where kϕ i − ϕ j kc2 is the color metric given by equation (6.9), kϕ i − ϕ j ks2 is
the space metric given by equation (6.10), and m2 is the spatial weight. Our experimental
results use LAB as color space for two reasons: i) It has been pointed out as the best
performed feature for hand-segmentation in First-Person videos ii) it is the feature used
in the original SLIC algorithm. 1

kϕ i − ϕ j k 2
kϕ i − ϕ j kc
kϕ i − ϕ j ks

=

kϕ i − ϕ j kc2 + m 2 kϕ i − ϕ j ks2
q
=
(li − l j ) 2 + (ai − a j ) 2 + (bi − b j ) 2
q
=
(x i − x j ) 2 + (yi − y j ) 2

(6.8)
(6.9)
(6.10)

6.2. Results
This section evaluates our approach in two steps. Section 6.2.1 uses the Kitchen manual
masks as a perfect hand-segmenter to assess the L/R hand-identification models and the
occlusion detector. In Section 6.2.2 the multi-model hand-segmenter is tuned, evaluated,
and used for a realistic evaluation of the overall system.
1 See

[6] for a detailed comparsion of different color spaces and their discriminative power.

89

90

CHAPTER 6

6.2.1. Assuming a perfect hand-segmenter
In this section, we use the extended L/R manual masks of the kitchen dataset as a perfect
hand-segmenter. Each hand-segment is endowed with its best fitting ellipse and used
as input for the L/R hand-identity model presented in Chapter 7. Table 6.1 shows the
results of the L/R identification without and with likelihood ratio competition.
Table 6.1: Left and right hand identification at contour level
No-competition

With competition

Left

Right

Left

Right

Left

0.994

0.006

0.997

0.003

Right

0.012

0.988

0.000

1.000

The comparison without likelihood ratio, left side of the table, refers to the handidentification based only on the best model. However, it is intuitive to assume that in
presence of two relevant hand-like segments, they cannot be both left or right. This
restriction is included using the extension to the likelihood ratio test as introduced
in Section 6.1.2, and presented in the right half of the table. This scheme allow us to
identify almost perfectly all the masks in the dataset (i.e. 99.7% of the left hands and
100% of the right hands).
Additionally, the extended masks provide evaluation cases for the occlusion detector
and the splitting method. For this purpose we manually select the original masks with
hand-to-hand occlusions and check if the occlusion is properly detected by our approach.
In total, the 5 testing videos contain 51 masks with evident hand occlusion, from which
the algorithm 6.2 properly identifies 98%.

6.2.2. Without perfect segmentation
The assumption of a perfect hand-segmenter is not a realistic. Furthermore, hand
segmentation is considered one of the most challenging objectives of FPV video analysis.
To perform a more realistic evaluation of our approach we initially tune and evaluate
the proposed LAB based multi-model hand-segmenter (Chapter 5). Subsequently, in
Section 6.2.2 the occlusion detector is assessed to conclude with an overall evaluation
of the system including each of its components.
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Occlusions and overall performance

As shown in Section 6.2.1 if a perfect segmentation is assumed, then the occlusion
detector identifies the 99% of occlusions. When using the hand-segmenter the silhouette of the hands will be affected by the false-positives and false-negatives, and, as a
consequence, some extra frames could be detected as hand-to-hand occlusions (i.e. two
noise hand-like segments close enough to be considered one). This is not a problem,
since the algorithm will split the segments as a real occlusions and only some extra
computational time is compromised.
To evaluate the hand-to-hand occlusion split we use the extended L/R masks as ground
truth to perform 3 class pixel-by-pixel classification analysis (i.e. background, left hand,
right hand). First, in seek of a better evaluation of the split procedure we use only
the frames detected as occluded. Table 6.2 shows the confusion matrix of the 3 class
pixel-by-pixel segmentation for all the frames detected as occlusion. The table concludes
that, in the case of occlusion, the split leads to a proper classification of 93.4% and 91.4%
of the left-hand and right-hand pixels respectively. It is important to note, as shown
previously, that the main cause of the misclassified left/right pixels is not the split
procedure, but the noise in the hand-segmenter.
Table 6.2: Evaluation of hand segmentation when split is required
Background

Left

Right

Background

0.984

0.007

0.009

Left

0.058

0.934

0.009

Right

0.080

0.006

0.914

To conclude, Table 6.3 shows the benefit of the occlusion detection and the split to the
overall hand-identification. The first vertical group ignores the occlusion problem, while
the second is is obtained using our approach. Both confusion matrices are identical
in the Background performance since the hand-segmenter is the same for the two
experiments. The L/R hand-segmentation gains almost ten percentage points when
occlusions are considered. Eventually, Table 6.4 provides the detailed results for each
testing video.
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Table 6.3: Confusion matrices with and without occlusion disambiguation.
Without split

With split

Background

Left

Right

Background

Left

Right

Background

0.992

0.004

0.004

0.992

0.004

0.004

Left

0.073

0.821

0.106

0.073

0.923

0.004

Right

0.096

0.066

0.838

0.096

0.001

0.903

Table 6.4: Detailed segmentation results for each video. The "Coffe" sequence is used for
training. The confusion matrix for each testing video and the overall result are provided
at a pixel level. The results include occlusion detection, segmentation disambiguation
(split) and id-competition.

Right

BG

Left

Right

BG

Left

Right

BG

Left

Right

Total

Left

Pealette

BG

Tea

Right

Hotdog

Left

CofHoney
BG

92

BG

0.990

0.003

0.007

0.989

0.005

0.006

0.996

0.002

0.002

0.991

0.006

0.003

0.992

0.004

0.004

Left

0.064

0.932

0.004

0.040

0.958

0.002

0.056

0.943

0.001

0.120

0.871

0.009

0.073

0.923

0.004

Right

0.092

0.002

0.906

0.136

0.001

0.864

0.082

0.000

0.918

0.112

0.002

0.886

0.096

0.001

0.903

6.3. Conclusions
This work presents a hierarchical strategy to segment and identify the left and right
hands of the user on First-Person videos. The proposed method provides valuable
information about the hand-usage and opens the door to use wearable cameras in
applications involving bi-manual tasks, for example for driving applications or medical
therapy for upper limb mobility problems.
The first level of the proposed structure is a multi-model strategy that delineates the
hand-like pixels on each First-Person-Vision frame. Experimental results show that
our multi-model implementation, jointly with the hand-identification post-processing,
achieves F 1 scores of 0.92, which constitutes a significant improvement to the shapeaware classifier proposed in [254].
The second level of the structure, executed if required, is the hand-to-hand occlusion
identification and disambiguation. The experimental section shows the importance
of this step to understand the hands of the user as two cooperative entities working

LEFT/RIGHT IDENTIFICATION
jointly to accomplish a particular task. The results indicate that, by handling hand-tohand occlusions, it is possible to obtain improvements of 10 percentage points in L/R
hand-segmentation.
Finally, the hand-identification level, relies on a Maxwell function of angle and horizontal
position, to decide whether a hand-like segment is left or right. The experimental results
show that the proposed L/R identification model identifies with 99% certainty whether
a hand segment is left or right. We highlight this as a considerable improvement to the
state-of-the-art methods, on which a SVM is used to understand the state of the hands
as: i) only left, ii) only right, iii) both hands.
As future research, we highlight the use of the identified hands as cooperative entities to
understand how the user is performing a particular task. The results obtained with the
method can be used as the measurement model in the framework of interacting models
to get reliable hands trajectories. These trajectories could lead to a proper understanding
of the user movements, which constitutes a starting point to use wearable cameras in
medical therapy.
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Hand-Tracking

7

Previous chapters introduced the hand-detection, hand-segmentation, and the handidentification level. The experimental results show the benefit of combining multiple
segmenters and infer, at a frame level, the pixels belonging to the left or the right hand.
The proposed hand-segmenter is developed on a frame level and does not exploit the
dynamic properties ruling the hand’s motion.
In particular, the experimental results of the segmentation and identification processing
level show that in addition to the true left and right-hand segments, it also common to
obtain false segments, which could complicate the tracking level leading to unreliable
trajectories. This problem is partially alleviated in the post-processing step by keeping
only hand-like segments covering the largest area; However, segments located close to
the borders are difficult to filter. Figure 7.1 illustrates three cases on which the proposed
pixel-by-pixel hand-segmenter will lead to unreliable trajectories.
The current Chapter proposes a method to exploit the temporal characteristics of the
segmented pixels to alleviate the miss detection issue, infer additional variables of the
hand motion (i.e. positions, speed), and extract continuous tracks of the left and right
hand. The proposed method is motivated by the dynamic properties of hand movements
when captured by a wearable camera. The proposed approach cleans the left/right
decisions and preserves only the segments with the higher cumulative likelihood.
Figure 7.2 summarizes the proposed method. The bottom of the figure shows the
raw frames, followed by the hand-segmenter proposed in Chapter 5. Each of the segmented contours is then fitted with an ellipse and used as the measurements (Z ) of
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(a) Noisy left hand segment.

(b) Left and right true segments and noisy left segment.

(c) Left and right true segments and noisy right segment.

Figure 7.1: Examples of true and false segmentation results.
a multi-tracking system. With this in mind, each frame t is used to obtain k elliptic
measurements, each of which is used to update an existent tracker, if they are probabilistically associated (close to the prediction), or to initialize a new tracker, otherwise. The
proposed method keeps track of the already observed trackers/clutters and initialize
new trackers if required.
In the following levels of the model are the states (X ) and the maxwell identification
parameters (θ ) generating X . There are three essential aspects to keep in mind of
the proposed structure: i) It requires an assignation mechanism to decide whether a
particular observation belongs to an existent tracker or not. Our approach uses a Joint
Probabilistic Data Association (JPDA) procedure for this purpose [88]. ii) Due to the
post-processing step of Chapter 5 the number of trackers does not grow unreasonably,
and the complexity of the system is preserved. iii) Each frame could have multiple left
or right trackers; However, the final left/right or clutter decision is taken by using a
cumulative version of the Maxwell Identification model as proposed in Chapter .
To the best of our knowledge, this is the first work to address the hand-tracking problem
in First-Person videos. The proposed approach exploits the dynamic properties and
temporal properties of hand movements and makes it possible to obtain an extended
state of the hands including the position and the speed. The proposed method opens the
doors to a deeper understanding of manual tasks when recorded by wearable cameras.
The obtained states are in line with the concepts introduced in Chapter 2 and constitute
an important step to understanding the dynamic models of the hands.
The remaining part of this Chapter is organised as follows. Section 7.1 introduces
Bayesian notation of the proposed approach, including JPDA, the Dynamic Model, and
the Hand-Identification Method. Section 7.2 presents experimental results and visualise
the obtained trajectories of the GTEA-kitchen dataset. Finally, section 7.4 provides some
conclusions and future research.

HAND-TRACKING

Figure 7.2: Hand-Tracking graphic representation. In the bottom of the figure are located the raw frames, followed by the hand-segmentation and the elliptic representation
of the hands. The upper part of the model contains the dynamic system with multiple
trackers. The elliptic state and the dynamic level are coupled by a Joint Probabilistic
Association method 7.1. The direction of the arrows is selected by following the graphic
notation of a Dynamic Filter with state X , measurements Z and parameters θ .

7.1. The Joint Probabilistic Data Association Filter

Without losing generality let’s denote the state of a system as the multidimensional
vector x k , the measurement vector as zk , and define the dynamic and measurement
model as (7.1) and (7.2), respectively. In this notation w k and vk are white noise vectors
with covariance matrix Q and R. The matrices F , G, H , Q and R are assumed known.
In general, the dynamic model maps a state from a period k to a period k + 1, and the
measurement model moves a vector from the state space to the measurement space. This
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formulation constitutes a linear system; However, It could be extended to non-linear
cases as the literature suggest [64].

x k = F · x k −1 + G · w k

(7.1)
Dynamic Model

zk = H · x k + vk

(7.2)
Measurement Model

By following the Kalman filter algorithm is possible to decompose the procedure in a
prediction and update step. The goal of the prediction step is to move the current state
(x̂ k−1|k −1 ) and its uncertainty (Pk −1|k −1 ) one step in time, by following equation (7.3)
and (7.4), respectively. The predicted state and covariance are temporal estimations an
instant before the new measurement arrives.

x̂ k |k−1 = F · x̂ k −1|k −1

(7.3)
Predicted Step

Pk |k−1 = F · Pk −1|k −1 · F T + G · Q · GT

(7.4)
Predicted Uncertainty

Once the new measurement (zk ) is available, the state estimation is refined (updated)
by following equations (7.5) to (7.9), where yk is the innovation of the system, Sk is
the covariance of the innovation, Kk is the Kalman gain, and x̂ k |k , Pk |k are the updated
state and its covariance. Equation (7.5) uses ẑk |k−1 to denote the predicted measurement,
which is the predicted state x̂ k |k−1 mapped to the measurement space by using equation
(7.2).

HAND-TRACKING

ỹk = zk − ẑk |k−1 = zk − H · x̂ k |k −1

(7.5)
Innovation

Sk = H · Pk |k −1 · H T + R

(7.6)
Innovation Covariance

Kk = Pk |k−1 · H T · Sk−1

(7.7)
Kalman Gain

x̂ k |k = x̂ k |k−1 + Kk · ỹk

(7.8)
Updated State

Pk |k = (I − Kk · H ) · Pk |k −1

(7.9)
Updated Uncertainty

One Tracker - Multiple Measurements: On its basic formulation the innovation
vector ỹk assumes that it is possible to assign a particular measurement zk to the
tracker on the updated state. This assumption is particularly true when the system only
considers one tracker and one measurement per time instance; However, as described
before this is not the case of the hand-tracking module, thus equation (7.5) must be
redefined to allow a Probabilistic Data Association (PDA) of m measurements denoted as
Z k = {zk1 , . . . , zm
}, which in turn, and given the predicted measurement of the tracker,
k
generates a set of m innovations defined by equation (7.10). In this notation multiple
measurements and just one tracker is considered. Lets denote the PDA weights related to
each measurement as β = [β 0 , β 1 , · · · , βm ], where β j is the probability of measurement
j being generated by the tracker under study, and β 0 the probability of no-detection.
Equation (7.5) can be reformulated as a weighted sum of the innovation vectors (7.10)
as stated in equation (7.11). Once redefined the innovation the updated state becomes
(7.12), where Pk is defined by (7.13) and penalizes the covariance due to the presence of
incorrect measurements [17]. Hereinafter, the notation shows the time step k only if is
required.

99

100

CHAPTER 7

ỹ j = z j − ẑk |k −1

for j = 1 . . . m

(7.10)

Innovation of measurment j

ỹ =

m
X

β j · ỹ j

j=1

Pk |k = Pk |k−1 − (1 − β 0 ) · K · Sk · K T + Pk

(7.11)
Combined Innovation
(7.12)
Updated Uncertainty

X

m
Pk = K  β j ỹ j ỹ j0 − ỹỹ 0 K T
 i=1


(7.13)
Incorrect Measurements Correction

Summarizing, the goal of the PDA is to obtain the predicted measurement (ẑk |k−1 ) by
using (7.3) and (7.2). Then create a M dimensional ellipsoid (Validation Gate) centered
in ẑk |k −1 , with a volume defined by taking into account the Innovation Covariance Sk .
The ellipsoid is defined by {z : z 0Sk−1z < д2 } where д is the decision threshold [116].
With this in mind, and following [88], is possible to define the PDA weights (β j ) as
equation (7.14) with b defined as (7.15), where P D is the probability of detecting the
correct measurement; PG is the probability that the correct measurement, if detected,
lies in the M dimensional ellipsoid; C is the expected number of false measurements
per unit volume; V = C M G M |S | 1/2 is the elliptic volume; M is the dimension of the
measurement space and C M is the volume of a M−dimensional unit sphere. To obtain
the PDA weights is assumed that all the other measurements are Poission Distributed
with parameter (CV ).
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b=

−ỹ j ·S −1 ·ỹ j
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−ỹ 0j ·S −1 ·ỹ j
P
2
b+ m
i =1 e

e
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b+
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i =1 e

−ỹ 0j ·S −1 ·ỹ j
2

for j = 1 . . . m
(7.14)
for j = 0

(2π ) M /2 ( C CVG M )(1 − P D PG )
M

PD

PDA weights

(7.15)

Multiple Trackers - Multiple Measurements: When multiple trackers and measurements are available in the same time instant, the PDA procedure can be used for
each tracker. However, when the trackers are close, the Poisson assumption that rules
the spatial distribution of the false measurements becomes unrealistic, the M dimensional ellipses of the overlap and the system is prone to lose the track or switch the
measurement-tracker assignations. This issue is intuitively explained by the PDA formulation, because when multiple trackers are located in the same measurement region,
the false-measurements of a tracker could be wrongly assigned to the second tracker
and result in problematic switch of targets.

This problem is alleviated by the JPDA filter by considering all the measurements
and tracking predictions in the system simultaneously. Given a set of trackers Tk =
{Tk1 · · · , t, · · · ,TkT } and a set of measurements Z k = {zk1 · · · , j, · · · zm
}, the JPDA weights
k
are obtained by considering all the predicted measurements and their uncertainties
denoted as Ẑ k |k−1 = {ẑk1 |k −1 , · · · , ẑkt |k−1 , · · · , ẑTk |k−1 } and S = {S 1 , · · · , S t , · · · ST } respect ],
tively. The JPDA weights for a particular tracker t are denoted as β t = [β 0t , · · · , β jt , · · · βm
and the innovation carried by the measurement j to a racker t is defined as (7.16). The
combined innovation of t is defined by (7.17). For the remaining steps the equations of
the PDA can be applied directly.
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ỹ tj = z tj − ẑkt |k −1

ỹ t =

m
X
j=1

βtj · ỹtj

for j = 1 . . . m

(7.16)
JPDA Innovations

(7.17)
JPDA Combined Innovation

With this in mind, let’s define χ jt as the event that the measurement j originates from
the tracker t, and a joint event χ as a full assignation. The feasible events are those on
which a tracker generates just one measurement, and one measurement is generated
only by one tracker. Let’s define the measurement associator and target detection
indicator as (7.18) and (7.19), to indicate if a measurement j and tracker t are assigned
in a particular joint event χ .


 1 if χ jt ≥ 0 for any tracker t
τ j (χ ) = 
(7.18)
 0 Otherwise
Measurement Associator Indicator


 1 if χ jt ≥ 0 for any measurement j
δ t (χ ) = 
(7.19)
 0 Otherwise
Target Detection Indicator


Let’s denote Ω as the binary validation matrix, on which each element is defined by
equation (7.20), Ω̃ as the set of all the feasible events restricted by Ω, and Ω̃(χ ) as
the binary representation of a particular event χ . It is noteworthy that the number
of feasible events grows quickly with the number of trackers and the number of observations. Figure 7.3 illustrates the validation matrix and the construction of Ω̃ for a
two-dimensional measurement space with 3 trackers and 6 measurements.



1 if t = 0




Ω jt = =  1 if j lies inside the ellipsoid of t


 0 Otherwise


(7.20)
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ẑ3

z6

z1

ẑ2
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Figure 7.3: Illustrative example of the role of the validation gates, the role of Ω and
the meaning of the Joint Event Set ( Ω̂). The left part illustrates the validation ellipsoids
of three trackers. The dots in blue are the predicted measurements and the points in
red are the real measurements. The right half of the figure illustrates the procedure to
construct the N feasible events (Ω̂). The value of N depends on of the number of trackers,
measurements, and the confidence of the tracker captured by the validation ellipsoid. In
the right half the black lines withing the ellipsoids represent the measurement-tracker
assignation, the grey dots are the non-assigned measurements and the black dots are
non-observed states.

As shown by [88], the JPDA the association weights can be defined as (7.21); where
P (χ |Z k ) is the joint probability of the event χ conditioned to the measurements until
time k (equation 7.22), where ϕ is the number of false measurements (assumed Poisson
distributed with parameter CV ). For extra details of the JPDA formulation see [88].
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β jt

P


P (χ |Z k ) Ω̃ jt (χ )

=  χ Pm t
 1 − j=1 β j

for j = 1, . . . , m and t = 1, . . . ,T
for j = 0 and t = 1, . . . ,T

(7.21)

−ỹ 0 ·S −1 ·ỹ

j
j k
Y
Y
2
e
Cϕ Y
t
k
P
(1 − P Dt )
P (χ |Z ) =
D
c j:τ =1 (2π ) M /2 |S jt | 1/2
t :δ =1
t :δ =0
j

t

(7.22)

t

7.2. Tracking the Hands
Section 7.1 introduces in general notation the JPDA. This section proposes the state
space representation of the hands and its dynamic model. In seeking of simplicity,
we assume the availability of a trained hand-segmenter module and an ellipse fitting
algorithm as proposed in Chapter 5 and 7.
State Space Representation: Following the ideas of section 7.1 we assume the availability of m ellipses for each particular time instance k. Each of these ellipses can be fully
represented by its center (c x , cy ) its mayor a axis, minor axis b, and its anti-clockwise
angle with respect the horizontal base θ . Figure 7.4 shows the elliptic representation of
two elliptic measurements from a particular frame. The measurements are denoted in
vectorial form as z = [c x , cy , a, b, θ ], and the state as the measurement representation
extended with their speeds x = [c x , ċ x , cy , ċy , a, ȧ, b, ḃ, θ, θ˙].

(a) measurement created by the left hand.

(b) measurement created by the right hand.

Figure 7.4: Examples of two measurements obtained for a particular frame.
The dynamic and the measurement model of each tracker is defined as a kinematic
model of random acceleration with elliptic state. The proposed models follow the
state-space representation of elliptic objects introduced by [166] . The dynamic model
is defined as
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x̂ k |k−1 = F



= 




· x k −1 + G · w k
F˜ 0 0 0 0 

0 F˜ 0 0 0 

0 0 F˜ 0 0  · x k −1 +

0 0 0 F˜ 0 

0 0 0 0 F˜ 










G̃

0̄

0̄

0̄

0̄ G̃

0̄

0̄

0̄

0̄ G̃

0̄

0̄

0̄

0̄ G̃

0̄

0̄

0̄

0̄

0̄ 

0̄ 

0̄  w k

0̄ 

G̃ 

(7.23)

and the measurement model is defined as

zk

= H · x k + vk
 H̃ 0̄0 0̄0

 0̄0 H̃ 0̄0
=  0̄0 0̄0 H̃
 0 0 0
 0̄ 0̄ 0̄
 0̄0 0̄0 0̄0

0̄0 0̄0 

0̄0 0̄0 

0̄0 0̄0  x k + vk ,

H̃ 0̄0 

0̄0 H̃ 

(7.24)

where F˜ , G̃, H̃ , 0 and 0̄ are defined as

 dt 2 


f
g
1 dt 

˜
, G̃ =  2  , H̃ = 1 0 , 0 =
F=

 dt 
 0 1 



 0 0  , 0̄ =
 0 0 

 
 0  ,
 0 

(7.25)

and w k , vk distribute normal with mean 0 and covariance matrix defined by (7.26) and
(7.27), where c Q and c R are noise constants defined by (7.28) and (7.29), respectively.
The constant dt to account for the sampling rate of the system.

Q̃ = c Q I 5×5

(7.26)

R̃ = c R I 5×5

(7.27)

cQ

= [1, 1, 30, 30, 45]

(7.28)

cR

= [1, 1, 20, 20, 1]

(7.29)
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Once defined the tracking procedure the next step is to decide when to initialize or
discard a tracker. In our case, a new active tracker is initialized for each measurement
out of all the validation gates. On the other side, an existent tracker is discarded from
the active pool, if it reaches maxInvisibleK frames without assigned observations, or if
one of its axis (i.e. minor, major) becomes less or equal to 0. For the assignation module
we define C = 1e −10 and the probability of detection P D = 0.95.

7.3. Tracking Evaluation
To evaluate the tracking quality, the tracking structure is executed for each of the
subjects and activities of the kitchen dataset. This is done by training a multi-model handsegmenter per video sequence and applying the tracking framework to the resulting
hand contours. The state of the system is then compared with the left/right segments
manually obtained from the extended GTEA dataset, and the number of manual masks
properly tracked counted. The final score is obtained by following two concepts: i)
False-Positives: Frames on which the manual mask does not contain a hand but the
tracker is alive, ii) True-Positives: Frames on which the mask contains the hand and
the state of the tracker properly point to it. By combining the true-positives and the
true-negatives the F1 score is obtained and used as the overall tracking performance.
Table 7.1 shows the tracking performance for the left and right hand. The table confirms
that the resulting trajectories are highly reliable for subject 1 and 2, achieving performances higher than 93 F1-score points. Regarding Subject 3 and 4, it is noteworthy
that the tracks of one of the hands is not that high; In particular, the right hand of
subject 3 and the left hand of Subject 4, which is explained by the use of a watch in the
specific arm. The use of bracelets and watches is pointed out in chapter 5 as one of the
limitations of using colour based segmenters.
Table 7.1: Tracking performance by comparing the state with the position of the masks.
(a) Left-hand tracker quality

(b) Right-hand tracker quality

True-Negatives

True-Positives

F1-Score

0.879

0.903

0.93

S.1

0.86

0.972

S.2

0.811

0.933

S.3

0.742

0.532

0.686

S.0

True-Negatives

True-Positives

F1-Score

S.0

0.844

0.925

0.957

0.98

S.1

0.784

0.979

0.981

0.954

S.2

0.846

0.569

0.723

S.3

0.643

0.882

0.931
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Figure 7.5 shows the trajectories obtained for two different tasks of Subject 2 (i.e.
Opening the coffee jar, and stirring the coffee). Figure 7.5a and 7.5c shows the evolution
of the states when the user is opening the coffee jar. Subject 2 perform this task, as
captured by the state, by moving both hands closer to interact with the active object,
and then performing a cyclic motion with the left hand while the right one holds the
object. Figure 7.5b and 7.5d shows the state when the user is stirring the coffee. The
trajectories properly capture the cyclic pattern of the right hand while the left hand
does not show considerable movement.
It is noteworthy from figure 7.5c and 7.5d the capability of the tracking system to
extract reliable trajectories, which could be used to understand what and how the
user is performing a manual task (e.g. Open, Close, Stir, Pour, etc.). In particular, the
state variables related to the speeds are the ones capturing more useful information
to characterise the dynamic properties of a particular interaction. We point to this
automatic understanding of activities based on hand trajectories as a promising approach
to improve the activity recognition literature which is traditionally carried out by
exploiting the sequences of used objects.
Another interesting analysis to perform from the obtained trajectories is to quantify
the hand-motion profiles based on the speeds and positions of the hands. Figure 7.6a
shows the average speed achieved in the hand center given it horizontal and vertical
position in the frame. The first and second column of the figure shows the left and right
case, respectively. The Figure point two interesting findings: i) Despite being asked to
perform the same activities each Subject shows a particular motion structure. ii) There
are considerable differences in the movement patterns of the left and the right hand of
each user. We highlight this analysis as a promising research line and as a motivation
to record larger datasets to be conclusive about the differences in the motion profiles.
A similar analysis can be done with the positions and angles of the hands. Figure 7.6b
shows a density kernel of the horizontal position and angle of the tracked ellipses. The
kernels show considerable differences between subjects, for example, the movements
of subject 1 are wider (in terms of the angle) and cover a larger horizontal area, while
Subject 3 angles are usually around 45%. Additionally, some differences between both
hands also appear, for example, the right hand of the subject 1 cover much more
horizontal area and shows vertical pose more frequently. We are confident that these
differences will be more evident for users with motion problems in one of the arms.
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Figure 7.5: Examples of the trajectories obtained for Subject 2.
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Figure 7.6: Exploratory analysis of the speeds and positions obtained with the hand-tracker.

(b) Density map of the hands horizontal positions and angles divided by user (rows) and hand side (column). The horizontal axis
of each density map is the horizontal position of the centroid, and
the vertical axis is the angle θ for the left hand and 180 − θ for the
right hand.
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7.4. Conclusions and Future Work
This chapter proposes a method to track the hands of the user and obtain dynamic
variables such as the speed of the hands. The proposed method tracks the hands even
when noisy areas are segmented. This is achieved by using a Joint Probabilistic Data
Association Filter (JPDA) and a dynamic cumulative likehood to identify the hands
as left, right or clutter. The identification level proposed in this chapter is a dynamic
version of the Maxwell identification model proposed in chapter 7. The tracking system
achieves tracking scores larger than 93% on bare hands; However, the use of bracelets
or watches considerably reduces the performance of the tracker.
The proposed method constitutes the first approach to analyse the motion patterns of the
hands from a First-Person perspective. We highlight the necessity of larger datasets with
more diverse users (left and right handed) and different activities to confirm significant
differences in the motion patterns. To the best of our knowledge, this analysis could
provide important cues to evaluate and understand the evolution of patients with upper
limb motor problems.

HAND-TRACKING

4

Part
Challenges

Despite the remarkable results and the relevance of the extracted signals, there are several challenges
to be faced to obtain a robust smart wearable camera that fully understand the hand movements of the
user. Existent literature and the experiments presented in this thesis point to three essential issues to
be faced: i) Illumination Changes, ii) Processing time, iii) Hand-Pose Estimation:

In this part of the thesis each of these challenges is introduced and exploited from a Machine Learning
perspective. Chapter 8 proposes an unsupervised approach to understanding the illumination changes
and the location of the user. e proposed method proposes an unsupervised strategy based on global
features and manifold learning to endow wearable cameras with contextual information regarding the
light conditions and the location recorded. Subsequently, Chapter 9 introduces a GPU accelerated le/
right hand-segmenter. e GPU hand-segmenter process 6.2 times faster that the sequential version
and reach real-time processing speed. Finally, Chapter 10 explores the use of Graph Spectral Analysis
(GPA) to infer the hand-pose when recorded by a wearable camera. e proposed results are
explorative and point that using GPA is possible to infer a group of hand-gestures.
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Challenges Posed by Changing
Illumination Conditions

8

The emergence of wearable video devices such as action cameras, smart glasses and
low-temporal life-logging cameras has detonated a recent trend in computer science
known as First Person Vision (FPV) or Egovision. The 90’s idea of a wearable device
with autonomous processing capabilities is nowadays possible and is considered one
of the most relevant technological trends of the recent years [34]. The ubiquitous
and personal nature of these devices opens the door to critical applications such as
Activity Recognition[180,249], User-Machine Interaction[21], Ambient Assisting Living
[80,191,70] Augmented Memory[79,101] and Blind Navigation [13], among others.
One of the key features of wearable cameras is their capability to move across different
locations and record exactly what the user is looking at. This is an unrestricted video
perspective that requires existent methods to perform good in the unknown number of
locations and the changing light conditions implied by this video perspective. A common
way to deal with this problem is to predefine a particular application or location and
bound the algorithms based on this. This is the case of gesture recognition for virtual
museums proposed in [21] or the activity recognition methods based on the kitchen
This chapter is based on the working paper available in ArXiv as:
• Betancourt, A., Morerio, P., Marcenaro, L., Barakova, E., Rauterberg, M., & Regazzoni, C. S.
(2015). Understanding Illumination and Location Changes in Egocentric Videos.[27]
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dataset [83,161]. Another way to alleviate the large number of recorded locations is by
using exhaustive video labeling of the recorded locations and objects as is done in [191]
to detect daily activities. The authors in [142] use global histograms of color to reduce
the effect of light changes in a color-based hand-segmenter.
The approach of [142] shows that contextual information, such as light conditions,
are valuable sources of information that can be used to improve the performance and
applicability of current FPV methods. This idea is also applicable to other FPV related
functionalities such as activity recognition, on which a device that can understand user’s
location can easily reduce the number of possible activities and take more accurate
decisions. Pervasive computing refers to the devices that can modify their behavior
based on contextual variables as context-aware devices [139], and its benefits are widely
explored for example in assisted living [198] and anomaly detection [255].
This chapter is motivated by the potential impact of contextual information, such as light
conditions and location, on different FPV methods. The strategy presented, is a first step
towards our envision of a device that can understand the environment of the user and
modify its behavior accordingly. The proposed approach understands the contextual
information on which the user is involved as a set of different characteristics that can
point to previously recorded conditions, and not as a scene classification problem based
on manual labels assigned to particular locations (e.g., kitchen, office, street). In this
way, this study devises an unsupervised procedure for wearable cameras to switch
between different models or search spaces according to the light conditions or location
on which the user is involved. Figure 8.1 summarizes our approach.
From Figure 8.1 it is clear that the transition from the global features to the unsupervised
layer can be seen as a dimensional reduction from the global feature space (high dimensional space) to a simplified low dimensional space (intrinsic dimension). The latter
provides an unsupervised location map to be used later to switch between different
behaviours at different hierarchical levels. These dimensional reductions are known
as manifold methods, and their capabilities to capture complex patterns are defined by
their algorithmic and/or theoretic formulation [90].
Regarding the global features to be used, relevant information can be obtained from
recent advances in FPV [34] and scene recognition [252,184]. Given the restricted
computational resources of wearable devices, we use computationally efficient features
such as color histograms and GIST descriptors. However, the proposed approach
can be extended with more complex data such as deep features [255]. In that case
three important issues must be considered: i) the computational cost will restrict the
applicability in wearable devices; ii) it will require large amounts of training videos and
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Figure 8.1: Unsupervised strategy to extract contextual information about light and
location using global features.
manual labels; iii) the use of existent “pre-trained” neuronal architectures compromises
the unsupervised nature of our approach.
The novelties of this chapter are three folded: i) It evaluates the capability of different
linear and non-linear manifold methods, namely Principal Component Analysis (PCA),
Isometric Mapping (Isomaps), Self Organizing Maps (SOM) and Growing Neural Gas
(GNG), to capture light/location patterns from different global features without using
manual labels. ii) It analyzes, following a feature selection procedure, the most discriminative components of the selected global features, iii) As an application case, the
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proposed unsupervised strategy is used to improve the hand-detection problem in FPV.
The hand-detection problem is used as an example, because of its impact on contextaware devices in hand-based methods, and because it allows us to illustrate the role of
the unsupervised layer and its contribution to the final hand-detection performance.
The use of the same strategy at higher inference levels such as hand-segmentation or
hand-tracking is left as future research.
The remainder of this chapter is organized as follows: Section 8.1 summarizes some
recent strategies to understand automatically contextual information. Later, Section 8.2
introduces our methodological approach, summing up the selected features, different
manifold methods and some common unsupervised evaluation procedures. In Section
8.3 the manifold methods are trained, and their capability to capture light/location
patterns is evaluated in a post-learning strategy using the manual labels of two public
FPV datasets. Section 8.4 illustrates the use of the best performing manifold method
to improve the hand-detection rate in FPV. Finally, Section 8.5 concludes and provides
some future research lines.

8.1. State of the Art
In recent years, FPV video analysis is attracting the interest of the researchers, due
to the increasing availability of wearable devices that can record what the user is
looking at, and promising applications are emerging. Existing literature and commercial
approaches highlight a broad range of possibilities, but also points to several challenges
to be faced such as uncontrolled locations, illumination changes, camera motion, object
occlusions, processing capabilities, among others [34]. This chapter addresses the issue
of illumination changes as well as unrestricted locations recorded by the camera. The
general idea is to develop an unsupervised layer that, based on global features and using
low computational resources, understands contextual information regarding the light
conditions and the locations recorded by the camera.
The advantages of a device that can understand the environment are evident [218,253].
Recent advances in pervasive computing and wearable devices frequently point at the
location of the user as a valuable information source to design context-aware systems
[198,139,239]. An intuitive way to find the location is to use Global Positioning Systems
(GPS). However, this approach is commonly restricted by the battery life as well as by
poor indoor signal [104].
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To alleviate these restrictions, wearable cameras emerge as a possible solution: infer
the context using the recorded frames. As an example, in [226] local and global features
are combined to identify private locations and avoid recording them. In fact, the idea
pursued by the authors is in line with the seminal works on scene recognition proposed
by Oliva and Torralba, on which scenes captured by static cameras are represented as low
dimensional vectors known as GIST descriptors [183,184] and classified in a supervised
way. Recent advances in scene recognition made by the same authors by exploiting
the hidden layers of deep networks (deep features) are promising [252]. However,
their applicability on wearable devices is still restricted by the required computational
resources and by the not-availability of large datasets recorded with wearable cameras.
Similar applications but following an unsupervised strategy are common in robotics, on
which manifold algorithms like SOM or Neural Gas, are frequently used in autonomous
navigation systems [14,19,18]. Regarding FPV, the authors in [142] propose multi-model
recommendation system for hand-segmentation in egocentric videos that modify its
internal behaviour based on the recorded light conditions. In their paper, the authors
design a performance matrix containing one row per training frame and one column
per model. The matrix values are the segmentation scores and are used to decide the
most suitable model for each frame in the testing dataset.
The proposed method is motivated by the switching mechanisms developed by [142];
however, it is independent on the segmentation dataset and can extract information
about the light conditions as well as the recorded location. Regarding the scenerecognition literature, our approach is fully unsupervised and is based on computationally efficient global features which make feasible to use it on wearable cameras.

8.2. Unsupervised Method
As explained in previous sections one of our goals is to quantify the capability of different
unsupervised manifold methods to capture the illumination and location changes in
egocentric videos. Our approach follows the experimental findings of previous works,
on which global features such as Color-Histograms and GIST are used to describe
the general characteristics of the scene [142,184]. Figure 8.2 summarizes our approach.
Feature extraction and unsupervised training modules can be found in the left part of the
picture, while the right part shows the post-learning evaluation. Manual labels are used
in the shaded blocks of the diagram only. The remainder of this section introduces the
datasets, motivates the global features and manifold methods, and concludes explaining
the hyperparameter selection and the post-learning analysis.
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Figure 8.2: General workflow of our unsupervised evaluation. White blocks correspond
to the unsupervised-learning. The manually labeled data is used only by shaded blocks,
which correspond to the post-learning evaluation.

8.2.1. Datasets
The comparison of the manifold methods uses two popular FPV datasets, namely EDSH
and UNIGE-HANDS. The main criteria for the dataset selection are the number of
locations, the existence manual labels, and the illumination changes contained. To the
best of our knowledge, these datasets are commonly used to compare hand-segmentation
algorithms in FPV due to their challenging light conditions intentionally included in
the dataset design phase.
EDSH: Dataset proposed by [142] to train a pixel-by-pixel Hand-Segmenter in FPV.
The dataset contains 8 different locations with changing light conditions recorded from
a head-mounted camera with a resolution of 720p at a speed of 30 fps. The labels about
location and light conditions are manually created. For the experimental results, EDSH1
video is used for training and EDSH2 video for testing. In total 2806 frames are used for
training and 1067 for testing. Figure 8.3 shows the EDSH training and testing dataset
composition according to the labels to be used in the section 8.3.2.
UNIGE-HANDS: Dataset proposed by [30] as baseline for the hand-detection problem
in FPV. The dataset is recorded in 5 different locations (1. Office, 2. Coffee Bar, 3.
Kitchen, 4. Bench, 5. Street), and is recorded with a resolution of 1280 × 720 pixels and
50 fps. The dataset provides the locations of the videos. Labels about indoor/outdoor
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Figure 8.3: EDSH Training and Testing dataset composition
information were manually created. In Section 8.3 the original training/testing split is
used. In total 4436 frames are used for training and 1406 for testing. Figure 8.4 shows
the EDSH training and testing dataset composition according to the labels to be used in
the section 8.3.2.

Figure 8.4: UNIGE Training and Testing dataset composition

8.2.2. Feature selection
To represent the scene context we use color histograms and GIST descriptors. These
features are widely accepted and used in the FPV literature, and its computational cost
makes them suitable for wearable devices with highly restricted processing capabilities
and battery life. As explained before, more complex features such as deep features can
be used under the same framework, but different issues must be faced to reach a real
applicability. We point the use of deep features a promising future work.
Due to its straightforward computation and intuitive interpretation, color histograms
are probably the most used features in image classification [115]. The variety of color
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spaces such as RGB, HSV, YCbCr or LAB makes it possible to exploit color patterns while
alleviating potential illumination issues. In particular, HSV is based on the way humans
perceive colors while LAB and YCbCr use one of the components for lightness and the
remaining ones for the color intensity. In egocentric vision, [170,32] uses a mixture
of color histograms and visual flow for hand-segmentation, while [21] combined HSV
features, a Random Forest classifier and super-pixels for gesture recognition. Recently,
Li and Kitani [142] analyzed the discriminative power of different color histograms
with a Random Forest regressor. Existent FPV literature commonly points to HSV as
the best color space to face the changing light conditions in egocentric videos [170,142].
For the experimental results, we use color histograms of RGB, HSV, YCbCr and LAB.
Additionally, we use GIST [175] as a global scale descriptor. It captures texture information, orientation and the coarse spatial layout of the image. GIST can be combined
with other local descriptors to detect accurately objects in the scene, and was initially
combined with a simple one-level classification tree, as well as with the naïve Bayesian
classifier. GIST descriptor has been successfully applied on large scale image retrieval
and object recognition [184].
The final part of the experimental results, analyzes the discriminative power, regarding
light and location, of the proposed global features under a feature selection procedure.
The idea behind this experiment is to fuse the more discriminative components of each
global feature to increase the contextual information available in the high-dimensional
space, and as consequence improve the patterns captured by the manifold method. Our
hypothesis is that a combination of color (histograms) and global characteristics such
as texture and orientations (GIST) could work better if fused properly. For this purpose,
all the proposed global features are merged and used with a Random Forest to solve the
classification problems explained in Section 8.3. The feature importance of the Random
Forest is used to build a combined feature with the most discriminative components.

8.2.3. Manifold learning
Manifold methods are mathematic or algorithmic procedures designed to move from
a high dimensional space to a low dimensional one while preserving the most valuable information [90]. Manifold methods are widely used and its applicability is fully
validated in several field such as robotics [14,19,18], crowd analysis [54] and speech
recognition [12], among others.
In general, the capability of manifold methods to deal with complex data is defined
by their mathematic formulations and assumptions. Manifold methods are usually
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grouped according to two factors: i) If the dimensional mapping uses manual labels,
then the method is supervised; otherwise, it is unsupervised. As an example, Linear
Discriminant Analysis (LDA) and Principal Component Analysis (PCA) are supervised
and unsupervised, respectively. ii) If the intrinsic dimensions are linear combinations of
original space then it is linear; otherwise, it is non-linear. As an example, PCA is linear,
and SOM is non-linear. Due to the final objective of this chapter, the remaining part
does not consider the supervised approaches such as LDA.
To find a well performed dimensional mapping, we use as baseline the Principal Component Analysis (PCA) algorithm, which is the most common linear manifold algorithm
but usually fails to capture patterns in complex datasets. To capture complex patterns
we use three non-linear manifold methods, namely Isomaps, SOM and GNG. These
non-linear algorithms were chosen based on the advantages reported in previous studies
[227,127,87], and their capability to be applied to new observations not included in the
training data. In our exploratory analysis t-SNE was also used; however, its original formulation can not be applied to data outside of the training dataset. Regarding SOM and
GNG, this study is based on the original formulation to keep simple the interpretation
and analysis of the results.
Principal Components Analysis: it is a linear technique to reduce data dimensionality by transforming the original data into a new set of variables that summarize the
original data [227]. The new variables are the principal components (PCs), and are
uncorrelated and ordered such that the k − th PC has the k − th largest variance among
all PCs, and the k − th PC is orthogonal to the first k − 1 PCs. The first few PCs capture
the main variations in the dataset, while the last PCs capture the residual “noise” in
data.
Isomaps: a non-linear dimensionality reduction algorithm proposed in [227] that learns
the underlying global geometry of a dataset using local distances between the observations. In comparison with classical linear techniques, Isomaps can handle complex
non-linear patterns such as those in human handwriting or face recognition in images.
Isomaps combine the major algorithmic features of PCA and the Multidimensionalscaling computational efficiency, global optimality, and asymptotic convergence, which
makes feasible its use in wearable cameras. The hyperparameter of Isomaps is the
number of neighbors [111].
Self Organizing Maps (SOM): it is one of the most popular unsupervised neural
networks. It was originally proposed to visualize large dimensional datasets [128] and
easily find relevant information [129] on them. In summary, the SOM is a two layer
neural network that learns a non-linear projection of a high dimensional space (input
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layer) to a regular discrete low-dimensional grid of neural units (output layer). The
discrete nature of the output layer facilitates the visualization of learned patterns and
makes easy to find topological relations in the data.
The training phase of SOM relies on a competitive iterative process with a neighborhood
function that acts as a smoothing kernel over the output layer [128]. Typically, for
each training sample, the best matching unit (BMU) is selected by using the Euclidean
distance and then its local neighborhood is updated to make it slightly similar to the
training sample. The neighborhood definition depends on the output layer. In our case,
we use a regular quadrangular grid, but future improvements can be achieved by using
more complex topologies such as toroidal or spherical grids [173]. The hyperparameter
of SOM is the number of output neurons. In the experimental section, neurons weights
are initialized by using PCA.
Growing Neural Gas (GNG): a common way to avoid the hyperparamer selection of
SOM is to use growing structures that incrementally increase the number of neural
units depending on the topology of the input data. GNG is an iterative algorithm to
approximate the topology of a multidimensional dataset by using a changing number
of neuronal units represented as a graph. In the most general form, the algorithm
sequentially grows the nodes and adjusts the graph to the input data. In this way, each
node of the graph has assigned a neural weight in the input space, and the algorithm
sequentially adds or/and removes nodes based on cumulative error measurements
between the nodes and the data [91,158]. An important aspect of the GNG is the
position of the first two nodes. In the experimental section, the first nodes are randomly
located in the input space.
For our particular interests, GNG and SOM play a similar role, and their usage in the
global framework is the same; however, the predefined topology of SOM simplifies the
understanding and visualisation of the patterns captured by the algorithm.

8.2.4. Hyperparameters, classification rules, and post-learning evaluation
When evaluating manifold-methods the most challenging part is to quantify if the
patterns learned are modified by the phenomena under study. Previous studies usually
follow two different strategies: the first one quantifies the information lost when moving
the training dataset from the original space to the intrinsic dimension [204]. The second
strategy uses the manual labels or human knowledge to analyze the intrinsic dimension
(output space) in a post-learning analysis [111].
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In our case, the information strategy is used to define the hyperparameters of the
Isomap and the SOM. In particular, we use the reconstruction error to select the number
of neighbors of the Isomaps as proposed in [204], and the Topological Conservation
Quality (TCQ) to define the number of output neurons of SOM [12]. In the particular
case of SOM the TCQ is selected to include in the analysis the concept of temporal continuity preservation; However, a similar analysis can be obtaining by using alternative
evaluation criteria such as the topographic product [23], or the topographic function
[232]. In general, the TCQ measures the number of times that the SOM transformation
breaks a contiguity in the input data. In the input space, we define as contiguous two
consecutive frames. In the output space two neurons are contiguous if they share one
border. Formally the TCQ is defined as (8.1), where Q is the number of training samples
and u (x q ) = 1 if the two closest neurons of an input vector x q are contiguous in the
output space, and u (x q ) = 0 otherwise.
PQ
TCQ =

q=1 u (x q )

Q

(8.1)

Once defined the hyperparameters, a post-learning analysis is done by using the manual
labels to quantify the performance of the proposed manifold methods. For this purpose,
each manifold method is trained on each global feature and dataset. Then a classification
analysis is performed using the manual labels and defining as reference scores two
popular supervised classifiers, namely Support Vector Machine (SVM) and Random
Forest (RF). It is noteworthy that the supervised classifiers are in a favoured position
because they are theoretically developed to exploit the differences among manual labels;
however, the closer the score of the manifold methods to the classifiers score, the more
related the patterns learned are with the phenomena measured by the manual labels.
To use the manifold methods as classifiers, we use a majority voting rule in the output
space (intrinsic dimension) using the training samples and their manual labels. For
Isomaps and PCA, the majority voting rule is evaluated using the 10 closest training
frames in the output space. For SOM, the majority voting rule is evaluated on the
training frames that activated the same output neuron of each testing sample.

8.3. Experimental results
This section evaluates the capabilities of the proposed manifold methods to capture light
changes and separate different locations using global features. In the first part of this
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section, we calibrate the hyperparameters of the Isomap and SOM while preserving the
unsupervised nature of the training phase. Later, we use the manual labels to analyze
the patterns learned under a classification approach [111]. Finally, the discriminative
ranking learned by a Random Forest is used to analyze the most relevant dimensions of
the proposed global features.

8.3.1. Defining the hyperparameters

To define the number of neighbors considered in Isomaps we use the reconstruction error,
which is the amount of information lost when transforming a point from the original
space (global feature) to the intrinsic dimension. Figure 8.5 shows the reconstruction
error of the Isomap when the number of closest neighbors increases. Note that, for all
the features; the reconstruction error starts stabilizing when the 12 closest neighbors
are used. Therefore, we use 12 as the parameter in the remaining part of the chapter.
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Figure 8.5: Isomap reconstruction error in function of the number of neighbors
Regarding the number of output neurons of the SOM we use the TCQ, as defined in
Section 8.2.4. Figure 8.6 shows the TCQ for different SOM sizes. Two findings are
highlighted from the figure: i) A small number of neurons offers a topological advantage
in the TCQ, because the fewer the output neurons to activate, the easier to preserve
contiguities in the output space. ii) The TCQ starts stabilizing for large SOMs, around
20 × 20 for EDSH and 30 × 30 for UNIGE dataset. In the experimental results we use three
SOM sizes: 5 × 5, 20 × 20 and 30 × 30, denoted as SOM 5 , SOM 20 , SOM 30 , respectively.
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Figure 8.6: TCQ error in function of the number of neighbors

8.3.2. Post-learning analysis
To evaluate the patterns found by the manifold methods we perform an exhaustive
post-learning analysis under a classification framework using the manual labels and
defining as reference scores the performance of SVM (linear kernel) and a RF (10 decision
trees with maximum depth 10). For this purpose we define two different classification
problems: i) Discriminate among indoors and outdoors frames ii) Classify the labeled
locations given by the datasets (e.g. Kitchen, Office, Street, etc).
Table 8.1 shows the percentage of testing data successfully classified by each method
(columns) when using different features (rows). The table contains two horizontal
groups, one for each classification problem. The first group shows the performance for
the binary problem (indoor/outdoor), and the second group shows the strict multiclass
match for the detailed locations. The first group of columns shows the unsupervised
methods while the second group shows the supervised classifiers results. Note that,
despite not using manual labels in the training phase, the performance of the unsupervised methods are close to their supervised counterparts, which validates the patterns
learned, and confirms the relationship between the proposed global features with the
light/location conditions.
In particular, Table 8.1 shows that, within the unsupervised techniques, SOMs perform
the best. Regarding the SOM size, SOM 30 is the best choice for both datasets and
classification problems. Regarding the GNG the performance is slightly lower than the
SOM, which could be explained by the initialization of the neuronal weights, which
are randomly initialized in the case GNG and based on PCA for the SOM. The table
also shows valuable insights about the most discriminative features. It is noteworthy
the performance of the methods when HSV is used, particularly in the unsupervised
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Table 8.1: Supervised evaluation of different methods (columns) when used on top of
different features (rows). Performance values are presented in two horizontal groups,
one per classification problem (indoor/outdoor and location). The performance of
both datasets (EDSH and UNIGE-Hands) are presented. The values reported are accuracy (properly classified frames over the total testing frames) for each feature/method
combination.
Unsupervised

Supervised

EDSH
,

EDSH

UNIGE

,

Indoor and Outdoor

feature SO M 5 SO M 20SO M 30GNG PCA Isomap SVM

,

UNIGE

,

Location
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RF

RGB

0.679 0.796 0.767 0.757 0.743 0.743

0.790 0.847

HSV

0.775 0.774 0.847 0.799 0.731 0.752

0.891 0.859

LAB

0.694 0.747 0.711 0.843 0.657 0.781

0.843 0.839

YCrCb 0.616 0.618 0.627 0.707 0.627 0.615

0.763 0.791

GIST

0.650 0.820 0.757 0.757 0.634 0.655

0.749 0.787

RGB

0.897 0.925 0.911 0.855 0.605 0.665

0.917 0.972

HSV

0.979 0.988 0.986 0.969 0.878 0.932

0.972 0.987

LAB

0.972 0.967 0.959 0.972 0.770 0.964

0.981 0.989

YCrCb 0.805 0.900 0.878 0.954 0.770 0.898

0.972 0.984

GIST

0.753 0.857 0.834 0.821 0.672 0.735

0.962 0.896

RGB

0.340 0.488 0.474 0.443 0.440 0.474

0.503 0.630

HSV

0.418 0.519 0.621 0.536 0.327 0.343

0.551 0.671

LAB

0.352 0.371 0.366 0.468 0.284 0.389

0.452 0.570

YCrCb 0.325 0.255 0.267 0.376 0.195 0.229

0.330 0.521

GIST

0.462 0.526 0.519 0.485 0.285 0.367

0.554 0.518

RGB

0.730 0.858 0.824 0.774 0.405 0.467

0.842 0.933

HSV

0.826 0.957 0.960 0.929 0.671 0.826

0.953 0.957

LAB

0.790 0.831 0.787 0.935 0.540 0.815

0.919 0.936

YCrCb 0.669 0.797 0.752 0.881 0.622 0.792

0.919 0.922

GIST

0.881 0.740

0.436 0.656 0.665 0.624 0.353 0.400
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approach. This fact confirms the intuition of previous works on which the use of HSV
leads to algorithmic improvements when used as a proxy for the light conditions. About
the datasets, it is possible to conclude that the EDSH dataset is the most challenging,
especially for the location classification problem.
More in detail Tables 8.1a and 8.1b show the confusion matrix of the SOM 30 and the
Random Forest for the EDSH and the UNIGE dataset, when HSV color space is used. As
expected from Table 8.1 the location of the EDSH are more challenging, which creates
larger confusion levels. This is the case for example of “Stairs 1” frames which are
frequently confused with kitchen frames by the Random Forest and the SOM. This can
be explained by the small number of frames in this location, making challenging to
learn patterns without compromise other locations with more training data. Regarding
the UNIGE dataset, a good performance is obtained in all the locations achieving values
larger than 93% for the unsupervised approach. The difference in the performances
of both datasets shows the importance of having locations with enough data for a
classification approach; however, it allows us to conclude the existence of structural
similarities in the colour configuration and light conditions of the frames labelled as
“Kitchen” and “Stairs 1”. Figure 8.7 shows the time required by different sizes of SOM,
GNG and RF to transform a descriptor to the output space. The horizontal lines, from
top to bottom, show the frequency required to achieve real-time performance on videos
with 30, 50, and 60 frames per second respectively. There is a computational advantage
in the speed of GNG and RF; however, all of them are fast enough to process 50f ps. The
differences in performance can be a consequence of the particular implementations.
Another intuitive way to analyze the results is by visualizing the learned patterns. In
summary, a well performed dimensional mapping must locate frames close to each other,
in the output space, if they are under similar light conditions and scene configuration.
In other words, if the proposed features are related to the light/location conditions, the
unsupervised method will try to separate them in the output space. The quality of that
separation is ruled by the complexity of the data and the manifold method used.
Figure 8.8 shows the 2D output for the SOM 30 , GNG, Isomap, and PCA, for both datasets
using HSV. Different colors represent the manual labels. In the case of SOM, each neuron
is labeled with the majority voting of the neuronal activations hits. The figure clearly
shows that SOM successfully groups similar inputs in the same regions of the output
layer. In the case of PCA and Isomaps, the patterns in the output space are not so evident,
but definitely, the non-linearity of Isomaps allows them to capture more information
than PCA, which is clearly affected by the orthogonality of the intrinsic dimensions.
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Table 8.2: Confusion matrix of SOM and RF using the global HSV color space for the
location problem of the EDSH and UNIGE dataset.
(a) Confusion matrix for the EDSH dataset location problem
SO M 30
floor1

street

lobby0

kitchen

stair2

stair1

lobby1

floor1

street

lobby0

kitchen

stair2

stair1

lobby1

RF

floor1

0.511

0.173

0.170

0.061

0.015

0.033

0.036

0.675

0.046

0.191

0.064

0.012

0.003

0.009

street

0.131

0.696

0.003

0.104

0.018

0.048

0.000

0.012

0.911

0.015

0.051

0.003

0.006

0.003

lobby0

0.071

0.083

0.643

0.119

0.024

0.060

0.000

0.048

0.119

0.726

0.083

0.012

0.000

0.012

kitchen

0.000

0.056

0.074

0.759

0.019

0.019

0.074

0.111

0.000

0.167

0.722

0.000

0.000

0.000

stair2

0.000

0.000

0.078

0.206

0.451

0.010

0.255

0.020

0.000

0.039

0.324

0.392

0.000

0.225

stair1

0.000

0.083

0.104

0.458

0.115

0.156

0.083

0.198

0.062

0.281

0.344

0.021

0.062

0.031

lobby1

0.000

0.045

0.091

0.106

0.121

0.076

0.561

0.000

0.015

0.227

0.000

0.106

0.045

0.606

(b) Confusion matrix for the UNIGE dataset location problem
SO M 30
Street

Bar

Office

Kitchen

Bench

Street

Bar

Office

Kitchen

RF

Bench
HSV

HSV
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Bench

0.931

0.036

0.014

0.004

0.014

0.859

0.123

0.011

0.000

0.007

Street

0.025

0.946

0.021

0.008

0.000

0.008

0.967

0.013

0.008

0.004

Bar

0.000

0.012

0.978

0.003

0.006

0.006

0.012

0.972

0.000

0.009

Office

0.000

0.018

0.007

0.964

0.011

0.000

0.000

0.004

0.971

0.026

Kitchen

0.000

0.010

0.000

0.000

0.990

0.000

0.003

0.000

0.000

0.997
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Figure 8.7: Execution time required different methods (Multiple SOM, GNG, RF) to
transform a feature vector.
It is remarkable the output space of the SOM 30 in the UNIGE dataset, on which both
classification problems are located in different parts of the output layer. For the EDSH
dataset, it is also possible to delineate some clusters, such as the kitchen (green) the
street (black), the 1st floor (red) and the stairs (yellow and orange). However, the
remaining locations are not easily visible, e.g., both lobbies (in blue and pink). This is
explained by the small number of frames available for these locations in the dataset.
Figure 8.9 shows the SOM 30 signature when transforming a uniform sampling of 40
seconds from the street video of the UNIGE dataset using HSV. In the first row are the
activated neurons (unsupervised locations) ordered by time from left to right. In the
second row are the compressed snapshots for the input frames. As can be seen from
the first row, the SOM 30 activations start on the left side and moves to the middle of
the grid while the user walks in the street through different light conditions. The point
color represents the temporal dimension, being yellow the first frame and red the last
one.
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(a) Manifold output for EDSH dataset

(b) Manifold output for UNIGE dataset

Figure 8.8: 2D representation of the datasets using SOM, GNG, PCA, and Isomaps, for
the EDSH (a) and UNIGE (b) datasets.
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Figure 8.9: SOM 30 signature for 40 seconds from the street video in the UNIGE dataset.
The first row shows the activated neurons in the SOM output layer by the frame
presented in the lower row.

8.3.3. Feature Analysis

This subsection exhaustively analyzes the discriminative capabilities of the proposed
global features and combine the most relevant dimensions to improve the dimensional
mapping. For this purpose we follow two steps: i) The global features (RGB, HSV, LAB,
YCrCb, GIST) are combined and used to train a RF on each dataset and classification
problem described in section 8.3. ii) The discriminative importance learned by the RF
is exploited by adding, in order of importance, each of the original dimensions while
evaluating the performance of RF and SOM 30 .
Figure 8.10 summarizes the changes in performance (line plot) and the number of
components (heat-map) belonging to each global feature on each step (x-axis). The
upper and lower parts of the figure show the results for the EDSH and the UNIGE
dataset, respectively. The first column corresponds to the indoor/outdoor problem and
the second column to the location problem. The constant values in the line plots are
the performance of SOM 30 − HSV and RF − HSV reported in Table 8.1.
From Figure 8.10 it is possible to conclude that combined features could improve the
performance in the proposed classification problems. For instance, for the EDSH dataset,
the combined features improves the SOM accuracy from 84.7% to 91.4% and 62.1% to
65.2% in the indoor/outdoor and location problem, respectively. For the UNIGE dataset,
due to the original performance, the improvement is not as significant. However, for
some steps in the location problem, the combined features reaches an accuracy of 99.2%,
which is slightly better than the 98.7% of the HSV version. It is also noteworthy the
result on the location problem for the EDSH dataset, on which the combined feature
is close to the SOM-HSV combination, but is not able to improve its the performance
considerably. The latter fact confirms that the location problem in the EDSH dataset is
one the most challenging, not only for the manifold methods but also for the supervised
classifiers.
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Figure 8.10: Performance of combined feature by adding on component by step: top:
EDSH dataset bottom: UNIGE dataset. First column shows the indoor/outdoor problem and second column visualizes the location problem (Section 8.3). The lines plot
represents performance and the heat maps represent the number of components selected
in each step from each original feature. The color bars below the heat maps show the
legend relating a color with a particular number.
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Regarding the composition of the combined features, it is notable that by using less than
40 components, it is possible to achieve similar performance to the SOM-HSV, which
originally uses 94 components. Additionally, for all cases, the method starts using HSV
components as the most discriminative, but around the 30 to the 40 step, it aggressively
uses GIST components to disambiguate the most difficult cases. A quick analysis of the
GIST components suggests that the RF searches for orientations and scale in the scene.
Finally, the other color-spaces are barely used.

8.4. Application case: Multi-model hand-detection
Once confirmed the capabilities of SOM to capture light conditions and the global
characteristics of the scene, its output can be used as a map of unsupervised locations to build a multi-model approach to different problems such as object recognition,
hand-detection, video-summarization, activity recognition, among others. This section
illustrates the use of the unsupervised layer by using the hand-detection problem as
defined in [33], on which a Support Vector Machine (SVM) is trained with Histogram
of Oriented Gradients (HOG) to detect whether the hands are being recorded by the
camera or not [33,28]. The following part of this section uses the UNIGE dataset due to
the intentional composition of frames with and without hands.
The hand-detection problem is used as example due to two reasons: i) It solves a simple
question which makes it possible to illustrate the role of the unsupervised layer in
the reported improvements; ii) The manual labeling is simple and easy to replicate.
The proposed application can be extended to other hierarchical levels such as handsegmentation; however, it would require extra labeling to supply quadratic growth of
the number of neurons.
Our approach extends the method proposed in [33] by training one hand-detector for
each unsupervised neuron of the HSV-SOM described in Section 8.2. Let’s denote each
neuron i ∈ SOM N and its local hand-detector as hdiN , and the global hand-detector
as hd N . Given an arbitrary frame f , the local and global confidence about the hand
presence is given by the SVM probabilistic notation as stated in equation (8.2) and (8.3),
respectively. The model with the higher confidence is used to take the final decision.
Here Θ refers to the hyperplane learned by the HOG-SVM when trained on the whole
training dataset, and θ i to the hyperplane obtained with a HOG-SVM when trained on
local training subset assigned to neuron i, which contains the training frames for which
neuron i was the best matching unit. Additionally, for each neuron i a local testing subset
(LTS) is defined by combining the activations of the neighbouring neurons. The LTS of
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each neuron is used to evaluate its local F 1-score. Due to the finite number of training
frames, some neurons does reach enough training frames or get only positive/negative
frames which makes impossible to train their local hand-detectors. These neurons
and the ones with local F 1-score lower than 0.75 are defined as degraded, and their
hand-detector is replaced by the global version.

hdiN ( f ) = SV M (HOG ( f )|θ i )

(8.2)

hd ( f ) = SV M (HOG ( f )|Θ)

(8.3)

N

F1-Score

Figure 8.11 summarizes the performance of the multi-model approach for different SOM
sizes (x-axis). The upper half of the figure shows the training and testing F 1 scores.
This figure shows a quick increase in the F 1 score which stabilizes for SOMs with more
than 92 neurons. The lower half of the figure shows the average number of training
frames per neuron (blue) and the number of degraded neurons (red). Two important
conclusions can be drawn from these figures: i) The multi-model approach overfits the
training dataset on large SOMs ii) The number of degraded neurons increases quickly
and, as a consequence, no extra benefit is obtained from larger SOMs.

Training F1-Score

Testing F1-Score

Avg. Training Size

Degradated Neurons

Degradated Neurons

Training Samples

134

SOM width

Figure 8.11: The upper part of the figure shows the training (blue) and testing (green)
F 1 score. The lower part shows the average number of training frames (blue) used to
train hdiN ∈ SOM N , and the number of degradated neurons (red). The horizontal axis is
the size of the SOM.
Table 8.3 compares the performance of the HOG-SVM and the multi-model strategy
on a SOM 9 . The table shows the true-positive rate, true-negative rate and the F 1 score
for each location in the dataset. In general, our approach considerably improves the
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71

388

Hands

No Hands

705

(a) Frames with and without hands in the local (b) Localized model vs global model usage. The
training subset of each neuron. The size of each size each plot is the number of activations of the
plot is given by the size of its local training subset. testing frames for each neuron.
0.804

(c) Composition of the testing frames for each
neuron. The size of each plot is the number of
activations of the testing frames for each neuron.

0.864

0.925

(d) Testing performance by neuron (F1-score).

Figure 8.12: Important facts about the mutimodel approach when using SOM 9 as model
based.
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Table 8.3: True-Positives and True-Negatives comparison between a unique model
approach as proposed in [33] (HOG-SVM) and a Multimodel approach using the SOM 9
(Ours)
True positive rate

True negatives rate

HOG-SVM

Ours

HOG-SVM

Ours

HOG-SVM

Ours

Office

0.888

0.914

0.928

0.937

0.897

0.917

Street

0.767

0.797

0.871

0.927

0.814

0.856

Bench

0.743

0.799

0.964

0.966

0.832

0.868

Kitchen

0.618

0.646

0.773

0.794

0.691

0.718

Coffee bar

0.730

0.805

0.695

0.767

0.718

0.790

Total

0.739

0.783

0.846

0.877

0.780

0.821

F1-score

performance for all locations, totalizing an improve of 4.1 F 1 score points in the whole
dataset. The location with the larger improvement is the Coffee-bar with an increase of
7 points in the F 1 score. This improvement is explained by an increase of 7.5 and 7.2
percentual units in the true-positive and true-negative rate, respectively.

Finally, Figure 8.12 summarizes some neuronal characteristics of the SOM 9 : Figure 8.12a
shows the number of training frames used per neuron and the proportions between
frames with (green) and without (red) hands. Some neurons have a slightly unbalanced
training. This fact is included in the hand-detector training phase by using these
proportions as the weights of the class in the SVM. Figure 8.12b summarizes the use of
hdi9 and hd 9 . The size of the circle represents the number of testing frames activating
a particular neuron. In turn, each circle is proportionally divided in green and red
according to the number of times that the local or global model is used, respectively.
The gray cells are the degraded neurons on which only the global model is always used.
For this particular SOM size the degraded neurons are consequence of poor local f 1
scores. Figure 8.12c shows the composition of testing frames on each neuron in terms
of its location. Note that, the resulting regions are in line with the regions presented
in Section 8.3.2, Figure 8.8b. Finally, Figure 8.12d shows the testing F 1 score of each
neuron. It is noteworthy that the smallest F 1 scores are located in a contiguous region
of the SOM 9 . This fact can be exploited by using a windowing to fuse the local models.
In sake of an easy explanation of the application case, this improvement is not included
in the current implementation.
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8.5. Conclusions and future research
This chapter proposes an unsupervised strategy to endow wearable cameras with contextual information about the light conditions and location recorded by using global
features. The main finding of our approach is that using SOM and HSV, it is possible to
develop an unsupervised layer that understands the illumination and location characteristics on which the user is involved. Our experiments validate the intuitive finding of
previous works using HSV global histograms as a proxy for the light conditions recorded
by a wearable camera. As an application case, the unsupervised layer is used to face the
hand-detection problem under a multi-model approach. The experiments presented in
the hand-detection application considerably outperform the method proposed in [33].
The experimental results analyze the capabilities of different unsupervised methods
to capture light and location changes in egocentric videos. The experimental results
show that SOM can extract valuable contextual information about the illumination and
location from egocentric videos without using manually labeled data.
Regarding the relationship between the global features and the recorded characteristics,
our experiment points at HSV as the color space having the most discriminative power.
Additionally, it is shown that by following a simple feature selection, it is possible to
obtain a combined feature, mainly formed by HSV and GIST, which makes easier for
SOM to capture these patterns. Two issues about the combined feature to be accounted
for: i) it is computationally expensive compared with using just HSV; ii) it indirectly
introduces a dependence between the manual labels and the training phase.
Concerning future work, several challenges in the proposed method can be faced. One
of the more promising is the use of deep features to extract more complex contextual
patterns. This type of approach could considerably improve the scalability of the system
in particular when the user is visiting multiple and unknown locations. This strategy
could be considered an example of knowledge transfer on which the information about
scene recognition is obtained from the neural coefficients obtained with non-wearable
camera. Important considerations mentioned before must be accounted if deep features
are included. In the application case, important improvements can be achieved if the
proposed framework is applied to other hierarchical levels, for example, the unsupervised layer can be used to switch between different color spaces at a hand-segmentation
level or used to select different dynamic models at a hand-tracking level[29]. Another
interesting improvement to the current approach is to include dynamic information in
the activated neurons by exploiting the temporal correlation and avoiding to execute
the unsupervised method for each frame in the video stream [33].
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Finally, an interesting application of the proposed approach can be found in video
summarization, visualization and captioning. In this line, the output space can be
used to find easily and retrieve video segments recorded on similar locations or light
conditions.
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GPU Accelerated Left/Right
Hand-Segmenters

9

Computer Vision and video analysis are nowadays two of the most explored topics
in computer science. The increasing computational power, the data availability and
the recent algorithmic developments are quickly attracting high-tech companies and
computer scientist to develop systems to process and understand video streams. In
particular, wearable cameras, by taking advantage of a privileged location, stand out as
one of the most promising video perspectives nowadays. The videos recorded from this
point of view are referred as First-Person Vision (FPV) or Egocentric videos [34].
The 90’s idea of a device that can understand our surroundings and provide valuable
assistance is nowadays technically possible. During the last couple of years, several
successful applications of wearable cameras have been proposed in different fields such
as Law Enforcement [58], Medical Applications [85], Lifelogging [101], among others.
Due to the tight link with the user and its advantageous location, wearable cameras are
commonly pointed out as a promising strategy to enhance user-machine interaction by
exploiting the hands usage as interaction instrument.
This chapter is based on the published paper:
• Betancourt, A., Marcenaro, L., Barakova, E., Rauterberg, M., & Regazzoni, C. (2016). GPU
Accelerated Left/Right Hand-segmentation in First Person Vision. In European Conference
on Computer Vision.[29]
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In seek of such intuitive interaction, hand-based methods constitute the most explored
field in First-Person videos. Hand signals have been used for several purposes, for
example, to understand conscious interactions with the device [21], to infer the gaze of
the user without using eye-trackers [44], to infer the active objects in the scene[161],
among others.
The authors in [31] propose a unified structure to develop hand-based methods in
First-Person videos. The proposed structure highlight the importance of decomposing
the understanding of the hands in multiple levels, starting with simple questions like
the presence of the hands [33,30,28] and finally obtaining more complex variables like
the shape of each hand [32], to finally analyze its trajectories and interactions.
Within the Unified Framework proposed by Betancourt [31], the most explored level
is the hand-segmentation. Its goal is to extract the shape of the hands by following
a background/foreground segmentation at a pixel-by-pixel level. As shown in the
literature this pixel-by-pixel approach achieves reliable results; However it has to deal
with challenging aspects such as the illumination changes and the significant number
of operations required. For instance, the camera of the Google glasses has a resolution
of 720p and records 30 frames per second, implying 928.800 pixel classifications per
frame and a total of 270864.000 per second of video.
Regarding the illumination changes, this is partially alleviated by using depth sensors
or by combining multiple hand-segments, each of them trained to deal with particular
light conditions. The former is usually restricted by the use of bigger devices with extra
battery requirements; while the training data availability limits the latter[32]. About
the computational complexity, a promising strategy is to simplify the frames by using
SLIC superpixels [209]. On one side, the superpixel approach reduces the number of
classifications tasks per frame and includes the concept of an edge in the segmentation;
on the other side, it is necessary to run the SLIC algorithm frame by frame and the
classification errors are considerably larger.
In addition to the technical challenges, the traditional background/foreground also
carries the conceptual issues in the definition of hands understanding. On one side, the
background/foreground approach assumes that both hands are equal and constitute
the foreground of the scene, while on the other side, based on human studies, the
hands are commonly defined as coupled system centrally coordinated by the brain
to achieve a particular goal. Furthermore, there are considerable differences in the
motion skills of both hands. In average, 9 out of 10 individuals are right-handed and
as a consequence, their upper limb movement skills are asymmetric concerning speed,
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control, and strength. These differences are significantly larger in patients with upper
limb motor problems such as cerebral palsy or upper limb stroke.
This chapter proposes an accelerated strategy to segment and identifies the hands of
the user when recorded by a wearable camera. The proposed approach follows the
unified framework introduced by [31], but targets, in particular, the segmentation and
identification level. The novelties of this chapter are three folded:
1. Formalises a multi-model hand-segmenter based on Random Forest and K-NearestNeighbors. The proposed hand-segmenter is inspired by the work of [143].
2. Proposes a GPU implementation of the multi-model hand-segmenter. The experimental results show that the accelerated version can process frames 6.2 times
faster than a sequential CPU.
3. The accelerated hand segmenter is extended with the hand-identification level
proposed [32]. The experimental results show that using an acceptable compression rate it is possible to obtain reliable left/right hand-segmentations in real
time.
The remaining of this chapter is organized as follows: Section 9.1 introduces our
approach. SubSection 9.1.1 formalizes the hand-segmentation and explains the single
and multimodel hand-segmenters. SubSection 9.1.2 introduces the Random Forest
classification algorithm and introduces two GPU kernels. SubSection 9.1.3 proposes the
hand-identification mechanism. Finally, Section 9.2 evaluates the performance of the
proposed kernels and the identification model. Section 9.3 concludes the chapter.

9.1. GPU hand-segmenter
The goal of this chapter is to develop a strategy to delineate the left and right-hand
silhouette by exploiting the GPU processing capabilities. Our approach extends the
traditional pixel-by-pixel hand-segmentation approach by proposing an additional
hand-identification step as suggested by [32]. Figure 9.1 summarizes the difference
between the background/foreground approach and the Left/Right hand-segmentation.
This section briefly introduces the pixel-by-pixel hand-segmentation problem, the
algorithmic procedure behind random forests and the required improvements to segment
each pixel as a separate thread in the GPU. Finally, the identification level is introduced.
For more details about the identification step, please refer to [32].
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Without occlusion

With occlusion

Original Frame

Hand-Segmentation

Hand-Identiﬁcation

Figure 9.1: The difference between hand-segmentation and hand-identification. The
hand-to-hand occlusions are captured by following [32].

9.1.1. Hand-Segmentation

It is probably the more explored problem in FPV. The main task is to delineate the
silhouette of the hands at a pixel level. The more promising results are reported in [143]
and [254] achieving F-scores around 90% under slightly stable illumination conditions.
The general idea behind these methods is to reduce the problem to a pixel binary
classification problem, and then construct the frame result as the composition of the
individual decision.
In the most basic form, it is possible to train a single hand-segmenter by using a set of
input frames and the ground truth masks with the pixels belonging to the hands. This
approach can be considered the evolution of the seminal work of Jones and Rehg 1999
[114], with some differences in the used colour space and the classification algorithm.
Recent works show that by using the Lab colour space is possible to alleviate the effect
of small illumination changes. Figure 9.2 illustrates the general procedure to build a
single hand-segmenter. In the first columns are the original frames, the training masks
and their matrix representation. In the second column the training and testing stage.
For illustrative purposes the training stage shows a decision tree; However, in practice,
this can be a different type of classifier. Our experiments, as well as the state-of-the-art,
are based on Random Forest classifiers.
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Figure 9.2: Single-model hand-segmentation

In general a single hand-segmenter easily fails when applied to videos recorded with
slightly changing light conditions. This problem can be partially alleviated by increasing
the number of training frames, which in turns, could end up reducing the separability
of the color space and producing excessive false-positives and false-negatives. Recent
literature propose to train multiple hand-segmenters, one per frame and switch between
them depending of the light conditions of the frame. The latter can be captured by builtin light sensors or estimated indirectly by global features like color histograms or GIST
[27]. Figure 9.3 summarizes our implementation of the multi-model hand-segmenter.
The first column of the figure contains the manually labelled masks and their corresponding raw frames. Let us denote N as the number of manual labels available in the
dataset, and n as the number of training pairs selected to build a multi-model binary
hand-segmenter. For each training pair, i = 1 . . . n a trained binary random forest (RFi )
and its global feature (GFi ) are obtained and stored in a pool of illumination models
(second column of the figure). Each RFi is trained using the LAB values of each pixel in
the frame i and as the class their corresponding values in the binary masks. As global
feature (GFi ) we use the flattened HSV histogram. The choice of the colour spaces is
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Training data

Ilumination Models
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GF1

RF2

GF2

RFn

GFn

t
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GFt

Ψt = KRF(GFt| K)
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S1t

RF2t
S2t

Model Fusion

RFkt
Skt

Figure 9.3: Multi-model hand segmentation. Source [32]

based on the results reported by [142] and [170]. Finally, we train a K-Nearest-Neighbor
K RF with the global features to switch between the more suitable illumination models.

In the testing phase, the K RF is used as a recommender system which, given the global
features of a new frame, provides the indexes of the closest K illumination models (RF t ).
These models are subsequently used to obtain K possible segmentations (S t ), which
are finally fused to get the final binary hand-segmentation (HS t ). The third column of
the figure illustrates this part of the procedure. Formally, let’s denote the testing frame
as t and its HSV-histogram as GF t , the indexes of the closest K illumination models
ordered from closest to furthest based on the Euclidean distance as equation (9.1), their
corresponding K random forest as equation (9.2), and their pixel-by-pixel segmentation
applied to t as equation (9.3).
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Ψt

= K RF (GF t |K )

(9.1)

=

{ψ 1t , . . . ,ψ Kt }

RF t

=

{RFψ1t , . . . , RFψ Kt }

(9.2)

St

=

{RFψ1t (t ), . . . , RFψ Kt (t )}

(9.3)

{S 1t , . . . , S Kt }

=

The binary hand-segmentation of the frame is the normalised weighted average of the
individual segmentations in S t , defined by equation (9.4). Where λ is a decaying weight
factor, selected as 0.9.
PK
HS

t

=

j=1 λ

j

PK

· S jt

j=1 λ

j

(9.4)

9.1.2. Random Forest and Decision Trees
The First-Person-Vision literature points to Random Forest (RF) as the most suitable
classifier for the hand-segmentation problem. They offer a fast classification, a reliable
skin detection and are less prone to overfitting. As shown in [143,32], under a proper
training, the use of multiple random forests could provide a robust hand segmentations
even under changing light conditions.
On its general definition, a Random Forests is an ensemble method that fuses the result
of multiple Decision Trees, each of which is in turn on a subset of the training data
[102]. In this way, the main classification workload is carried out by its decision trees.
A Decision Tree, respectively, is an algorithmic strategy to divide the feature space in
such a way that the proposed division fits the output variable[160].
Without loosing generality lets assume a set of N observations, each of them containing
containing p features and a response: that is (x i , yi ) for i = 1, 2, . . . , N , with x i =
(x i1 , x i2 , . . . .x ip ). Lets define an arbitrary partition of the input space X p into M regions
as R 1 , R 2 , . . . , R M , and the response of the model in each region as the constant cm . In
this way, the goal of the decision tree is to find, by using the input data, an appropriate
partition and response constants to map the input space to the output space.
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Given an space partition, the values of cm can be obtained by defining an error function
J (cm ) = J ( f (yi , x i , cm)|(x i , yi ) ∈ Rm ) and finding the constants that minimizes it for
each region (9.6). Finding the best partition of the space is computationally expensive
for highly dimensional input spaces; However, it is possible to design recursive binary
partitions in an efficient way.

ĉm = arg min J (cm )
cm

= arg min J ( f (yi , x i , cm )|(x i , yi ) ∈ Rm )
cm

∀m ∈ 1, . . . , M

(9.5)

∀m ∈ 1, . . . , M

(9.6)

Starting with all the inputs consider a splitting feature j and value s to divide the feature
space in two half-planes, namely R 1 and R 2 defined in (9.7). The best pair of (j, s) is the
one that minimize the overall error of R 1 and R 2 as shown in (9.8). The same splitting
procedure can be applied recursively on each half-plane until a stop criteria reached.
Different stop criteria can be used to finish the procedure, such as the maximum tree
depth or the minimum error required to consider valid a partition. Other options include
the construction of large trees and then prune the unnecessary branches. The resulting
regions and the model responses are defined by the leaves of the tree and their model
responses respectively. The obtained tree can be applied to process new observations
by following the rules captured by the sequences of (j, s) and returning the constant
assigned to the final leaf.

R 1 (j, s) = {X |X j ≤ s}

and

R 2 (j, s) = {X |X j ≤ s}

min j,s [J (ĉ 1 ) + J (ĉ 2 )] = min j,s [ J ( f (yi , x i , ĉ 1 )|(x i , yi ) ∈ R 1 (j, s)) +

(9.7)
(9.8)

J ( f (yi , x i , ĉ 2 )|(x i , yi ) ∈ R 2 (j, s))]
Once obtained the decision tree it can be represented by using 5 arrays: The decision
variables J , the splitting values S, the position of the left and right nodes L and R
respectively, and the response constants C. Each of these vectors has as many elements
as nodes in the trained decision tree. For a Random Forest, the arrays of all its Decision
Trees can be merged by keeping control of the position of the first node of each decision
tree. These positions can be stored in a sixth array F . Algorithm 9.4 shows the Random
Forest decision procedure. To obtain the Decision Tree pseudocode it is necessary define
F = [0] in the Random Forest procedure.
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Algorithm 9.4: Random Forest Algorithm.
procedure RandomForest(pixel)
binaryClass = 0
for i ∈ F do
node = F [i]
while L[node]! = −1 do
if pixel[J [node]] ≤ S[node] then
node = L[node] + F [i]
else
node = R[node] + F [i]
end if
end while
binaryClass+ = C[node]
end for
return binaryClass
end procedure

Existent hand-segmenters process each single pixel sequentially in the CPU of the
device. This approach highly restricts the number of pixels being process at every time
instance and creates long queues of pixels to be processed. Additionally, by analysing
Algorithm 9.4, it is clear that the traversing algorithm is the result of a sequential access
to the decision arrays (J , S, L, R) comparing the input features with (S) to return the
average value (C) finally. This description easily fits the single instruction multiple data
paradigm (SIMD) and point to promising speed improvements if processed by GPUs
[76].
Figure 9.4 summarizes the intuition behind our GPU implementation. In practice we
store the decision vectors in the shared memory of the GPU to guarantee that they can
be accessed quickly by all the threads. This is done only once after the training phase is
finished. In addition to the decision arrays the processing kernel must be uploaded to
processing units. For comparative purposes we propose two kernels; The first kernel
(GPU-DT) only parallelizes the decisions of each Decision Tree, while the second kernel
(GPU-RF) also includes the average of the decision trees. The pseudocode, as the final
kernels, assume that J , S, C, L, R, and F are stored in the shared memory of the device.
These arrays does not change and can be submitted to the shared memory inmediately
after the training phase
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Figure 9.4: Summary of the GPU hand-segmenter, including the block and grid dimensions and the information stored in the shared memory.

9.1.3. Hand-identification
Once obtained the hand-segmentation it is possible to fit an ellipse to the contours of
the hands. A quick analysis of First-Person videos of daily activities easily points to
the angle of the hands with respect to the lower frame border (θ ), and the normalized
horizontal distance to the left border (x) as two discriminative variables to build our
L/R hand-identification model. Figure 9.5 illustrates these variables.

dx

w

w
θ

(a) Geometric problem of the left hand-segment

dx

θ

(b) Geometric problem of the right handsegment

Figure 9.5: Input variables for the L/R hand-identification model.
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For the idenitification level, we use the Maxwell model proposed in [32]; where the
identity of the hand is decided according to the result of a likehood ratio test between
two maxwell distributions. The reasons behind the choice of the Maxwell distribution
are two: i) It is positive defined ii) It allows to include an asymmetry factor in our
formulation. The mathematical formulation for the left hand (pl ) and the right hand (pr )
is given by equation (9.9) and (9.10) respectively, where px is the Maxwell distribution
with parameters Θ = [d, a]. The values of x and θ are defined in the interval [0, 1]
and [0, π ] respectively. In general d controls the displacement of the distribution (with
respect to the origin) and a controls its amplitude.

pl (x, θ |Θlx , Θlθ )

= p(x |Θlx )p(θ |Θlθ )

pr (x, θ |Θrx , Θθr )

− x |Θrx )p(π

p(x |Θ) = p(x |d, a)

= p(1
r
2 (x − d ) 2 −
=
e
π
a3

(9.9)
− θ |Θθr )
(x − d ) 2

(9.10)

2a 2

(9.11)

In total this formulation contains 8 parameters summarized in equation (9.12). As
notation, the subindex of Θ refers to the left (l) or right (r ) parameters, and the superindex refer to the horizontal distance (x) or the anti-clockwise angle (θ ). The parameters
of the model are selected by fitting the model to the angles obserbed in the Kitchen
dataset of subject 1. The final values are given by equation (9.13). For more details about
the fiting procedure and the motivation behind the Maxwell formulation please refer to
[32].

 x
Θl
Θrx


Θlθ 

Θθr 

=
=

 x
x
θ
dl al dl
x
x
θ
dr ar dr

−0.05 0.24
−0.08 0.21


alθ 

aθr 

(9.12)


0.94

−0.91 1.10

(9.13)

−0.63

To compare the goodness of fit of the L/R hand-identification models given by equation
(9.9) and (9.10) we perform a Likelihood ratio test on the post-processed hand-like
segments. The Likelihood ratio test is given by equation (9.14).

Λ(x, θ ) =

Ll (Θlx , Θlθ |x, θ )
Lr (Θrx , Θθr |x, θ )

=

pl (x, θ |Θlx , Θlθ )
pr (x, θ |Θrx , Θθr )

,

(9.14)
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Relying only on the likelihood ratio, could lead to cases where two hand-like segments
are assigned the same label (left or right). To avoid this cases, and given that a frame
cannot have two left nor two right hands, we follow a competitive rule in the following
way. Lets assume two hands-like segments in the frame described by z 1 = (x 1 , θ 1 ) and
z 2 = (x 2 , θ 2 ) as explained in Figure 9.5, and their respective likelihood ratios given by
Λ(x 1 , θ 1 ) and Λ(x 2 , θ 2 ). The competitive ids are assigned by equation (9.15).

idz1 , idz2

=



Λ(x 1 , θ 1 ) > Λ(x 2 , θ 2 ) → idz1








idz2












Λ(x 1 , θ 1 ) ≤ Λ(x 2 , θ 2 ) → idz1






idz2


=l
=r
(9.15)
=r
=l

9.2. Results
To measure the speed improvement of the accelerated hand-segmenter we use the
subject 1 sequences of the kitchen dataset and two different GPU hand-segmentation
kernels: The first kernel (DTG PU ) performs each Decision Tree as separate task in the
GPU1 and fuses the results in the CPU2 . The second kernel (RFG PU ) evaluates the full
Random Forest including the average directly in the GPU. Finally, the CPU sequential
implementation of the algorithm is used as the baseline.3 For comparative purposes the
segmentation is performed at different compression levels. The results reported use 20
illumination models and fuses the closest 5 on each frame.
Figure 9.6 shows the time in seconds required by each hand-segmenter to process each
frame at a particular compression width. It is noteworthy from the figure that the
largest benefits, as expected, are obtained when the full image is segmented where
the GPURF and GPUDT kernels process in average 6.2 and 4.8 times faster than the
CPU counterpart. The GPURF takes 0.052 seconds per frame while the CPU takes 0.32
seconds. In the worst case scenario, the CPU implementation takes 0.41 seconds, and
the GPURF takes 0.058 seconds, which means that a throughput of 17.24 full resolution
frames per second.
1 NVIDIA

Corporation GF116 [GeForce GT 640 OEM]
Core(TM) i7-3770 CPU @ 3.40GHz
3 For the CPU baseline we use the Cython procedure available in sklearn
2 Intel(R)
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CPU
DTGPU
RFGPU
R. Time 40
R. Time 60

Time per frame (s)

0.4

0.3

0.2

0.1

0.0

180

280

380

480

580

680
780
Frame Width

880

980

1080

1180

1280

Figure 9.6: GPU VS CPU comparsion.
Table 9.1: L/R hand-segmentation confusion matrix. This table uses the “Coffe” video
sequence for training

Left

Right

No-hands

Left

Right

No-hands

Left

Right

No-hands

Left

Right

Total

No-hands

Pealette

Right

Tea

Left

Hotdog

No-hands

CofHoney

No-hands

0.990

0.003

0.007

0.989

0.005

0.006

0.996

0.002

0.002

0.991

0.006

0.003

0.992

0.004

0.004

Left

0.064

0.932

0.004

0.040

0.958

0.002

0.056

0.943

0.001

0.120

0.871

0.009

0.073

0.923

0.004

Right

0.092

0.002

0.906

0.136

0.001

0.864

0.082

0.000

0.918

0.112

0.002

0.886

0.096

0.001

0.903

If a detailed segmentation is not required a common practice is to compress the frames
before segmentation. If compressed to 180px width and assuming the worst scenario
the GPURF and CPU could segment 141 and 44 frames per second respectively. It is
noteworthy that this compression rate strongly compromises the detail of the segmentation but could lead to real-time analysis of the motion patterns of the user. The dashed
and dotted lines in the figure shows the processing speed required to process video
streams of 40 and 60 frames per seconds respectively.
To evaluate the segmentation quality we use the coffe sequence for training and the
remaining ones for testing (i.e. CofHoney, HotDog, Tea, Pealette). Table 2 shows the
performance of the Left/Right segmentation for each video sequence and the overall
performance in the last columns. For this table the hand-to-hand occlusions were
dissambiguated by using the algorithm proposed in [32].
Finally, Table 9.2 compares the multi-model hand-segmenter with previous works.
Compared with a single pixel by pixel classifier of [143], our approach achieves improve-
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Table 9.2: Hand-Segmenter state of the art comparison.
Coffee

Tea

Peanut

1999 - Single pixel color [114]

0.83

0.80

0.73

2011 - stabilization + gPb + superpixel + CRF [84]

0.71

0.82

0.72

2013 - Li 1 × 1 window [143]

0.85

0.82

0.74

2013 - Li 9 × 9 window [143]

0.88

0.88

0.76

2014 - Shape Aware Forest (post-process) [254]

0.90

0.84

0.84

2016 - Ours (k=20, m=50)

0.88

0.87

0.77

2016 - Ours (k=20, m=50) + Hand-Id Post Process

0.94

0.94

0.88

ments between 3 and 5 F 1 score points. After the post-processing and identification
process our method achieves a total F 1 improvement of 9, 12 and 14 F 1 points on the
Coffee, Tea and Peanut video sequences respectively. In comparison to the shape aware
hand-segmenter proposed by [254], our implementation performs better in all the video
sequences. In particular, the “Tea” video sequence is improved by 10 F 1 points.

9.3. Conclusions and future research
This chapter contributes to 3 of the more challenging aspects of hand-segmentation
methods in First-Person videos. The contributions of this chapter are three folded:
1. It proposes a hand-segmenter that fuse multiple hand-segmenter to alleviate
illumination changes.
2. The proposed hand-segmenter is accelerated by using two different GPU kernels.
The GPU hand-segmenter achieves is able to process 6.2 times faster that the
sequential version.
3. A probabilistic hand-identification framework is introduced. This identification
level seek to reduce the conceptual differences of traditional background/foreground hand segmenters and the human understanding of the hands as two
cooperative entities. The proposed method properly identifies 99% of the left and
right hands.
As future research we highlight two possible extensions of this work: The first one is to
migrate the implementation to embeded hardware. This would require additional work
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in the hardware side. ii) Another interesting reasearch line is to extend the identification
level with tracker systems as proposed in the Unified Frameowrk of Betancourt 2015
[31]. This is a promising research line for example to understand the motion patterns
in patients of upper limb motor disseases.
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Hand-related methods have quickly gained importance in FPV [33] since the spreading
of wearable technology. Hands represent in fact one of the main interaction media
with the surrounding environment [80] and thus also one of the most natural way
to communicate with the device. Besides, most of people’s activity do involve hands,
which often perform gestures in the field of view of the users and of the body worn
cameras [30]. Recognizing user’s activity is believed to be essential in providing an
augmented reality experience through the display of smart-glasses.
The problem of automatically recognizing hand poses has only recently been investigated in FPV by Kitani et al. [46]. The same authors propose a method to understand the
functionality of human hands by analysing grasps poses using state of the art computer
vision techniques [107]. In addition, their research exploits object recognition and
hands-objects interaction analysis to deeper infer on users’ activities [110]. Although
the problem has already been addressed from third-person viewpoint, to the best of
our knowledge the latter is the first attempt to analyse poses from the first-person
perspective, even though only limited to grasp poses.
In this work, we propose a hand pose recognition method which exploits the property
of graph-signals to encode shape information of objects. Representing objects with
a graph is an idea which has become established with the growing interest in graph
signal processing in the last few years. Such a representation is for instance used
in visual tracking, where tracked features are encoded in a graph, whose tracking is
accomplished by exploiting graph matching techniques [47] from one frame to the
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(a) Handwriting

(b) Typing

(c) Holding a cup

(d) Abduction (A)

(e) Medium Wrap (MW)

(f) Writing Tripod (WT)

Figure 10.1: (a,b,c) Typical poses corresponding to the three different activities considered in our preliminary results (E1). (d,e,f) Three grasps of the UTC dataset [107]
(masks are provided), corresponding to three different taxonomic categories [43] used
in E2.

following. It is indeed thanks to the growing interest in graph signal processing that
techniques such as graph spectral analysis have been recently re-discovered. Just to
mention, [151] uses graph spectral analysis for identifying properties of dynamically
allocated data structures, while [9] even propose an extension the Nyquist-Shannon
theory of sampling to signals defined on arbitrary graphs.
It is common understanding that gesture recognition methods should be based on a first
segmentation step in order to separate the hand region from the background [142]. In
the field of FPV both pixel-by-pixel [170] [143] and superpixel-based methods [209,169]
have been exploited to this end. In this chapter we employ a pixel-by-pixel approach,
since single pixel will be used as inputs of a Neural Network in order to construct a
graph representation of hands, as it will be detailed in Section 10.1.2.

HAND-POSE ESTIMATION
The remaining of this chapter is organized as follows: Section 10.1 presents the proposed
approach for hand pose recognition: a subsection is dedicated to each step of the
proposed procedure; the experimental set-up and our findings are presented in Section
10.2, while conclusions eventually are drawn in Section 10.3.

10.1. Pose recognition framework
The proposed method follows the flow depicted in Figure 10.2. After an image is acquired,
a colour segmentation step outputs a binary image of the segmented hand. Such image
is given as input to an artificial neural network, which outputs a graph whose topology
mirrors the shape of the hands. The graph Laplacian is then extracted and diagonalized,
in order to compute its eigenvalues. A vector of ordered eigenvalues is then produced
and given as input to a SVM classifiers. In the following we will go into the details of
each processing step.

10.1.1. Colour segmentation
Input: Colour frame
Output: Binary image with hand segmentation
A manifold of segmentation methods have been proposed in computer vision. The
aim here is to separate the foreground image represented by the hand region from
the background. Being skin complexion extremely discriminative, we rely here on
colour-based segmentation. Besides, it has been argued in [170] that being wearable
devices personal (precisely as smart-phones are), they can be trained specifically on the
skin shade of the user.
Here we exploit a segmentation rule based on thresholds as proposed in [220], but we
remark that the choice of the segmentation method is not the key aspect. For example,
many approaches put great stress on smooth contours, which are not needed here. The
aim is simply to extract as many pixels as possible from the hand region, but even a poor
segmenter can allow in the next step to have a good hand representation, namely to
construct a graph which is representative of the hand pose. Any method with low false
positives rates could work as good. The reader can refer to Chapter 5 for a more detailed
discussion on segmentation methods and on Chapter 1 for an extensive state-of-the art
review.

157

158

CHAPTER 10
The skin segmentation rules are devised in the YCbCr colour space as suggested by
both [220] and [170] and can be summarized as follows:


Cb (i, j) ∈ RCb ) ∩ (Cr (i, j) ∈ RCr ) ⇒ (i, j) ∈ hand,
D ∪ D ∪ D ∪ D < T ⇒ (i, j) ∈ hand
2
3
4
 1

(10.1)

where T is a threshold and D 1 , D 2 are the euclidean distances between Cb (i, j) and the
upper and lower bounds of the range RCb and D 3 , D 4 are the equivalent for the Cr
channel.
A typical output of this block is the binary image shown in Figure 10.3(b)

10.1.2. Graph construction
Input: Binary mask image
Output: Graph representing the hand shape
A graph is a structure composed by nodes connected by edges. We here consider nondirected graphs and take for granted that the reader has some basic knowledge about
them.
As already mentioned, graphs have recently been employed for representing visual
objects to be tracked [47]. The main idea is there that objects can be represented as
an ensemble of sub-parts (nodes), one related to the other (edges). We here propose
that a geometrical shape can be encoded in a graph and such a representation has some
discriminative power for what concerns the classification of hand pose. This block
takes care of the constructions of such graph, exploiting the fitting capabilities of a
particular neural network, namely a modified version of the Instantaneous Topological
Map (ITM)[112].
The network is fed with the pixels from the hand mask, which fire neurons making
them adapt to the stimuli. Links are modified accordingly. The main difference from
the standard ITM lies in the fact that the map is able to fit concave shapes, since links
which do cross white regions are removed. Such links may appear when the parameter
rmax is larger than a concavity, as it can be noticed from Figure 10.4(c). However, a very
low rmax results in a very large number of nodes as in the case of 10.4(a). This is not
desirable since it will produce a huge Laplacian matrix to be processed, as discussed
in the next subsection. The value is here fixed to rmax = 10 in order to have a number
of nodes in the range 50 − 100. The number of nodes can of course change among the
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different images considered, but it is of the same order of magnitude. For what concern
the tuning of the other parameter ε, this is tuned heuristically and its value is fixed to
ε = 0.1. For a detailed discussion on the tuning of the two parameters the reader can
refer to [171].
In terms of computational complexity, the Matching step scales with the number of
neurons, which can be implicitly controlled by the parameter rmax . Edge adaptation
scales with the average number of neighbours, which is related to the dimensionality
of the input data (two in this case). All other steps are independent of the number
of neurons involved allowing the algorithm to execute reasonably fast even for large
networks.

10.1.3. Graph spectral analysis
Input: Graph
Output: Vector of features
It is very common to deal with a graph in one of its matrix representation. The one
employed here is the normalized version of the Laplacian, given by
1

1

L = I − D − 2 AD − 2 ,

(10.2)

where D is the degree matrix (number of connections of each node on the diagonal) and
A is the adjacency matrix (1 where a link exists, 0 elsewhere). It is known that the ordered
eigenvalues of this matrix will contain important information about the structure of
the graph. The eigenvalues take values between 0 and 2 and λ 0 is 0 with a multiplicity
equal to the number of connected components of the graph; λ 1 carries some information
about the general average connectivity of graph. The remaining eigenvalues does not
have proven meaning, but it is known that they encode the topological properties of the
graph structure [77]. This is why, starting from λ 1 , we consider a vector of Laplacian
eigenvalues as features to discriminate among hands poses. In Section 10.2 we will
verify that just the smallest 5 eigenvalues can be enough for accomplishing this task in
two cases.
Diagonalization of matrices is a O (n3 )-complex problem, this is the reason why the
number of nodes must be contained within a reasonable amount through the tuning of
the rmax parameter.
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10.1.4. Classification
Input: Vector of features
Output: Pose id
As a first experiment, we compare pairs of poses, by training different binary SVMs. This
is a first step to verify whether the proposed feature representation is discriminative
enough for the problem of hand pose recognition. A more applicable method will need
a structured multi-class approach.

10.2. Major findings
10.2.1. Preliminary investigation (E1)
Three different gestures with three typical poses are considered for a preliminary
investigation. Samples of the employed images are shown in Figure 10.1. For simplicity
we will refer to them as to pose 1, 2 and 3 respectively. A set of 40 heterogeneous
pictures was collected for each pose. After extracting graph eigenvalues from each
image, as illustrated in the previous section, poses were compared pair by pair, in a
k-fold validation framework (more precisely we adopted the leave-one-out scheme).
Classification accuracies for the three experiments are reported in Figure 10.5(a), for
different number of eigenvalues considered. Using only the first non-zero eigenvalue
yields of course very poor results, since the number of connections within the graphs
are comparable. By adding more and more information, in the form of new eigenvalues
in the vector, accuracy increases till it stabilizes to the best performance.
It can be noticed how in the case of Gesture 1 vs 3 more eigenvalues are needed for
the classifier to reach the maximum performance. This is easily explained by the fact
that the two poses are more similar, being the hand closed in a grasp in both cases.
Tables 10.1(a)(b)(c) show the confusion matrices for the three experiments. The most
unbalanced case is the one of Gesture 1 vs 3.
For what concerns the complexity of the method, the most time consuming step is
graph construction, as already discussed in subSection 10.1.2: it strongly depends on
the number of nodes, to be controlled by rmax . Such a number also influences the
complexity of the subsequent matrix diagonalization. Figure 10.6 show the execution
time of the algorithm for different number of nodes. By limiting the average quantity
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Table 10.1: Pairwise confusion of the classification accuracy with 10 eigenvalues (E1).
(a) Pose 1 vs Pose 2

(b) Pose 1 vs Pose 3

SVM

Pose 1

Pose 2

Pose 1

0.85

0.15

Pose 2

0.05

0.95

Value

Value

SVM

Pose 1

Pose 3

Pose 1

0.80

0.20

Pose 3

0.00

1.00

(c) Pose 2 vs Pose 3

Value

SVM
Pose 2

Pose 3

Pose 2

0.95

0.05

Pose 3

0.15

0.85

of nodes generated by the graph construction step one could potentially further reduce
complexity. Please note the time refers to non-optimized MATLAB code.

10.2.2. UTC dataset (E2)
Given the encouraging results of the preliminary investigation, we proceeded by validating our findings on a more structured public dataset [107]. For each of the 3 categories
proposed in [43] we chose one kind of grasp (Fig. 10.1). Since the UTC dataset provides
masks, we here skip the segmentation step and jump to the graph formation directly. A
one-versus-all SVM is trained, again by taking an increasing number of eigenvalues.
The accuracy is plotted in Fig. 10.5(b), while four confusion matrices are shown in Table
10.2.

10.3. Conclusion
In this chapter we have shown how a graph representation of hand shapes can be
exploited in a pose recognition problem. Vectors of graph Laplacian eigenvalues proved
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Table 10.2: Confusion matrices of the classification accuracy (E2).
(a) 1 eigenvalue

(b) 5 eigenvalues

SVM

A

MW

WT

A

0.00

0.39

0.61

MW

0.00

0.95

0.05

WT

0.00

0.19

0.81

Value

Value

SVM

(c) 9 eigenvalues

A

MW

WT

A

0.54

0.34

0.12

MW

0.03

0.97

0.00

WT

0.12

0.10

0.78

(d) 13 eigenvalues

SVM

A

MW

WT

A

0.69

0.20

0.11

MW

0.03

0.96

0.00

WT

0.13

0.10

0.77

Value

SVM

Value
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A

MW

WT

A

0.69

0.20

0.11

MW

0.03

0.96

0.00

WT

0.13

0.10

0.77

to be robust features in discriminating pairs of poses. In the case of similar poses, more
information is need for reaching an optimal classification accuracy.
Results are encouraging although far from real time, which can be approached by optimizing our Matlab code and by migrating to better performing programming language.
Still, a more applicable method will need a structured multi-class approach [106] with a
more extended dataset (more gestures). Another interesting future research line may
include an analysis of the robustness of the graph eigenvalue representation against
segmentation noise.
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SVM

Level of Inference

}

[λ1,λ2,...,λN]

Classiﬁcation: A SVM classiﬁer is
used for discriminating pairs of poses
based on the more relevant
eigenvalues.

Graph Spectral Analysis: The ﬁtted
graph Laplacians are processed .and
the more discriminative eigenvalues are
arranged in a vector of features
Graph Construction: The hand-region
is used to ﬁt a ITM neural network wich
is used as the graph of the hand.

Hand segmentation: Rough pixel-bypixel region segmentation, based on
colour thresholds.

Raw Frame: Video frame containing
the hand in one of the proposed
gestures.

First Person Vision data acquisition

Figure 10.2: Work-flow diagram of the proposed method.
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(a) YCbCr image

(b) binary mask

Figure 10.3: Segmentation step

(a) rmax  1

(b) rmax  1

(c) optimal value of rmax ≈ 10

(d) external links removed

Figure 10.4: Graph construction trough modified ITM algorithm (typing pose)

Gest. 2 vs Gest. 3 Gest. 1 vs Gest. 3 Gest. 1 vs Gest. 2
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Figure 10.5: The effect of the number of eigenvalues on the accuracy of the classifiers
in the two experiments.
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Part

5

Conclusions and Limita�ons

Wearable cameras and in particular hand-based methods constitute nowadays one of the most
attractive topics in the technology sector. We are on the doors of a new and intuitive way of
interaction. Some conclusive examples of the potential impact of wearable cameras can be found in
sportsmen, police oﬃcers, and doctors. Current reports show that 50% of the police departments of
large cities in US are using wearable cameras on a daily basis. In this thesis the problem of
automatically understanding the hands of the user is deeply explored from a hierarchical perspective.
As is shown in the main body of this thesis, the problem of understanding the hands is technically
possible; However, important decisions must be made about the real applicability of these methods. I
must highlight medical therapy and user-machine interaction as two of the most promising areas for
the proposed framework. In this way, this work constitutes a solid base ground to establish active
cooperations between medical centres and academic institutions to exploit the full potential of these
devices.
is part of the thesis is a retrospective view of my research in seek of the most relevant contributions,
critical aspects and interesting research questions.
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Despite the remarkable performances and robustness to challenging conditions reported
in this thesis, the proposed framework still has various limitations that can be seen as an
extension of this work. This chapter briefly summarises the most significant limitations
and point to possible paths to solve them.
Manual labels are required: Data collection and annotation constitute one the most
challenging steps of the proposed experiments. In particular, the hand-segmentation
algorithm proposed in chapter 5 requires an exhaustive labelling of multiple frames
with different light conditions. For practical purposes, this limitation can be alleviated
by developing a pre-calibration module on which the user performs certain, pre-defined,
movements while the device modifies the illumination to obtain the training masks automatically. This approach would require additional developments of existent hardware
and software.
Multiple Users: In addition to the requirements of labeled data, it is noteworthy that
each training hand-segmenter is user-specific, and only knows the segmentation rules
of his particular color-skin. This fact, constitutes a significant limitation of the proposed
framework implying manual work for each user under study. From my perspective
this limitation can be alleviated in three ways: i) Developing a pre-calibration module
to be executed by each user as mentioned in the previous limitation; ii) Following a
knowledge transfer strategy by exploiting a large multi-user dataset, and using it to
develop a recommender system of colour skins. iii) Including extra sensors in the system
like depth cameras. The former would reduce the battery life of the device but will
obtain a faster and more accurate segmentation.
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Illumination Changes: The proposed framework has been evaluated on different
datasets mainly designed to contain different light conditions. The experimental results
prove that the proposed framework is robust when the light conditions are similar to
those used in the training phase, but start failing if significant variations are recorded.
We highlight the robustness to illumination changes as a considerable limitation of this
and other colour-based approaches. However, we point out to controlled applications
(e.g. cerebral palsy and upper limb stroke therapy) as a promising field to exploit the
capabilities of the proposed system.
Power consumption and embedded capabilities: This thesis is focused on the
software and the algorithmic part of the system, but does not provide a hardware
implementation of the proposed methods. The existent structure can be applied as an
offline system on which the analysis of hand motion is recorded first and analysed
later on an external device. However, an embedded implementation on which the
device is processing the video stream in real time would require significant hardware
developments. These developments must consider aspects like power consumption and
the processing capabilities of existent devices.
Third-person hands: Probably one of the easiest limitation to note proposed colorbased strategy, is its limitation to understand the hands of the user when recording
other people in front of the camera. This limitation can be alleviated in multiple ways,
and important decisions can be taken depending on final application:
1. For some applications, this limitation does not even appear, for example when
the objective of the system is to assess patient while performing bimanual tasks
in a controlled environment. This type of assessment is common in Upper Limb
therapy, and the presence of additional people is restricted a priori by the therapist.
2. For another kind of applications, additional subjects are allowed to interact with
the user in a controlled environment or activity. As an example, psychological
studies commonly investigate the interaction of people when are asked to solve a
particular task located in the middle of them (e.g. Play a game, solve a puzzle).
The hands of the users in type of experiment can be obtained by exploiting the
location of the resulting segments, following a classification approach as proposed
by [140], or using a combination of depth sensors, for the wearable user, and
colour for the external user.
3. This limitation becomes more complex when multiple people recorded simultaneously while performing different activities in uncontrolled environments. This
kind of interactions would require additional developments and probably the use
of more complex devices such as 3D cameras or depth sensors.

LIMITATIONS
Bracelets and watches: As pointed in Chapter 5 and 7 the proposed structure is
reliable when the user does not wear any bracelet or watch. From a practical perspective,
this issue restricts the usability of the system and would require the users to remove the
bracelets when using the wearable camera. Algorithmic strategies can be implemented
to link together the segmented areas separated by the particular item. However, this
could introduce additional noise and end-up link miss-detections with parts of the arms.
Number of gestures: Finally, Chapter 10 shows a preliminary study of pose recognition by exploiting the spectral characteristics of the segmented hands. The strategy
proposed to identify the gesture is strongly dependent on the quality of the segmentation and has been tested on a limited number of gestures. The proposed study must be
extended and evaluated on noisy segments for a larger number of poses. Our talks with
the medical partner point to pose recognition as one of the most challenging aspects to
evaluate Upper Limb Rehabilitation patients.
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Despite the high interest of computer scientists in exploiting the First-Person video
perspective, recent changes in the technology sector show that this is still a field on
wich several issues must be solved first. Recent years saw the announcement of a
big wave of new devices such as HoloLens, VieVu Police Cameras, Recon Jet, among
others. These commercial gadgets point to the hands as the most intuitive interaction
strategy between the user and the device. The common point between these devices
is their powerful hardware, which makes evident the necessity of constant software
improvements to exploit their full potential.
This thesis is an academic contribution to the final goal of making wearable glasses an
intuitive and immersive technology to be used in multiple applications. In this way, this
work summarises my perspective and thoughts about a standard procedure to interpret
the user’s hand gestures and movements by exploiting the advantageous location of
wearable cameras.
As is shown in the main body of this thesis, the problem of interpreting hand gestures
is technically possible. However, important decisions must be made about the real
applicability of these methods. I must highlight medical therapy and user-machine
interaction as two of the most promising areas for the proposed framework. In this way,
this work constitutes a solid ground to establish active cooperations between medical
centres and academic institutions to exploit the full potential of these devices.
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12.1. Technical Discussion
From a technical point of view, there are multiple conclusions to be highlighted in this
work. Probably the most important is the necessity of interpreting the user’s hand
gestures from a global and bio-inspired perspective. Our approach deviates from the
traditional methods in these aspects:
• It introduces multiple levels of inference, starting from basic questions (handdetection) to more advanced signals like hand-tracking and hand-posture recognition. This hierarchical understanding makes possible to save valuable computational resources, improves the quality of signals, and keeps the system modular.
Some of the proposed methods, in particular the identification and tracking levels,
can be applied directly to process videos coming from wearable RGB-D.
• This work considers each of the proposed levels from a Machine Learning and
Artificial Intelligence perspective. The proposed results show the advantage of
the hierarchical approach, considerably improving and extending the state of the
art on multiple levels.
• It shows the advantages of considering the user’s hand as two interacting entities
instead of a single background/foreground system. This approach is inspired by
hand usage studies carried out by neuroscientists. To the best of our knowledge,
this is the first work on wich independent signals from the left and right hands
are systematically obtained from RGB wearable cameras. The extracted signals
are then used to understand the user’s movements and activities.
Despite the improvements and the quality of the signals, this approach faces several
challenges. We highlight the robustness to illumination changes and the computational
complexity as the most important challenging aspects of this research. Another critical
issue is to quantify how much information these devices can capture about the hands.
Current research is mainly focused on predefined tasks on which the hand usage is
known a priori by the researchers. However, important questions remain about the real
applicability of these methods when processing uncontrolled sequences.
I also want to highlight the promising opportunities stemming out from the available
hardware in three points. Firstly, the human field of view is much larger than the one of
the existing cameras. This gap can be reduced by using spherical lenses. Secondly, there
is a significant restriction in the processing capabilities of existent devices. It is evident
that existent methods are computationally expensive, and a long-term execution would
drain the device battery quickly. This issue can be partially alleviated by performing
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the processing on external infrastructure. However, this would require fast streaming
capabilities or restricting hand-based methods to post-processing applications. Finally,
hand-based methods are in general quite dependent on exhaustive labelling to obtain
skin-like models. This restriction can be alleviated by using an extensive skin-color
database or by developing methods to obtain manual masks automatically. Using other
devices such as flashes and depth cameras could be a good way to obtain training sets
on the fly.

12.2. Applications
Based on the presented methods and the current talks with people in the industry, we
highlight Medical Therapy as a promising application area to exploit hand-based signals
coming from wearable cameras. During this project, several meetings were arranged
with “Libra: Revalidatie & Audiology Center” and “Adelante:
Revalidatie Centrum” to validate the idea and explore the applicability of the
proposed methods in real settings with patients. Many of the decisions made during this
research are the result of talks with specialists and therapists of these medical centers
and of the analysis of preliminary data collected with their patients. I highlight three
important aspects about these applications and their potential to exploit hand-based
methods:
Advantageous Perspective: Our current experiments show that wearable cameras
provide an advantageous perspective of the hands compared with traditional
on-top and in-front cameras.
Light Conditions and Real Time: There are several medical conditions (e.g. cerebral
palsy and upper limb stroke) in which filming would happen in stable light
conditions, and the user typically does not require real-time feedback. These
aspects would help researchers to improve their methods sequentially while
hardware and computational efficiency reach real-time throughput.
The Virtual Therapist: One of the biggest problems of Upper Limb Medical Therapy
is the large number of visits to the therapist. If developed properly, hand-based
methods can be used as a virtual therapist to monitor the patient’s progress
outside of the therapy centre.
Medical Therapy is not the only promising application, and several researchers are
exploring the use of First-Person videos in fields such as social driving, artistic hand
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movements, user-machine interaction, drone control, virtual teaching systems, among
others.
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Appendices

A. EgoHands: Hand-based method in python
In seek of increasing the replicability of this thesis and facilitate the evolution of the field, the proposed framework is
implemented as a Python object-oriented open source library. EgoHands (A python library for hand-based methods in
EgoCentric Videos) contains the necessary code and examples to replicate the experiments of his thesis or to process
different First-Person-Vision datasets. The library is written in Python and carefully designed under an Object Oriented
Paradigm.
EgoHands contains each of the algorithms presented in this thesis, including hand-detection, hand-segmentation, handidentification, and finally a preliminary hand-tracking system. Each of the modules has been designed to be easily
scalable and tested on existent datasets. The library also contains basic functionalities for feature extraction and video
processing. We encourage the readers of this thesis to use our code, cite our published work, and contribute to the
development of EgoHands. The objective of the library is to enhance the impact of EgoVision research. A copy of the
repository and the documentation can be obtained in this link “http://egohands.alejobetancourt.com“
or by asking a copy by email to abetan16@gmail.com.
To install EgoHands, please follow the instructions available in the EgoHands web documentation1 . Despite being
developed in Python EgoHands strongly depends on external libraries such as OpenCV, Scikit-Learn, Numpy, Scipy,
PyCuda, and Matplotlib. I would like to thank the open source community for their efforts maintaining these libraries
and for their contribution to the development of multiple research field in particular to machine learning and computer
vision. For the GPU implementation of the hand-segmenter it would be required to configure the GPU and pycuda.

B. UNIGE-Hands dataset
The UNIGE-HANDS dataset for hand detection is a set of FPV videos, carefully recorded to guarantee a good balance
between frames with hands and without hands, and offers challenging characteristics such as changes in illumination,
camera motion and hand occlusions. The UNIGE-HANDS dataset, videos and ground truth, is distributed for public
use. The dataset contains videos recorded in 5 uncontrolled locations (1. Office, 2. Coffee Bar, 3. Kitchen, 4. Bench, 5.
Street). Each location in the dataset is in turn divided in training and testing videos. Table 1 shows some examples of
the frames in each location.
To record the dataset we used a GoPro hero3+ head mounted camera with a resolution of 1280 × 720 pixels and 50
fps. The whole dataset, including training and testing videos, contains one-hour and thirty eight minutes of video. In
total, the training videos have 37.21 and 37.63 minutes of positives and negative sequences, respectively. The training
1 http://egohands.alejobetancourt.com/
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Table 1: Examples of the dataset frames.
Office

Street

Bench

Kitchen

Coffe Bar

Hands
Training
No Hands

Hands
Testing
No Hands

videos for each location are formed by 2 positives and 2 negatives videos approximately 3.34 minute-long each (10020
frames). Regarding the testing videos, they comprise 12.6 minutes of positive and 12.7 minutes of negative segments.
The testing video of each location lasts approximately 4 minutes (12000 frames), changing from positive to negative
in intervals of about one minute. The reader can obtain a copy of the UNIGE-HANDS online to be used for academic
purposes, and citing our work2 .

2 Betancourt,

A., Morerio, P., Barakova, E. I., Marcenaro, L., Rauterberg, M., & Regazzoni, C. S. (2015). A
dynamic approach and a new dataset for hand-detection in first person vision. Lecture Notes in Computer
Science.

Summary
e emergence of new wearable devices such as action cameras and smart-glasses during the recent
years has led to an important chain eﬀect between researchers, computer scientists, and high-tech
companies. e 90's futuristic dream of a wearable device that is always ready to be used in front of
our eyes is nowadays technically possible. In turn, this has increased the interest of researchers and
computer scientists to develop methods to process the recorded data. Among the available sensors, by
far the most explored one is the video camera, which, on one hand, has enjoyed the beneﬁts of a
privileged location to record exactly what the user is seeing, but on the other hand has raised strong
criticism concerning privacy and battery life issues. e videos recorded from this perspective are
commonly called First-Person Vision (FPV) or Egocentric videos, and are used interchangeably in
this thesis and in the existing literature.
FPV videos oﬀer important beneﬁts to computer vision scientists; however, they also bring along
many challenges. e main beneﬁt is that, for the ﬁrst time, wearable devices are recording exactly
what the users have in front of them. However, the mobile and wearable nature also brings along
highly variable environments with diﬀerent illumination and without any kind of static reference
system. In FPV, unlike in the static cameras video processing, both the background and the
foreground are in constant motion. e FPV camera's location brings along the fact that the user's
hands are visible for the majority of the recording time. As a result, there is a large number of studies
related to detecting hand gestures and trajectories. e hand presence is particularly important for the
ﬁeld because, for the ﬁrst time, hand gestures (conscious or unconscious) can be used as an intuitive
way of interacting with devices.
Studies about human hand movements are not restricted to wearable cameras and computer vision. In
fact, the ﬁelds of biology and neuroscience both deeply explore hand usage in daily activities. ere is
a signiﬁcant number of studies and theories that revolve around explaining the hand dominance in
humans and its consequences with respect to upper limb motion skills. It is estimated that 9 out of 10
individuals are right-handed, and as a consequence their upper limb skills are asymmetric concerning
speed, control, and strength. ese ﬁndings are consistent across diﬀerent geographical locations and
cultures.
Current FPV hand-based literature mostly focused on analysing hand movements as a simple
background/foreground segmentation problem, where skin-like pixels formed the foreground while
the remaining pixels represented the background. While this approach resulted in a wide range of
diverse algorithmic methods and evaluation strategies based on machine learning and computer
vision; it oen failed to encompass the biological perspective, ignoring hand-dominance aspects and
interactions that are direct results of asymmetric motor skills.
is thesis proposes a hierarchical framework to develop hand-based methods for wearable cameras.
My approach extends the functionality and robustness of the classic background/foreground approach
by studying how hand-dominance impacts the asymmetric motor skills. e research in this thesis is
based on the notion of a wearable system that treats the hands of the user as two interacting entities
cooperating to achieve a particular goal. e applications of our approach are broad, with one ﬁeld of
particular interest being the medical therapy of upper limb motor problems such as Upper Limb
Stroke and Cerebral Palsy.
In general, each level of the proposed framework perform a particular task and provide its results to
the remaining components of the system. e levels considered in our framework are: i) HandDetection ii) background/foreground segmentation iii) Le Right Segmentation, and iv) Handtracking. In the top of the structure is the application level, to highlight the importance of a taskoriented development, which reduces the impact of the changing environments and increase the real
applicability of current devices..
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Experience
AS RESEARCHER
Eindhoven University of Technology - University of Genova
PHD CANDIDATE.

2013 - 2017
Italy and The Netherlands

• The role of the hands in wearable cameras: Develop a unified framework for hand-based methods in wearable cameras. Our
approach faces the problem by dividing it into four hierarchical levels (i.e. Hand-detection, Hand-segmentation, Hand-identification,
Hand-tracking). The proposed methods are supported on classification algorithms, neural networks, bayesian statistics and dynamic
filters. My research has been published in different Internatial Journals and conference.
• Adaptability of wearable devices: Develop a cognitive layer to increase the capabilities of wearable cameras to deal with changing
light conditions. The latter is pointed by researchers as the most challenging problem to face in hand-based methods because the
skin color is considerably affected by the light conditions recorded by the camera. My research alleviates this issue by proposing a
multi-model hand-segmenter that fuse Self-Organizing-Maps and Random Forest classifiers. The proposed method is implemented
in Graphic Processing Units (GPU) to achieve real-time performance.
• Wearable cameras in medical therapy: The objective was to design an application case of hand-based methods for wearable
cameras in medical therapy. The proposed application lead to a cooperation agreement between Adelante (Rehabilitation Center)
and TU/e to study the motor skills of Cerebral Palsy patients using wearable cameras. This agreement allowed me to record patients
and test my algorithms on real data.

Research in Spatial Economics (RISE- Group).
ASSISTANT RESEARCHER.

2007 - 2013
Colombia

• Spatial-Clustering: My main role in RiSE group was to develop new spatial clustering algorithms. Some of the implemented algorithms have been published in international journals or as book chapter. The code of the algorithms is available for public use in
clusterpy (Open-Source library). «««< HEAD
• Open-Source projects: During my research period with RiSE group I was in charge of the clusterpy and geogrouper. The first one is
a library of spatial clustering algorithms and the second its graphic-user-interface. Nowadays, clusterpy is available as a standalone
library, and as a Quantum-GIS plugin. Nowadays, several research centers in USA, Europe, and South-America. are using clusterpy
for research purposes.
• High-Performance-Computing: As a RiSE researcher, I was in charge of the design and implementation of computational experiments to evaluate new algorithms. These experiments were parallelized and programmed to be run in the High-PerformanceComputing center (Apolo) of EAFIT University. =======
• Open-Source projects: During my research period with RiSE group I was in charge of the open source projects, clusterpy and geogrouper. The first one is a library of spatial clustering algorithms and the second its graphic-user-interface. Nowadays, clusterpy is
available as a standalone library, and as a Quantum-GIS plugin, and its being used by multiple research centers in USA, Europe, and
South-America.
• High-Performance-Computing: As a researcher in RiSE, I was in charge of the design and implementation of computational experiments to evaluate new algorithms. These experiments were parallelized and programmed to be run in the High-PerformanceComputing centre (Apolo) of EAFIT University. »»»> d8adcdc1175761752854c65139171bf4b1d385a0

AS CONSULTANT As applied mathematician, I am always motivated to use my research to solve real problems. During
the last years, I have led and develop multiple consulting projects for prominent companies and public institutions in
South America and the United States. All my consulting projects follow an agile paradigm by having the client actively
involved in the development process.
Vufind Inc.

2015

DEEP LEARNING.

San Francisco, California

• Behavioural recommender API to enhance e-commerce experiences by exploiting previous purchases and visual cues. The behavioural information (previous purchases) is exploited by using collaborative filtering and the visual cues extracted with Convolutional Neural Networks (Deep Learning).

Colombian National Department of Social Prosperity - EAFIT University.
DISTRIBUTED SYSTEMS (AWS) & TEXT ANALYSIS.

2015
Colombia

• An Artificial Intelligent system to centralize and automatically explore crime-related texts in Colombia. The platform is currently being
used by multiple government offices to understand criminal patterns from cuantitative data.

Antioquia Goverment - EAFIT University.

2013

SPATIAL-ANALISIS.

Colombia

• Spatial planning of the portuarian area of Uraba. Project developed for the Antioquia Government to select the best location to build
a new port in North of Colombia. The results were obtained by following a spatial predictive analysis based on multiple Geographic
Information layers and expert knowledge.
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EPM - EAFIT University.

2010-2012

SPATIAL-ANALISIS.

Colombia

• Spatial disaggregation and predictive analysis of the water and gas consumption of Medellín Metropolitan Area from 2005 to 2040.
Project developed for EPM (http://www.epm.com.co/), the company responsible for the public services of Medellín City.

Chamber of Commerce Antioquia - EAFIT University.
ECONOMIC ANALYSIS AND PREDICTIVE MODELS.

2011
Colombia

• Dynamic simulation of industry clusters between 2010-2030. Project developed for the Regional Chamber of Commerce. The project
is supported by the theory of economic multipliers.

AS EMPLOYEE
Medellín City Hall.

2009 - 2010

RESPONSIBLE FOR MATHEMATICAL STUDIES.

Medellín-Colombia

• During this period I was applying spatial analysis algorithms to study crime patterns in Medellín City. The results were used on daily
basis by the City Major and by the Police Department for planning purposes and to maximize the police coverage in the city.

Publications
My research is published in recognised peer-reviewed journals and international conferences. In total, I have published 6
International Journals, 5 Conference Papers and 1 book chapter. The following list is a small selection of the papers
with the higher impact factor.
Left/Right Hand-Segmentation in Egocentric Videos.

2016

ALEJANDRO BETANCOURT, PIETRO MORERIO, LUCIO MARCENARO, MATTHIAS RAUTERBERG, CARLO REGAZZONI.

Computer Vision and Image Understanding (CVIU)

Unsupervised Understanding of Location and Illumination Changes in Egocentric
Videos.
ALEJANDRO BETANCOURT, NATALIA DÍAZ-RODRÍGUEZ, LUCIO MARCENARO, MATTHIAS RAUTERBERG, CARLO
REGAZZONI.

2016
Paper Under Review.

Journal on Pervasive and Mobile Computing

Filtering SVM Frame-by-Frame Binary Classification in a Detection Framework.
ALEJANDRO BETANCOURT, PIETRO MORERIO, LUCIO MARCENARO, MATTHIAS RAUTERBERG, CARLO REGAZZONI.

2015
Quebec, Canada

IEEE International Conference on Image Processing.

The Evolution of First Person Vision Methods: A Survey.

2015

ALEJANDRO BETANCOURT, PIETRO MORERIO, MATTHIAS RAUTERBERG, CARLO REGAZZONI.

IEEE Transactions on Circuits and Systems for Video Technology.

A Dynamic Approach and a New Dataset for Hand-Detection in First Person Vision.
ALEJANDRO BETANCOURT, PIETRO MORERIO, LUCIO MARCENARO, EMILIA BARAKOVA, MATTHIAS RAUTERBERG,
CARLO REGAZZONI.

2015
Malta

International Conference on Computer Analysis of Images and Patterns (ICIP).

A Sequential Classifier for Hand Detection in the Framework of Egocentric Vision.
ALEJANDRO BETANCOURT, MIRIAM LOPEZ, MATTHIAS RAUTERBERG, CARLO REGAZZONI.

2014
Colombus, US

Computer Vision and Pattern Recognition (CVPR).

A Computationally Efficient Method for Delineating Irregularly Shaped Spatial
Clusters.

2010

J.C DUQUE, JARED ALDSTADT, HERMILSON VELÁZQUEZ, J.L FRANCO, ALEJANDRO BETANCOURT.

Journal of Geographical Systems.

** Important: For the complete list of publications visit my personal webpage1 .

1

http://alejobetancourt.com/resume
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Software Development
A common characteristic of my consulting projects and research is the use of the state-of-the-art methods and technology.
My goal is to create scalable solutions to be employed for several years by my clients. During the last years, I have developed
platforms for multiple companies and institutions such as the Colombian National Department of Social Prosperity (DPS),
EPM (One of the top 5 service provider in Colombia), Medellín City Hall, Antioquia Chamber of Commerce, among others.
For more details about the developed platforms, please give me a call. In addition, I have been actively involved in multiple
Open Source Projects such as clusterpy, GeoGrouper and EgoHands.
EgoHands: Understanding Hand-Movements from Wearable Cameras.

Italy & The Netherlands

FOUNDER & MAIN DEVELOPER - HTTS://EGOHANDS.ALEJOBETANCOURT.COM

2016

[Open Source] EgoHands is a python library to understand the movement of the hands when recorded by a wearable camera (usually
head or chest mounted). This video perspective is commonly known as First Person Video (FPV) or just as egovision. EgoHands is
object oriented and follows the hierarchical framework proposed by Betancourt 2015. In the library, you will find methods for
hand-detection, hand-segmentation, hand-identification, hand-tracking as well as some basic functionalities as feature extraction..

SAAT - Department of Social Prosperity.

Colombia

TEAM DIRECTOR & DEVELOPER - HTTS://SAAT.AI-RISE.COM

2016

It is a centralised platform developed in Django-python and hosted on Amazon Web Services (AWS). The objectives of the platform are
three folded: i) Centralise national crime-related texts that were formerly kept by different federal offices, ii) Geolocate the
crime-related texts by exploiting the non-structured spatial references, iii) Provide automatic insights about the criminal patterns by
applying machine learning methods such as clustering, unsupervised learning and automatic tagging.

ClusterPy: Library of spatially constrained clustering algorithms.

Colombia

MAIN DEVELOPER - HTTP://WWW.RISE-GROUP.ORG/RISEM/CLUSTERPY/

2016

[Open Source] Analytical regionalization (also known as spatially constrained clustering) is a scientific way to decide how to group a
large number of geographic areas or points into a smaller number of regions based on similarities in one or more variables (i.e.,
income, ethnicity, environmental condition, etc.) that the researcher believes are important for the topic at hand. Conventional
conceptions of how areas should be grouped into regions may either not be relevant to the information one is trying to illustrate (i.e.,
using political regions to map air pollution) or may actually be designed in ways to bias aggregated results.

Pascal - Spatial forecast of Medellín’s metropolitan area.
DEVELOPER LEADER - EPM.

Colombia
2013-2014

Platform to simulate the urban growth of Medellín’s metropolitan area between 2010 and 2040. The platform is developed in Python
and uses spatial econometrics and Geographic Information Systems to capture the growing rules of the city. The platform is currently
used by EPM to design geographically the infrastructure required to supply increasing demand of public services in the metropolitan
area.

Software and Technical Skills
Cloud Computing:
Programming Lenguages:
Computer Vision:
Artificial Intelligence:
Web Develpment:
Spatial Statistics:
Operative Sytems:

Amazon Web Services (AWS), Webfaction.
In order of experience - Python, C++, Matlab
OpenCV with Python and C++.
Caffe (Deep Learning), scikit-learn (Classifiers, Regresors, Manifold-Learning, etc.)
Django, HTML, CSS, JavaScript.
ArcGis, Geoda, clusterPy, GeoGrouper.
In order of preference - Linux, Windows.

Program Member and Reviewer
JOURNALS
Current Referee, Transactions on Circuits and Systems for Video Technology
Current Referee, Computer Vision and Image Understanding
Current Referee, Transactions on Human-Machine Systems
Current Referee, Journal of Biomedical and Health Informatics
Current Referee, Journal on Pervasive and Mobile Computing
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CONFERENCES AND WORKSHOPS
2016

Editorial Board, Workshop on Egocentric Perception, Interaction and Computing (ECCV)

ACM

2016

Editorial Board, Workshop on Lifelogging Tools and Applications (ACM MM)

IEEE

2016

Editorial Board, Workshop on Egocentric (First-Person) Vision (CVPR)

IEEE

2015

Editorial Board, Workshop on Wearable and Ego-vision Systems for Augmented Experience (ICME)

IEEE

2014-2016 Referee, Conference on Acoustics, Speech, and Signal Processing (ICASSP)
2015-2016 Referee, Conference on Image Processing (ICIP)
2016

Referee, European Signal Processing Conference (EUSIPCO)
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